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ØWhy Fairness in E-commerce

Motivation

Once the Superstar left the platform(i.e., move to your competitor), the whole
ecosystem of the e-commerce platform would crush immediately.



• Existing approaches fail to consider the dynamic nature of the 
recommender systems, where attributes such as item popularity may 
change over time
• Imposing seemingly fair decisions through static criteria can lead to 

unexpected unfairness in the long run. 
• In essence, fairness cannot be defined in static or one-shot setting 

without considering the long-term impact, and long-term fairness 
cannot be achieved without understanding the underlying dynamics.

Motivation



ØConsider a simple example of ``Matthew Effect’’ in a RS

Motivation

A

B

D

C
D

A

C
B

C
A

D
B

A

B

C

D
C

B

D
A

D
A

D
B



• Static fairness does not consider the changes in the recommendation
environment.
• Dynamic fairness learns a strategy that accommodates the dynamics.
• Long-term fairness views the recommendation as a long-term

process and aims to maintain fairness in the long run by achieving
dynamic fairness over time.

Need a fairness-aware system that
• is dynamic > static.
• considers long-term impact > gives one-time solution.

Motivation



In order to capture the interactive nature of recommendation scenarios,
reinforcement learning (RL) based solutions have become an important topic.

• State: state 𝑠𝑡 of a user
• 𝐻𝑡 - user’s most recent positive interaction history
• Demographic information (if exists).

• Action: a recommendation list 𝑎𝑡={𝑎𝑡1, … , 𝑎𝑡K} with current state 𝑠𝑡.

• Reward: the immediate feedback 𝑅(𝑠𝑡,𝑎𝑡) given the action 𝑎𝑡 and the user state 𝑠𝑡
• Typical user feedback includes click, skip, or purchase, etc.

• Cost: a cost value 𝐶(𝑠𝑡,𝑎𝑡) given by the problem-specific cost function
• i.e., #items that come from the sensitive group

• Discount rate: 𝛾𝑟 and 𝛾𝑐:
• 𝛾𝑟∈ [0,1] is for long-term rewards
• 𝛾𝑐∈ [0,1] is for long-term costs.

Problem Formulation



Problem Formulation
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Problem Formulation

Particularly, for problems with only one linear constraint, there is an analytical solution, which is 
also given by Achiam et al.



Fairness Constraints

Exact-K Fairness Constraint



Goal: use CPO to learn a policy that maximize the cumulative reward
while the cost is within the bound.

Fairness Constraints

Ratio bound between two 
groups as in exact-K fairness 
constraints



Environment Critic ActorCritic

Model Specification



Model Specification
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Model Specification



Experiment



Experiment

• Our FCPO approach achieves the best top-K recommendation
performance against all baselines on both datasets, implying that the 
proposed method does have the ability to capture dynamic user-item 
interactions,
• We can easily see that there exists a trade-off between the 

recommendation performance and the fairness performance both in 
FCPO and FOE.



Experiment
• For the same Gini Index, our method 

achieves much better NDCG; 
meanwhile, under the same NDCG 
scores, our method achieves better 
fairness.

• FCPO can achieve much better trade-
off than FOE in both individual 
fairness and group fairness.



Experiment
• We compared FCPO with a static short-term fairness solution 

(i.e., MF-FOE) for 400 steps of recommendation.

• Since FCPO makes adjustment of its policy according to the 
fairness feedback, it can successfully and continuously 
suppress the fairness metric to a much lower value during 
testing. 

• The overall ranking performance of MF-FOE is consistently 
outperformed by FCPO, which indicates that MF-FOE 
sacrifices the recommendation performance more than FCPO 
in order to control fairness.



1. We propose to model the sequential interactions between 
consumers and recommender systems under the fairness constraint
of item exposure as a CMDP.

2. We leverage the Constrained Policy Optimization (CPO) with 
adapted neural network architecture to automatically learn the 
optimal policy under different fairness constraints.

3. To the best of our knowledge, this is the first attempt to model the 
dynamic nature of fairness with respect to changing group labels, 
and to show its effectiveness in the long term.
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