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Abstract— We design interpolation snakes(or I-Snakes ) for
border detection in ultrasound images. We argue that interpo-
lation snakes are better suited for ultrasound than other snakes
because the control points areon the curve. This allows for
arclength parameterization of the snake, and for spatial hard
constraints by fixing one or more control points on the spline.
Moreover, built into the snake energy is a shape prior term to
prevent excessive deviation from a known shape model computed
beforehand from training samples. Tests of our algorithm against
three other active contour algorithms on a database of 117 kidney
ultrasound images show the superiority of the I-snake in this
application. Objective measures (symmetric difference, Hausdorff
distance and average Hausdorff distance) show that the I-snake
generally produces boundaries closer to ground truth boundaries
(i.e., delineated by an expert), than other active contours. Also,
in a blind study, medical experts chose the better result of two
algorithms displayed randomly and the I-snake boundary was
strongly preferred over its strongest competitor, the classical
Kass-Witkin-Terzopoulos snake. More interestingly, the I-snake
boundary was preferred over the ground truth as well.

Index Terms— Active Contours, splines, interpolation, ultra-
sound, kidney, shape prior, border detection.

I. I NTRODUCTION

Active contours have been used extensively in many computer
vision problems, particularly in boundary detection and motion
tracking, with relative success, especially in medical imaging.
Almost two decades after the introduction of the concept
by Kass, Witkin and Terzopoulos [24], a great variety of
different “species” of snakes have been developed. One can
distinguish two major categories:variational models, and
geometric models.

Chronologically, the variational models occurred first [24],
and are based on the observation that if we want a curveγ to be
aligned along the edges in an image, thenγ must accumulate
the most amount of gradient. In other words,γ must minimize
an image energydefined as:

Eimg(γ) = −
∫

γ

|∇I|ds (1)

If smooth minima are sought, then an extra energy term must
be added into the equation, to penalize for the formation of
discontinuities:

Eint(γ) =
∫

γ

|γ′|2 + |γ′′|2ds (2)

The original Kass, Witkin and Terzopoulos active contour
model includes a third energy term - the external energyEext,
which can incorporate prior knowledge about the location or

the shape of the boundaries of interest. One then seeks minima
of an energy functional of the form

E(γ) = Eimg + Eint + Eext (3)

Minimization of the energy (3) is done through variational
principles and so local minima are found. Consequently,
initialization near the boundaries of interest is required. This
model underwent major improvements (themselves variational
models) e.g., in [12], [2], [43], [44], [28], to quote a few.

The geometric models were introduced independently in [9]
and [27] based on front propagation theory [31], [32] and
were a revolutionary way of viewing active contours. These
authors proposed a non-variational approach, namely mean
curvature motion along the normal direction. By viewing the
active contour as the zero level-set of a surfaceφt = φ(x, y, t),
the motion of the snake along its own normal direction can
be cast into a Hamilton-Jacobi (H-J) evolution equationφt =
H(∇φ). The existence of solutions of H-J equations, their
properties, as well as numerical schemes for finding them,
are highly non-trivial mathematical subjects. Thanks to the
deep results of [14], [33], [40], there are known numerically
stable schemes that can be used to solve H-J equations.
Efficient algorithms such as thefast marchingmethod [39]
and thenarrow bandmethod [1] have also been found, and
make the level-set snakes suitable for real-time applications. A
milestone in the theory of active contours was the introduction
of geodesic active contoursby Caselles, Kimmel and Sapiro
[10], which provide a unifying view of the variational and
non-variational models. Specifically, it is shown in this work
that the minima of a gradient-based energy derived from (3)
can be obtained through motion in the normal direction, and
hence, implemented using level sets, these snakes can change
topology during evolution.

There are, important domains, such as ultrasound, which
provide very irregular visual support for the boundaries of the
object of interest, while the true boundaries are known a priori
to be smooth. See Figure 1. Ultrasound is one of the toughest
domains in computer vision and presents challenges to just
about any segmentation or border detection algorithm, due to
the noisy and specular nature of the ultrasound images and to
incomplete data, with misleading visual support. The edges in
such images are usually weak, spurious, and have non-uniform
magnitude.

Under these extreme conditions, variational models usually
follow the data too closely, and the detected boundaries do
not meet the smoothness requirement. Geometric models pose
additional problems. Their signature feature - the ability to
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(a) (b)

Fig. 1. Endocardium detection in an echocardiogram (dog heart). (a) Green: manually drawn ground truth. The red dots represent the all important valve
points and apex. (b) Segmentation using the Geodesic Active Contour model. Note the ruggedness and the leakage through regions of low gradient, while
stopping at extraneous anatomical structures inside the ventricle.

seamlessly change topology - is detrimental in ultrasound,
because the snake can and will detect artifacts, muscles or
other visually salient structures that are not part of the object of
interest. Another problem with geometric snakes - perhaps the
most stringent under the conditions of non-uniform boundaries
- is the stopping criterion: the snake may stop prematurely in
some regions, while leaking through the boundaries in other
places. These problems are illustrated in Figure 1 (b)1. The
snake stops around the inner structure (papillary muscle) while
it leaks through the valve, and near the apex. More often
than not, a single set of parameters, regardless of their values,
simply cannot accommodate both strong and weak boundaries
along the same contour.

What can be done, however, if smooth boundaries are
required in noisy images, is tosearch for minima of the energy
(3) in a (finite dimensional) subspace of the space of all curves.
One way to do this is to choose a finite set of functions (with
certain desirable properties), and consider only snakes that are
linear combinations of those basis functions:

γC(s) =
l∑

i=1

ci · Bi(s) (4)

The search space is now reduced tospan〈Bi〉 ≈ R2l, and the
restriction to this space of any snake energy function is now
simply a function of2l variables. The shape of anyγ = γC

is controlled by the vectorC = (c1, . . . cl) ∈ R2l of free
parameters.

Several varieties of snakes fall in this framework. Staib
and Duncan [41] express a closed curve in the form of a
trigonometric series, and then, to reduce the number of degrees
of freedom, they truncate the series to the firstn harmonics,
wheren is a finite, user-defined integer. Along the same lines,
Jain et al. [23] use products of the formsinnt · cos mt as
basis functions. B-Splines [17] were used as active contours
(B-Snakes) for border detection and tracking [4], [8], [37],
and for the stereo problem [29]. Cootes and Taylor [13] learn

1Using the ITK [25] implementation of the geodesic active contour model.

the modes of variation of the outline of an object of interest
and express the snake as a linear combination of the most
significant modes. Regarding the selection of the number of
free parameters that define the snake, Figueredo [21] proposes
a very powerful, fully automatic way of determining this
number using a minimum description length (MDL) criterion.

Parametric snakes are best suited for problems where
smoothness is a must. In addition to that, they preserve
topology, which, in medical images, is often known a priori.
Furthermore, prior knowledge about the shape of the snake
can be introduced in a more natural way, as prior probability
on the coefficients, and can be done so in a way invariant
to translations, rotations and scale [15] (although recently, a
shape prior has been introduced in level sets by Leventonet
al. in [26], and Cremerset al. in [16]). Last, but not least, from
a practical standpoint, minimization of an energy like (3) is a
much more tractable problem in the case of parametric snakes:
such an energy is simply a function of2l variables, and can
be minimized by any of a number of well tested, existing
minimization algorithms. No major special provisions must
be made to ensure the numerical stability of the evolution
problem.

Section II outlines the general I-snake model while Section
III describes the important aspects of the design of the energy
functional. Results of strenuous testing given in Section IV
show the I-snakes superiority over predecessor species. Section
V concludes the paper.

II. I NTERPOLATION SNAKES

We have argued that parametric snakes are likely to work
better in difficult environments, such as ultrasound. Of these
snakes, we single out one particular type, most suitable for
imposingspatial hard constraints.

Virtually all snakes we have encountered in the literature are
closedsnakes. One reason for this is that objects have closed
boundary, and usually one wants to detect the entire contour.
However, with non-uniform boundaries, or with boundaries
that are naturally piecewise smooth, it may be easier to detect
several open segments of the boundary, and concatenate them,
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rather than detect the entire boundary at once. We therefore
want to defineopen snakes, in addition to closed snakes,
and treat them in a unified framework as much as possible.
However, in the case of open snakes, the end points must be
fixed throughout the fitting process, or else, the snake would
shrink along the boundary, possibly to a single point. This is
one reason why one might want to have hard spatial constraints
on a snake.

More importantly, there are situations where certain points
or regions along the boundary of interest have particular
significance for the problem at hand, and so, they have to
be accurately located. Such is the case, for instance, with
the two valve points and the apex of the left ventricle, in
echocardiograms (See Figure 2 (a)). When these points happen
to lie along weak edges or incomplete data, or simply in a
region that does not differ qualitatively from other regions
along the border, they are nearly impossible to pinpoint by a
“simple-minded” data fitting snake.

Short of implementing special purpose modules dedicated
to the sole detection of these special points, a compromise
solution might be to allow an expert user to mark these points
as fixed at initialization time. These fixed points are hard con-
straints for an evolving active contour and we argue that among
the various types of smooth snakes,interpolation snakes[30]
are the most amenable to imposing hard constraints.

The snakeper seis a disjoint union of one or more com-
ponents, each of them modeled as acubic interpolation spline
[17], [18], [35]. Briefly, in two dimensions, a cubic interpo-
lation spline is a curveγχ,C ∈ R2 defined by an increasing
sequence of numbersχ = (ξ1, . . . , ξl), ξi ∈ R (breaks) and
a sequence ofcontrol points C = (z1, . . . , zl), zi ∈ R2

such that (a)γ is defined on the entire interval[ξ1, ξl] and
of class C2 (continuous derivatives up to order two), (b)
γχ,C(ξi) = zi ∀i and (c)γχ,C is a cubic polynomial on each
piece[ξi, ξi+1].

Each spline is built using some10 to 20 markers as control
points placed in the image by the user. See Figure 3. We
choose the break pointsξi so that the canonical parameter
t ∈ [ξ1, ξn] becomes approximately the arclength parameter
along the spline. For this we takeξi+1 = ξi+|zi+1−zi|. What
drives the snake is an energy potential defined as a function
on the control pointsonly. We describe this in the following
section.

III. T HE ENERGY FUNCTIONAL

Let C = (z1, . . . , zl) ∈ R2l be the control points of a spline
γ. The spline becomes a snake if we vary the parameters in
some coherent way, as to optimize some measure of fit. While
it is possible to vary both the control pointsC as well as the
breaksξi, we shall only vary the control points; the breaks
remain fixed. Since nowγ is completely determined by its
control points, we shall use the notationγ = γC .

We define the snake energy starting from Equation (3). Any
energy functionalE = E(γ) defined on splines, depends on
the curveγC only via the vector of control parametersC, so
our new energy will be a function

E = E(C) = E(z1, . . . , zl)

Fig. 3. Interpolation snake. The control points are the red and blue markers.
A blue circle (digit 0) is a fixed control point (hard constraint). A red plus
sign, is a variable control point.

defined onR2l.
If any of the control points must remain fixed during the

minimization (hard constraints), we have a situation in which
the energy must only be defined on the subset of variable
control points, while the spline must be computed on all the
control points. Naturally, the basic idea is to skip over the
fixed points when computing the energy. The implementation
requires some care, but can be carried out in an elegant
way, in C++ for instance, by overloading the index operator
(operator[]) of the vectorclass.

Since smoothness is built intoγC , we shall drop the internal
energy termEint from the energy (3). Our only concerns now
are (a) to make the snake converge to boundaries, (b) keep
the points equidistant during the evolution and, optionally, (c)
impose a prior on the overall shape of the snake, e.g. in the
form of a density function on the control vectorC, or using
kernel methods as in [15]. Under these requirements, with
γ = γC(t), we model the snake evolution by the following
energy:

E(C) = −
∫

γ

w(s) · 〈∇I⊥,
γ′

|γ′|
〉ds︸ ︷︷ ︸

Eimg

+
∫ L

0

∣∣∣|γ′(t)| − 1
∣∣∣dt︸ ︷︷ ︸

Earc

+ wshape · Eshape

(5)

Here,〈·, ·〉 denotes the dot product,∇I⊥ denotes a rotation
by +90 degrees of the image gradient∇I, L = length(γ),
w(s) is a user-defined weight function alongγ andγ′ is the
speed vector along the snake.

Remark 3.1:We can introduce weights in front of each of
the three terms. We have determined empirically, however,
that we can takeEimg and Eint to have equal weights (so
we ignore them in (5)), but we do want to keep and study
the effect of different amounts of the shape prior. After some
normalization, each energy term can be brought within a fixed
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(a) (b)

Fig. 2. Spatial hard constraints on an active contour in cardiac ultrasound (left ventricle). The two red points on the right are thevalve base pointsand the
single point on the left is theapex. The light matter between the two valve points is the actual valve (mitral valve), in a semi-open position. Since in any
frame of the heart cycle the valve can be anywhere between fully open, to fully closed, it makes sense to detect only the actual heart wall (green curve),
which is an open contour.

range, say[0, 100]. In our experiments we take the weights of
the first two terms to be50 andwshape variable within[0, 100].

Since the new energy (5) is a function of finitely many
variables now, it can be minimized without computing the
Euler-Lagrange equations using standard optimization routines
such as Powell’s conjugate directions algorithm [35]. We shall
analyze next the effect of each of the three energy terms.

A. Image energy

The image energyEimg measures the fit to data in an image
I and we define it as:

Eimg = −
∫

γ

w(s) · 〈 ∇I⊥,
γ′

|γ′|
〉 (6)

In the simplest case we takew ≡ 1, in which case, if we fix
an orientation alongγ, the spline will align itself along edges
with dark to its right and light to its left. The reason for this
is that−〈∇I⊥, γ′

|γ′| 〉 is smallest when∇I⊥ is colinear with
γ′ and points in thesamedirection asγ′. This means that the
gradient itself points from right to left as we walk alongγ in
the direction of the chosen orientation onγ. See Figure 4.

An illustrative example of the general case is shown in
Figure 5. The green curves represent the (a) initial and (b)
the final interpolation snake. A blue circle represents a hard
constraint, i.e., a point that will be kept fixed during the
minimization. Mathematically, we define hard constraints by
settingw = 0 at those points. The variable points are marked
in red, either with a plus sign (w = +1) or with a minus
sign (w = −1). The energy (5) is a function of the red control
points only. The weights at any other point on the spline (green
points) are computed by interpolation of the known weights.
In this example, the orientation of the spline is from top to
bottom. Although initialized on an edge, the snake moves away
from it, picking the edges with the polarity dictated by the

I
I
⊥

γ

γ ’

Fig. 4. Image energy term at a single point:Eimg = −w · 〈 ∇I⊥, γ′

|γ′| 〉.
Red: active contourγ and tangentγ′. Black: target object. Blue: gradient∇I
and rotation by+90◦ (note that in image coordinates, positive angles are
measuredclockwise). If ∇I points to theleft of γ, then 〈 ∇I⊥, γ̇〉 > 0,
and the dot product is largest when∇I ⊥ γ̇. Therefore, a weightw > 0 is
needed in this case. Reversing the orientation onγ would require a weight
w < 0.

weights: as we walkdownwardalong the final snake (b), the
w < 0 points are attracted by a(dark | light) edge, whereas
points with w > 0 are attracted by a(light | dark) edge.
This edge polarity selection by the snake is due to the fact
that unlike the image energyEimg in (3) which only depends
on the magnitude of the gradient, theEimg in (5) depends
on the magnitude of the gradientand on the angle between
the gradient∇I and the (oriented) curveγ. We have found
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that this latter image energy performs better than the original
magnitude-only image energy.

(a) Ini-
tial

(b) Fi-
nal

Fig. 5. Interpolation snake. Orientation along the snake is from top to bottom.
Blue and red: control points. Green: arbitrary points on the snake. The weights
of each of the control points are indicated by the shape (and color) of the
marker: a blue circle meansw = 0 (hard constraint), whereas a red± means
w = ±1. Despite starting out on an edge, the particular weights guide the
snake towards other edges, as follows:w < 0 selects(dark | light) gradient,
whereasw > 0 selects(light | dark) gradient, as we move along the curve
with the chosen orientation. The points withw = 0 (blue circles) remain
fixed during the fitting process, acting as hard constraints.

A final, but important detail aboutEimg is that we do amul-
tiscalefit. The scale at which the snake fits to the image data
is dictated by the amount the smoothing in the computation of
the image gradient∇I. Within a single fit process, we start the
evolution of the snake at a coarse scale, continue at a medium
scale and refine the fit at a fine scale. We do so efficiently,
without keeping three pre-computed smoothed versions of the
image, and without re-smoothing during the fit. Instead of
traditional Gaussian smoothing or of the more sophisticated
anisotropic smoothing methods [34], we smooth the input
image using a simple average over rectangular patches. The
simple average intensity can be computed fast, in constant time
over rectangles ofanysize by pre-computing the integral map
of the image [42]. For completeness we present the details of
gradient computation in Appendix I.

The size of the rectangular patches used to compute the
gradient determines the amount of smoothing, and hence, the
amount of detail that will be used during the fitting: a larger
scale (≈ 30 × 60 rectangles), makes the snake sensitive to
more distant edges, but produces a rather coarse fit, whereas
a small scale (e.g., smaller than10 × 20) makes the snake
sensitive only to nearby edges, and produces a closer fit.

We illustrate multi-scale fitting of a multiple-component
interpolation snake in Figure 6. The original image is noisy,
with 20% salt-and-pepper noise. Figure 6 (b) shows the initial
multi-component snake. There is a single (closed) component
around the circle, and fouropen components around the
square, concatenated. As before, the red “+” signs represent
variable control points with positive weight, and the blue
circles represent fixed control points. Figure 6 (c) shows the
detected boundary at a coarse scale (30×60 rectangles used in
the computation of∇I). The fitting continues at scales20×40
and 10 × 20. The final result is shown in (d). Figures 6 (e)
and (f) show the actual gradient (x-component only) used in
(c) and (d), respectively.

Since computation of the integral map needs to be done
only once, in one pass through the image, and since afterwards
computation of the gradient∇I can be done in constant time,
regardless of scale, we can and do vary the scale during the
fitting process, gradually, from coarse to fine, at no extra cost.

B. Arclength energy

Thearclength energyEarc is designed to keep the points of
the snake equidistant throughout the minimization process, by
penalizing non-arclength parametrization. Ift is the (arbitrary)
parameter along the spline during the snake evolution, we
define

Earc =
∫ L

0

∣∣∣|γ′(t)| − 1
∣∣∣dt (7)

Since under the canonical parameters, the speed along the
curve is 1 (i.e.|γ̇(s)| = 1), then the amount

∣∣∣|γ′(t)| − 1
∣∣∣ is

indicative to what extentt fails to be the canonical parameter2.
The necessity of the arclength term is due to the following

argument. Without exception, a curveγ is discretized by
sampling it at equally spaced grid pointsti = i · ∆t =
i·(ξl−ξ1)/n for some number of pointsn. However, the points
γi = γ(ti) need not be equidistant, so this discretization does
not correspond to the arclength parametrization. Of course,
if a non-uniform distribution of the points along the snake
is allowed, then the image energy will indicate a misleading
measure of fit, if e.g., a densely populated segment along the
snake happens to fall into an energy pit (strong edge). It is
therefore crucial to start out with, and maintain equally spaced
points on the snake.

This situation is illustrated in Figure 7, which shows a
typical case. Starting from the same initialization, we fit an
interpolation snake twice on a kidney ultrasound image: once
usingEimg but no arclength energyEarc (Figure 7 (c)), and
a second time using bothEimg andEarc (Figure 7 (e)). For
visual comparison against the ground truth (Figure 7 (a)),
we overlay each result on top of the ground truth (Figures
7 (d) and (f), respectively). In the absence of inter-point
distance constraints (modeled by the arclength energy (7)) the
points on the snake cluster near the strong edges, producing
a measure of fit ofE = Eimg = −44.7. For comparison,
the arclength-parameterized ground truth has a measure of fit
E = Eimg = −16.4 only, so judging byEimg alone indicates
(erroneously) a very good. When the arclength energy is
combined with the image energy, the fit is visibly better than
in the former case. Quantitatively, in each of the two cases
we measure the difference between the detected boundary and
the ground truth using e.g., the modified (average) Hausdorff
distance [19]. Without the arclength energy, this measure is
7.68 pixels, whereas with the arclength energy, the average
Hausdorff distance is only3.60 pixels.

Somewhat surprisingly, the problem of preserving arclength
parametrization along the snake during the evolution, although

2γ′, γ′′ denote derivatives with respect to an arbitrary parameter along the
curve, whereas the derivatives with respect to thearclength parameter are
denoted byγ̇, γ̈.
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(a) (b)

(c) (d)

(e) (f)

Fig. 6. Multi-scale, multiple-component interpolation snake. (a)20% salt-and-pepper image; (b) Initial snake; (c) Coarse scale fit:30 × 60 rectangles for
computation of∇I. (d) Fine scale fit:10 × 20 rectangles. (e) Large scale gradient used in (c) (x direction only); (f) Small scale gradient used in (d) (x
direction only);
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(a) (b) (c)

(d) (e) (f)

Fig. 7. The need for arclength parametrization. Green: interpolation snake (control points omitted). Yellow: ground truth. (a) Initial snake (arclength
parametrization). (b) Snake fitted using image energy only. The points do not remain equidistant, and tend to accumulate along strong boundary segments,
producing an artificially good score (E = Eimg = −44.7159), better even than the ground truth score (E = Eimg = −16.4465), but a poor fit. Average
Hausdorff distance from ground truth:7.68 pixels. (c) Snake fitted using both the image energyEimg and the arclength energyEarc. Average Hausdorff
distance from ground truth:3.60 pixels. (d) Manually drawn border of a human kidney. (e) Same as (c), overlaid over the ground truth. (f) Same as (e),
overlaid over the ground truth.

noticeable both theoreticallyand practically, has been silently
overseen, and left as an implementation detail. Different active
contours implementations deal with this problem in an ad-
hoc manner, e.g. by removing points from regions along the
snake where the points have come too close together, and
inserting points in regions where the snake has become too
sparse. The first authors to address this problem were, to our
knowledge, Williams and Shah [43]. In the discrete setting
only, they replace the first order term in the internal energy
Eint (2), by a term that penalizes for deviations from the mean
length of consecutive curve segments. It turns out that our
arclength energy (7) agrees with the Williams-Shah energy in
the discrete case - the only case that matters for a numerical
implementation.

C. Shape energy

Theshape energyEshape quantifies the shape prior knowl-
edge and can be imposed e.g., as a distribution on the vector
of coefficients. Any of a number of techniques for distribution
estimation can be used, such as e.g., Principal Component
Analysis (PCA) on a number of training contours, Parzen
windows, or more general kernel methods [15], [16]. Eval-
uation ofEshape amounts roughly to measuring the similarity

between the shape of the snake at any given moment and a
pre-computed model. Inevitably, this requires registration of
the active contour from the image space to the model space,
in order to factor out similarity deformations (rotation, scale
and translation). Moreover, it is preferable that the registration
method does not assume point correspondences, because in
some ultrasound applications (e.g., kidney detection) there
simply are not enough clearly identifiable anatomical land-
marks, consistent across all training images. Powerful registra-
tion methods without known point correspondences exist [36],
[20], [38], [5]. Let us observe, however, that while speed is not
a factor forlearning the shape prior (as learning can be done
off-line), it becomes crucial in theevaluationof Eshape, which
takes place multiple times at every iteration during the snake
evolution. For this reason, the iterative registration methods
cannot be used, due to time complexity.

We describe next a fast registration method for2D curves
with unknown point correspondences, well suited for elon-
gated contours. If we have two discrete contoursγ =
(γ1, . . . , γn) and δ = (δ1, . . . , δm) we first factor out the
translation and the scale by normalizingγ andδ to have zero
mean and the same size (e.g., size1). All that is left to do
is to factor out the rotation and possibly simmetry transforms
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between the two shapes. We achieve this by aligning their
generalized semiaxes, which we define for each set of points
in 2D as the eigen-directions of the2 × 2 covariance matrix
of that set. We term this methodsemiaxes registration, and
describe the algorithm in more detail in Appendix I-.1. Figure
8 shows an example.

1) Advantages:

• does not assume correspondences, nor does it try to
find them.

• speed and simplicity: no minimization is required.

2) Limitations:

• Ambiguity (ill-posedness) increases when register-
ing circular sets (i.e., when the eigenvalues are
approximately equal).

• There is noobviousmetric with respect to which
the aligning transformT is optimal.

Central to our shape model is the notion ofchamfer
transform or distance map[3], [7] (Figure 19). The actual
model is simply theaverageC of the chamfer transforms
C1(x, y), . . . Ck(x, y) of a set of registered training shapes
γ1, . . . , γk, together with areferencecurve µ, which can be
seen intuitively as a sort of mean of the training shapes3. See
Figure 9.

At each iteration during the snake evolution, the similarity
of the moving contour to the shape model is evaluated by first
registering the snake to the reference curveµ (using the fast
semiaxes registration), and then by computing the quantity

Eshape =
∫

γ

Qb(C(γ))

whereγ is thealignedsnake andQb(x) = x2/(x2 + b2) is a
squashing function. The smallerEshape, the more similar the
contour is to the training samples. See Appendix II for full
details.

The benefits and limitations of the shape energy should be
well understood: the shape energy, in general, can correct for
significant deviations from the general shape of the training
samples, but cannot account for boundary details in any
particular test case.

The example in Figure 10 illustrates the benefits of using
the shape energy. A clear kidney ultrasound image (Figure 10
(a)) is occluded by applying a white stripe with dark islands
(Figure 10 (b)), in an attempt to “confuse” the snake. Figures
10 (c) and (d) show the detected boundarywithout the shape
energy term (c), andwith Eshape (d). The “distractor” stripe
tends to deform the snake toward a shape not part of the
model, and the shape energy term manages to correct for that
deviation. (In another application, this allows recognition of
an auto parked behind a telephone pole.)

What the shape energycannotdo, is to correct the shape of
a snake (towards the desired boundaries), if the snake already
happens to be similar to the training shapes. We illustrate
this point in Figure 11. Starting from the same initial contour
(Figure 11 (a)), we fit the snakewith (Figures 11 (c) and (d))

3We do not have point correspondences between the training contours
γ1, . . . , γk, so we can’t compute their mean in the usual sense.

andwithout shape energy (Figures 11 (e) and (f)). The results
in both cases are similar, and similar to the training shapes
(on average), yet different from the ground truth (yellow).
The reason is that unlike in the previous example, there is
no distractor to alter the shape of the snakesignificantly, from
the learned model. The shape energy has nothing to correct for,
and has a minimal effect, because near convergence, the snake
is already from the distribution of the training samples. In
fact, without the shape energy, the average Hausdorff distance
between the detected boundary and the ground truth was 5.13
pixels, whereas with the shape energy, the average Hausdorff
distance was slightly higher: 5.85 pixels.

IV. RESULTS

We tested extensively and systematically the interpolation
snakes (I-SNAKES) on a database of 117 kidney ultrasound
images, each of size733×471. Each image comes with ground
truth (GT), i.e., manually traced boundaries by a medical
expert. We evaluated the performance of our active contour
algorithm using both objective measures and also a subjective
blind study of expert judgements.

A. Objective Comparison

To see how I-snakes performed relative to other algorithms,
we tested four algorithms:

• KWT : the original Kass-Witkin-Terzopoulos algo-
rithm [24].

• GAC: the Geodesic Active Contours model [10].
• CV: the Chan-Vese model [11].
• I-SNAKES: the interpolation snakes.
In each case we measured the similarity between the de-

tected boundaries and GT using three similarity measures, as
follows:

• Hausdorff Distance[22]. For two sets of pointsX and
Y in the plane, the Hausdorff distance is defined as

H(X, Y ) = sup{d(X, Y ), d(Y,X)} (8)

where d(X, Y ) = supx∈X d(x, Y ) is the directed dis-
tance bewteen the setsX and Y and d(x, Y ) =
infy∈Y |x − y| is the distance from the pointx to the
set Y . In our caseX and Y will be the curves being
compared.

• Average Hausdorff Distance[19], defined also by Equa-
tion (8), except that the directed distance is defined
as d(X, Y ) =

∫
X

d(x, Y )dx, making for a similarity
measure less sensitive to outliers.

• Normalized Symmetric Difference. For any setsX andY
in the plane, define

NSD(X, Y ) =
|(X \ Y ) ∪ (Y \X)|

|X ∪ Y |
(9)

where |·| stands for area. In our case,X and Y will
be the areas enclosed by the curves being compared.
The numerator is the usual symmetric difference, and
the denominator is a normalization factor. Obviously,
0 ≤ NSD(X, Y ) ≤ 1 for any sets X and Y .
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(a) (b) (c)

Fig. 8. Semiaxes alignment of two contours. (a) and (b): Two contours and their corresponding eigenvectors drawn at their respective centers. Each eigenvector
is proportional to its own eigenvalue. (c) Alignment. The blue contour (source) was brought over the red contour (target), by aligning the eigenvectors.

(a) (b)

Fig. 9. Shape model. (a) and (b): two views of the average chamfer transform and the reference curveµ (purple). See Appendix II for the construction ofµ.

(a) (b) (c) (d)

Fig. 10. Effect of the shape energyEshape. (a) Clear kidney image. (b) Occluded kidney, and initial snake (green). (c) Final snake with no shape energy.
(d) Final snake with shape energy.
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(a) (b) (c) (d) (e) (f)

Fig. 11. Limitations of the shape energy. (a) Initial snake. (b) Final snakewithout shape prior. (c) Final snakewith shape prior. (d) Ground truth. (e)
Comparison of (b) against the ground truth. (f) Comparison of (c) against the ground truth.

Also NSD(X, Y ) = 0 if and only if X = Y and
NSD(X, Y ) = 1 if and only if X and Y are disjoint.
Counterexamples can be readily found to disprove the
triangle inequality.

Furthermore, since active contours are, in general, sensitive
to initialization, we tested the performance under various types
of initialization. Given the massive amount of testing we faced,
manual initialization in each image, for each algorithm, was
infeasible, so we initialized the snake by altering the GT in
various ways.

• Scaling initialization: we rescal the ground truth by a user
defined scaling factorf .

• Distance initialization: each pixel on the initial snake is
at some predefined distanced from the ground truth.

• Normal random initialization: if we denote byCGT the
vector of control points of the ground truth, we generate
the control pointsC0 of the initial snake from a Gaussian
distribution of meanCGT and user defined standard
deviationσ.

• Model initialization: if we have a template or a model
µ of the object of interest, then we can use that model
to initialize the snake, by warpingµ onto the image
via a thin-plate-spline [6] using a reduced number of
homologousanchor points. Specifically, in our kidney
experiments we pre-define four anchor points on the
model µ. At initialization time, the user marks on the
image the homologous points of the model anchors.

Table I summarizes the best results under different initializa-
tion methods and different parameters of all four algorithms.

Table II shows the normalized symmetric difference error
(9) under different initializations, and different amounts of
shape prior. There are corresponding tables for the other two
similarity measures we have proposed (the Hausdorff distance
(8) and the Average Hausdorff measure), but we do not include
them in this paper, to save space. Included in this table are
only the values for the interpolation snakes (I-SNAKE) and
classical snakes (KWT), as the two level set algorithms (GAC
and CV) were far behind due to border leakage (see Table I).
The entries of Table II are as follows:

• Initialization (columns 1-4):

– Scaling (parameter: scaling factor).
– Gaussian randomization of the control points (pa-

rameter: standard deviation).

– Distance initialization (parameter: distance from the
ground truth). The sign of the distance parameter
indicates either interior initialization (negative sign)
or exterior initialization (positive sign).

– thin-plate-spline model initialization using four pairs
of anchor points. The shape prior may or may not
be used further during the minimization, according
to whetherwshape > 0 or wshape = 0, respectively.

• wshape (column 5): weight of the shape prior term
Eshape.

• I-SNAKE (columns 6-7):

– shape model a priori warped onto the image using
a thin plate spline [6] and four anchor points (shape
prior contingent upon the image data).

– un-warped shape model (shape prior independent on
the image data).

• KWT (column 8). Certainly, sincewshape is irrrelevant to
KWT, we only have a single value for every fourwshape

values that we tried for I-SNAKE.

The best result (7.60% NSD error against ground truth) was
obtained by I-SNAKE when initialized from the model using
four anchors, with a relatively small shape weightwshape =
10. In general, the error with a non-zerowshape is smaller than
the error with no shape prior (wshape = 0), but increasing too
much the importance ofEshape leads, naturally, to an increase
of the error, because the snake will “trust” more the shape term
than the data term, resulting in a poor fit.

The only two cases where the classical model (KWT)
competed with either interpolation snake counterpart was when
the snake was initialized fairly close to the actual boundaries
(normal distribution, with standard deviation of 10 pixels), or
when initialized from the shape model. Even so, we find the
performance of the KWT model quite remarkable. We have
determined that in these two cases, the KWT snake is (on
average) within some 6 pixels from the ground truth, which
is not bad for a snake with no shape memory.

The unexpected behavior of the interpolation snakes when
the shape prior is not correlated with the image data can be
seen in the “Absolute Shape Model” column: the performance4

decreases with increasing values of the shape weightwshape.
In the best case (Gaussian initialization with standard deviation

4Smaller numbers represent better performance.
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(a) (b) (c) (d) (e) (f)

Fig. 12. Different types of initialization. Yellow: ground truth (GT ). Red: initial snake. (a) Clear image. The four points marked with a cross were defined
by the sonographer when the image was acquired. (b) Scaling initialization by a factor of0.7. (c) Gaussian randomization with a standard deviationσ = 10
pixels. (d) Gaussian randomization with standard deviationσ = 20 pixels. (e) Distance initialization at distanced = 20 pixels inside the ground truth. (f)
Model initialization. The red curve is the image of a template kidney (not shown) via a TPS transform [6] that maps four pre-defined anchors on the model
(not shown) onto the four cyan anchors in the image (user-defined).

Algorithm Initialization/Parameters NSD (%) Hausdorff Average Hausdorff

CV GT scaling (0.7) 48.90% 82.6 39.394
GAC GT scaling (0.7) 25.32% 49.18 16.14
KWT GT rand, (std. dev. 10) 10.44% 17.10 5.93

I-SNAKES Model (4 anchors) 7.60% 14.32 4.90

TABLE I

OVERALL PERFORMANCE OF THE FOUR ACTIVE CONTOUR MODELS TESTED ON ULTRASOUND IMAGES.

Normalized Symmetric Difference (%)
Scaling Stddev Distance Model wshape Warped Shape

Model
Absolute Shape
Model

KWT

0.8 - - - 0 14.80 14.80 46.10
0.8 - - - 10 10.37 15.05
0.8 - - - 20 9.63 15.72
0.8 - - - 30 9.19 16.62

- 10 - - 0 9.38 9.38 10.44
- 10 - - 10 7.95 9.42
- 10 - - 20 7.80 10.65
- 10 - - 30 8.29 12.71

- 20 - - 0 14.21 14.21 22.01
- 20 - - 10 10.64 13.42
- 20 - - 20 9.57 14.08
- 20 - - 30 9.37 14.78

- - -20 - 0 13.22 13.22 49.35
- - -20 - 10 9.58 12.73
- - -20 - 20 9.07 14.06
- - -20 - 30 8.96 15.31

- - - 4 anchors 0 9.52 10.18
- - - 4 anchors 10 7.60
- - - 4 anchors 20 8.08
- - - 4 anchors 30 8.31

TABLE II

INTERPOLATION SNAKES VS. KWT: NORMALIZED SYMMETRIC DIFFERENCE(NSD). SMALLER NSD MEANS BETTER PERFORMANCE.

of 10 pixels and no shape prior), the interpolation snake with
absolute shape model hasNSD = 9.38%, only marginally
better than KWT’s10.44%. Things change by a few points in
favor of interpolation snakes when the “relative” shape prior
is used, i.e., when the shape prioris anchored to the image.

Another noteworthy fact is that the interpolation snakes have
a better performance than KWT’s absolutee best (10.18%) by
about 1 percent, even when initialized far from the ground
truth: 9.19% and 8.96% NSD when initialized by scaling
(0.8), and 20 pixels within, respectively. This means in a real

application, the user would have more slack for initialization
with interpolation snakes.

When the shape prior is used properly (i.e., contingent
upon the image data), one observes the expected behavior
(column 6): for any given initialization method, the perfor-
mance achieves an optimum with some amount of shape prior,
but increasing the shape weight beyond a certain point is
detrimental.

Finally, we note that the parameters of the interpolation
snakes can be better tuned for just about any of the images in
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Fig. 13. Side-by-side comparison of four border detection algorithms applied to kidney ultrasound. Each column displays one algorithm. From left to right:
CV, GAC, KWT, I-SNAKES. In each category, the top three images are the results closest in shape to the ground truth in the symmetric difference metric.
The bottom three images are the same images, with the ground truth overlaid (in yellow).
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Fig. 14. I-SNAKES. Top row: best 4 contours (3.71 ≤ NSD ≤ 5.52(%)). Bottom row: same images, with the ground truth overlaid (in yellow).

Fig. 15. I-SNAKES. Top row: worst 4 contours (9.91 ≤ NSD ≤ 13.57(%)). Bottom row: same images, with the ground truth overlaid (in yellow).

the ultrasound database, producing better results. The problem
is that the optimal parameters are not the same acrossall
images. One image may require a certain amount of shape
prior, while for another, no shape prior would produce the
best results. Table II shows the best (among non-optimal)
parameters over theentire data set, not for each individual
image. The lack of a uniform set of parameters can only be
due, logically, to one of two causes: eitherour model is wrong
(or at least incomplete), or there simply cannot be (forany
model) a common set of parameters, optimal for all images.
This dichotomy opens up a stream of philosophical questions,
so for the time being we shall only confine ourselves with
simply pointing out this problem, and not try to find an answer.

B. Results: Blind Study

The objective measurements provide some insight towards
the understanding of the power and shortcomings of the
interpolation snakes. However, clinical validity can only be
achieved by expert human evaluation of the results.

To this end, we designed a blind study in which three

human experts were asked separately to vote for the best
of three classes of kidney boundaries. Specifically, for each
image I in out kidney database we generated 3 pairs
{IKWT , II−SNAKE}, {II−SNAKE , IGT } and{IGT , IKWT },
where IKWT , II−SNAKE and IGT are copies of the image
I with the kidney boundaries generated, respectively, by (a)
the classical snakes (KWT), (b) the interpolation snakes (I-
SNAKE) and (c) the ground truth (GT). The order of the
“algorithms” whithin each pair was random across the images.
This yields351 pairs, as we have 117 images in the database.
Neither of the level-set algorithms (GAC and CV) was in-
cluded in this experiment because their performance in the
was visibly worse objective study. We did include the ground
truth, however, in order to have the two runner-ups (KWT and
I-SNAKE) compared against the expert boundaries.

The actual testing phase consisted of a judge viewing the
sequence of pairs, one pair at the time, in random order. For
each pair, the judge compared the two boundaries and picked
the better of the two, without knowing (or caring) how the
contours had been generated. In this sense, this experiment is
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a blind study. In particular, the judges did not know at the
time of the experiment that one category of boundaries was
in fact the ground truth.

We built the display application trying to minimize the
judge’s time and effort. See Figure 16. The user can toggle
between the two images to select the better one. The thickness
of the contours is adjustable under user control and a thickness
of 0 is permitted in order to allow the user to view the
image without any contours drawn. Once a selection has been
made, the user advances to the next pair. The task was clearly
explained to the human expert and did not require any training
session prior to the actual test, due to the ease of use of the
application. No time constraints were imposed.

The results of the blind study are summarized in Table III.
For each judge, the table shows the comparisons KWT vs. I-
SNAKE (columns 2-5), I-SNAKE vs. GT (columns 6-9) and
GT vs. KWT (columns 10-13). We find most interesting the I-
SNAKE vs. GT comparison. The first judge happened to be the
expert who drew the ground truth boundaries (GT), one year
prior to this experiment. Somewhat surprisingly, he selected
I-SNAKE over (his own!) GT 80 out of 117 times. The second
and third judges coincidentally preferred I-SNAKE to GT 67
of 117 times, each5. On average, I-SNAKE was preferred over
GT some60% times, and over KWT about78% of the time.
GT was preferred to KWT in about68% of cases.

V. CONCLUSIONS

We introduced in this paper interpolation snakes - a
“species” of active contours designed to work well in noisy
images such as ultrasound. These snakes (a) have smoothness
built-in, (b) allow for hard spatial constraints, (c) are arclength
parametrized and, optionally, (d) have shape memory. The
underlying mathematical model is a cubic interpolation spline
in 2D that minimizes an energy defined on the vector of control
points of the spline as the sum of three terms (Equation (5)).

We have tested this new model extensively on a database
of 117 kidney ultrasound images, under different types of
initialization, and under different values of the parameters
(most variation in the amount of shape prior). Our experiments
show that out of four active algorithms (KWT, GAC, CV, I-
SNAKE) our method performs better, even when initialized
far from the target boundaries. A surprising runner up was the
original KWT algorithm, when initialized close to the target
boundaries, which came within some 6 pixels, on average,
from the ground truth.

In addition to the objective study we designed a subjective
blind study, in which human experts were supposed to pick
the better of three classes of boundaries (KWT, I-SNAKE and
GT) displayed two at the time. The blind study showed good
(but not perfect) performance of I-SNAKE when compared to
KWT and even to the ground truth.

Overall, adding some shape prior to the model does im-
prove the results (as expected), but too much shape prior is
detrimental. We do not have atheoreticalmethod to determine
the balance between the data terms and the shape term in the
energy (5), nor do we believe such a method exists.

5In different images though.

Prior to this study we firmly believed that it was feasible to
incorporate a shape-only, image-independent model into an ac-
tive contour, and get superior results. However, having to adapt
the shape model to each image for better performance, by
anchoring it to the image suggests that an image-independent
model which is linear in nature (perhaps even a multimodal
one, such as PCA) cannot account sufficiently well for all the
nonlinearities in a particular class of shapes, such as kidney, or
heart. At least for the time being, a semi-automatic boundary
detector in which the user only has to mark a reduced number
of landmarks on the desired boundary may be a reasonable
compromise.

APPENDIX I
COMPUTATION OF A SMOOTH GRADIENT USING THE

INTEGRAL MAP

Instead of the usual Gaussian smoothing, or the more
sophisticated anisotropic smoothing methods [34], we compute
the directional derivatives at each pixel as

∂xI = Īright − Īleft

∂yI = Ībottom − Ītop

where each average intensitȳI is calculated on a small
rectangle, as shown in Figure 17.

I
_
left I

_
right

I
_
top

I
_
bottom

Fig. 17. Computation of the image gradient.

Computation of the average intensity over a rectangle of
any size can be carried out inconstanttime, regardless of the
size of the rectangle, using only four look-up operations, by
using a clever representation of the imageI in the form of the
integral map[42]:

Ĩ(x, y) =
∫ x

0

∫ y

0

I(x, y)dxdy

Clearly (Figure 18), on any rectangle[xl, xr] × [yl, yr] we
have

∫ xr

xl

∫ yr

yl

I(x, y)dxdy = Ĩ(xr, yr)− Ĩ(xr, yl)

− Ĩ(xl, yr) + Ĩ(xl, yl)
(10)

which makes possible the computation in constant time of
the average intensity on any rectangle.

In the discrete setting the integrals get replaced by finite
sums. The integral map itself, can be computed inquadratic
time using a straightforward, bottom-up dynamic program-
ming algorithm, based on the recurrence obtained by taking
xr = xl + 1 andyr = yl + 1 in (10).
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Fig. 16. Graphical user interface for the blind study comparison of three types of kidney boundaries (I-SNAKES, KWT and GT). A human expert chose
between outputs of three algorithms, displayed two at the time, side-by-side. The interface makes no reference to which two algorithms are being displayed
at any time.

Judge Winner Loser Total Winner Loser Total Winner Loser Total
KWT I-

SNAKE
I-
SNAKE

GT GT KWT

1 KWT 0 18 18 I-SNAKE 0 80 80 GT 0 82 82
I-SNAKE 99 0 99 GT 37 0 37 KWT 35 0 35

2 KWT 0 30 30 I-SNAKE 0 67 67 GT 0 83 83
I-SNAKE 87 0 87 GT 50 0 50 KWT 34 0 34

3 KWT 0 27 27 I-SNAKE 0 67 67 GT 0 75 75
I-SNAKE 90 0 90 GT 50 0 50 KWT 42 0 42

TABLE III

RESULTS OF THE BLIND STUDY.
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Fig. 18. Integral map. The integral ofI over the rectangleABCD can be
computed by Equation (10), knowing the integrals ofI over the four rectangles
with the lower left corner at the originO, and the upper left corner atA, B, C
andD.

1) Semiaxes Registration:Let γ = (γ1, . . . , γn) and δ =
(δ1, . . . , δm) be two sets of points (possibly, but not neces-
sarily, discretized continuous curves). If each ofγ andδ have
roughly the shape of an ellipse, then it would make sense to
try to align the two sets of points by aligning the underlying
ellipses. Here is the algorithm:

Normalization. First we normalize the two sets to have
zero mean and size one. The normalized sets of points
are:

γ ← γ − γ

|γ − γ|
δ ← δ − δ

|δ − δ|
Rotation. Compute the2×2 covariance matrices of each
of γ and δ (linear time). Next, compute, using closed-
form formulas, the unit eigenvectors(e1, e2) and(f1, f2)
of the covariance matrices respectively, with the first
vector corresponding to the larger eigenvalue (constant
time). We choose the signs of the eigenvectors so that
both the(e1, e2) and the(f1, f2) frames have positive
orientation.
If the eigenvectors play the role of semiaxes, then we
must align them, so we must compute the rotation
(around the origin, asγ and δ have zero mean now),
which bringse1 over f1 and e2 over f2. This rotation
exists, because the two frames are orthonormal and have
the same (positive) orientation.

The transformT that aligns the source setγ onto the
target setδ is a composition of translation, scale and rotation,
possibly also composed with a symmetry transform. It is,
therefore, ascaling transform (possibly with negative scale).

APPENDIX II
THE SHAPE MODEL

Given a set of pointsX in the planeR2, the chamfer
transform ofX is a function that assigns to any pointz ∈ R2

the distance fromz to the setX [3], [7] (See Figure 19):

CX(z) = inf
x∈X
|z − x| ∀z ∈ R2

Fig. 19. Chamfer transform of a curve in the plane. The chamfer transform
is zero precisely at the points on the curve (purple).

For any curvesγ andδ, the (non-symmetric) quantity

d(γ, δ) =
∫

γ

Cδ(γ)ds

gives a measure of how closeγ is to δ 6. If γ1, . . . , γk

is a set ofaligned training contours, andγ is an arbitrary
curve (the snake) we would like to measure how similarγ is
simultaneously toall the training shapes. To this end, we can
naturally use theaverage chamfer transformof the training
samples:

C =
1
k

∑
Ci

(Figure 9) as a global measure of similarity, and integrate it
alongγ to define (in a first attempt) the shape energy as∫

γ

C(γ)ds (11)

This energy measures in fact theproximity of γ to the
training samples (in the Euclidean sense) rather than shape
similarity per se. Loosely speaking, the snakeγ “lives” in
image space, whereas the aligned training samples live in a
different space (because of alignment). Therefore, to measure
shape similarity, we need to register the snakeγ to a reference
curveµ in the model space before integratingC. Of course, if
point correspondeces were known on the training set, thenµ
could be simply the arithmetic mean of the registered samples,
but recall that we do not have point correspondences.

Let us assume that the training samples are simple closed
curves. If they are not closed, we can close them temporarily,
for the purposes of computing the approximate meanµ only.
Intuitively, we want to trace the bottom of the average chamfer
transformC, because “deepest” points onC are closest to
all the training samples. To this end, we initialize a snake
(e.g., an interpolation snake, or a classical snake), so that it
encircles all the training samplesγi, and have it minimize

6In the sense of the Euclidean metric onR2, not necessarily in the sense
of shape similarity.
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precisely the energy (11). Upon convergence, the snake will
be a curve that traces the bottom of the average chamfer
transformC (as shown in Figures 9 (a) and (b)) and we take
this curve as reference curveµ. Sinceµ is a minimum of the
average chamfer transform, it is the curve closest in shape to
all training contours.

Now, if γ is an active contour and̃γ is its image viasemiaxes
registrationto the reference curveµ, we can redefine the shape
energy as ∫

γ̃

C(γ̃)ds

As a last detail, observe that in order to make this energy
commensurate withEimg (6) andEarc (7), we need to control
the (otherwise unbounded) range ofC. This can be done by
composingC with a “squash” function of the form

Qb(x) =
x2

x2 + b2

Our final, working definition of the shape energy is therefore

Eshape(γ) =
∫

γ̃

Qb(C(γ̃))ds (12)

where, to summarize,γ is the snake,C is the average chamfer
transform of thealigned training samples,̃γ is the snake
registered(using semiaxes registration) to the reference curve
µ that tracks the bottom ofC, andQ is the squashing function
(Figure 20).

Fig. 20. Squashed average chamfer transform.

OnceC andµ have been computed, the time complexity for
evaluating (12) is linear in the number of points on the snakeγ,
because semiaxes registration and computation of the integral
in (12) are both linear-time operations.
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