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Abstract
Traditionally, the accuracy of signature verification systems has been evaluated following a protocol that considers two independent impostor scenarios: random forgeries and skilled forgeries. Although such an approach is
not necessarily incorrect, it can lead to a misinterpretation of the results of the assessment process. Furthermore,
such a full separation between both types of impostors may
be unrealistic in many operational real-world applications.
The current article discusses the soundness of the randomskilled impostor dichotomy and proposes complementary
approaches to report the accuracy of signature verification
systems, discussing their advantages and limitations.

based devices (e.g., touch screens, pen tablets or mobile
phones).
Many of the advantages of handwritten signature as a
means for personal recognition arise from the fact that it is
a biometric characteristic that we learn to produce. However, such a behavioural dimension also has a downside:
it implies that signature is more vulnerable to forgery than
physical characteristics (i.e., biometric characteristics that
are implicit, like fingerprint or iris). Through training, an
attacker can also learn to produce the signature of a different individual. Therefore, in the context of signature verification, two different impostor scenarios have been traditionally distinguished to evaluate system accuracy [5]:
• Random impostors: also known as zero-effort impostors or intrinsic failure. This refers to the case in which
the attacker does not possess any knowledge about
the genuine signature and presents her own signature,
while claiming the genuine subject’s identity.

1. Introduction
Among the various biometric modalities that have been
considered so far for automatic personal recognition, handwritten signature has been given a significant amount of attention, with an expansive literature extending from the pioneering studies over 30 years ago to date [10, 12, 15, 16].
This strong interest is explained by the fact that, for centuries, handwritten signature has been used extensively to
certify the authorship of documents. As such, nowadays,
signatures are generally recognized as a legal means of verifying an individual’s identity in many administrative and
financial interactions. Furthermore, signature acquisition is
a fast and simple process with which users are extremely familiarized, either by the traditional ‘ink and paper’ method
or the more recent electronic process using existing pointer-

• Skilled impostors: In this scenario, the attacker has
some knowledge of the genuine biometric characteristic and presents a signature that imitates this. Traditionally, this scenario has been considered only in the
context of behavioural biometric characteristics. Such
“skilled forgeries” are usually more similar to the genuine user’s signature than random forgeries, thereby
impacting the recognition accuracy and posing a real
challenge to signature-based biometric systems.
It should be noted that, depending on the knowledge
level that the attacker has of the original signature, different skilled impostor scenarios can be distinguished, for in-
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stance [2]: 1) only the name of the subject is known, 2) only
the image of the signature is known, 3) the image and the
dynamics of the signature are known. In the present work,
following the usual evaluation protocol used in the vast majority of the signature literature, no distinction will be made
among skilled impostor access attempts regardless of the
knowledge level used.
Generally, the two impostor scenarios described above
have been treated and evaluated as independent cases, that
is, the performance of a system is reported either in the random scenario or in the skilled scenario. Furthermore, system comparison is undertaken in a single scenario, without
considering the other. This has been the case also in the
competitions organized thus far in the context of signature
recognition [9, 17].
This evaluation methodology, considering two independent scenarios, assumes that the biometric application
knows a priori the type of impostors (i.e., random or
skilled) it will be confronted with. Such an approach inevitably leads to a situation where systems tend to optimize
their accuracy for just one of the two possible scenarios,
thus leading in many cases to a poor performance on the
other one. For instance, two different decision thresholds
may be selected for each of the impostor classes. Similarly, the feature extraction module may be specifically designed to optimize performance for either of the two impostor cases. The question that follows this practice is: Does
this evaluation methodology realistically represent all possible use-cases?
It may be argued that, under many operational conditions, it is not possible to know beforehand the type of
signature (i.e., genuine, random forgery or skilled forgery)
that will be used to access the system. As a consequence,
scenario-specific optimization may not be feasible. This
raises different questions that are difficult to be addressed
following the usual evaluation methodology based on two
independent impostor scenarios, for instance: What is the
accuracy of a system if it cannot be known in advance
whether it will deal with random or skilled forgeries? In
this case, what decision threshold should be selected?
Given the discussion above, we feel that the independent evaluation of the two impostor scenarios is insufficient
to assess the efficacy of signature verification systems deployed in real-world applications. Accordingly, there is a
need to rethink the traditional evaluation scheme and to propose alternative approaches that can complement it.
Following this main objective, the present article discusses different possibilities to report accuracy results in
handwritten signature verification, which have been inspired by recent works and research carried out in the active field of biometric presentation attack detection (PAD)
[8, 3, 6]. In fact, the skilled forgeries scenario in signature
recognition can be understood as a particular case of bio-

metric presentation attack (PA) that is performed against a
behavioural biometric characteristic. Such behavioural-PA
has been referred to in some cases as mimicry. Accordingly,
it seems reasonable to apply the lessons learned in the evaluation of vulnerabilities to presentation attacks, to the case
of signature verification.
The rest of the article is organized as follows. Sect. 2
establishes the link between presentation attacks to physical biometric characteristics and the particular case of behavioural characteristics (e.g., signature). In Sect. 3 we
present three different possibilities to report accuracy results in signature verification and we discuss their advantages and limitations. Finally, in Sect. 4 we present a summary of the proposed methodologies and some general best
practices.

2. Link to presentation attacks
Over the last decade, plenty of attention has been given
to the analysis of threats to biometric systems and the ways
in which the resulting vulnerabilities should be evaluated
[6]. Among these threats, extensive research has been conducted in the field of presentation attacks (PA). In the specialized literature [1], PAs are widely classified as impostor or concealer attacks. In the impostor case, a synthetic
forged version of a genuine characteristic (e.g., gummy finger, face mask, printed iris image) is presented to the sensor
of a biometric system in order to impersonate a subject.
The skilled impostors scenario in signature verification
can be understood as a particular case of impostor PAs, in
some cases referred to as mimicry, in the context of behavioural biometric characteristics. In fact, there are several similarities between the skilled impostors scenario and
physical biometric presentation attacks: 1) the attack is performed at the sensor level outside the digital domain; 2) the
attacker tries to access the system by copying the genuine’s
subject characteristic; 3) it does not involve any manipulation, overriding or hacking of the system.
Given that skilled signature forgeries and impostor PAs
can be considered within the same class of attacks, it seems
natural to apply equivalent methodologies to the evaluation
of both threats and to the reporting of the vulnerability results. For this reason, in the following sections we will
follow the naming convention that is becoming standard in
the field of biometric presentation attack detection (PAD)
[1], as we think that a unified nomenclature and evaluation
approach for presentation attacks on both physical and behavioural characteristics (i.e., mimicry) can be beneficial
for the two areas. This way, following [1], the classical
random impostor scenario in signature recognition will be
referred to as bona fide (BF) scenario, while the skilled impostor scenario will be referred to as presentation attack
(PA) scenario.
Although a formal comparison between physical presen-
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Figure 1. Diagram showing the differences to detect presentation attacks between physical and behavioural biometric systems.

tation attacks and mimicry falls out of the scope of the
present article, it is worth highlighting here one key point
that distinguishes both of them: while a traditional presentation attack involves the use of some physical artifact, in
the case of mimicry the interaction with the sensor is exactly the same followed in a bona fide access attempt, as
shown in Fig. 1. Due to this factor mimicry poses a higher
risk than traditional physical PAs:
• On the one hand, since no artifact is required, mimicry
attacks are very simple to carry out and difficult to
identify even for human supervisors.
• On the other hand, the artifact used in a physical PA
can be potentially detected at the sensor level or at the
feature level by means of some of the many automatic
PAD techniques that have been proposed in the literature [6] (also referred to as anti-spoofing or liveness
detection methods).
This is not the case for mimicry, where the development of this type of protection approaches is a great
challenge. Given the peculiarities of mimicry, where
no physical artefact is needed, only feature level PAD
methods are feasible (see Fig. 1). In fact, their potential implementation and performance has only been
very preliminary studied [7].

This way, in the case of signature, the detection of presentation attacks (i.e., skilled forgeries) fully depends on the
capabilities of the standard modules present in the recognition system (i.e., feature extractor and comparator). That is,
the decision on whether or not the submitted signature is a
forgery is solely based on the comparison score. While, in
contrast, in biometric applications based on physical characteristics (e.g., fingerprint, iris, face), a specific PAD module is usually added to enhance the protection capabilities of
the overall system. The output of this PAD module is used,
on its own or in combination with the comparison score, to
take a decision on the authenticity of the input sample.
Consequently, mimicry attacks are usually taken into account in the protocols followed for standard accuracy evaluations. Physical PA, on the contrary, is usually assessed in
the framework of specific vulnerability studies. This is why,
in signature, even more than in other biometric modalities,
it is especially important to have clear evaluation protocols
regarding skilled and random forgeries, including proper
methodologies for reporting the final results.

3. Methods for reporting accuracy results in
signature verification
In traditional accuracy evaluations of biometric systems,
two sets of scores are considered [13]:
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• Bona fide (BF) scenario. This is the scenario considered in classic accuracy evaluations [13]. It only takes
into account bona fide scores (either mated or nonmated). In this scenario, accuracy is typically reported
in terms of the FNMR (False Non-Match Rate, ratio
of BF mated access attempts wrongly rejected) and the
FMR (False Match Rate, ratio of BF non-mated access
attempts wrongly accepted). The working point where
both the FNMR and the FMR take the same value is the
Equal Error Rate (EER) and is generally accepted as a
good estimation of the overall accuracy of the system.
The decision threshold for the EER will be referred
here as δEER .

1. Bona Fide (BF) mated scores, also referred to in the
literature as genuine scores. They are produced after a
genuine access attempt, that is, the genuine user tries
to access the system using his own biometric characteristic.
2. Bona Fide (BF) non-mated scores, also referred to as
zero-effort impostor scores in the general biometric literature, or random impostor scores in the specific field
of signature recognition. These scores are the result
of a zero-effort (i.e., random) impostor access attempt,
that is, the impostor tries to access the system using his
own biometric characteristic claiming to be a different
subject.

• Presentation attack (PA) scenario. In this scenario,
access attempts are either BF mated or PA mated. The
two metrics that are widely used for reporting results
in this scenario in the PA-related literature [11, 3] are
the the FNMR (defined as in the bona fide scenario)
and the IAPMR (Impostor Attack Presentation Match
Rate, corresponding to the ratio of presentation attacks
wrongly accepted). The point where the FNMR is
equal to the IAPMR is generally referred to as the
Presentation Attack Equal Error Rate (PAEER). The
decision threshold for the EER will be named here
δP AEER .

The addition of the presentation attack dimension brings
another variable to the assessment of biometric systems performance. In this case, a third set of scores must be considered:
3. Presentation Attack (PA) mated scores, referred to as
skilled impostor scores in the field of signature recognition. These scores are produced by PA impostor access attempts (i.e., skilled impostor access attempts),
that is, the impostor tries to access the system applying a presentation attack (e.g., in the particular case of
signature recognition, by actively trying to forge his
signature).
The question to be addressed when the PA dimension
is introduced is: how should these three sets of scores be
linked in order to report results in the most meaningful manner, so that systems may be compared in a fair and objective
way. The answer to that problem is not straightforward. As
a consequence, different methodologies and metrics have
been proposed over the last years to assess the “spoofability” of biometric systems [3].
The next subsections discuss three possible methods of
reporting accuracy results for the particular case of signature verification, their advantages and limitations, and the
scenarios in which they can best be applied.
All the results presented in the following sections as illustrative examples were obtained using a state of the art online signature verification system based on Dynamic Time
Warping, described in [14]. Comparison scores were obtained on the BiosecurID DB signature subcorpus [4].

3.1. Method 1: Independent BF-PA scenarios
As mentioned in the introduction, this is currently the
most extended method to report results in the field of handwritten signature recognition, including recent competitions
[9, 17]. It distinguishes two independent evaluation scenarios:

The method used to report results in this case is to consider two independent plots, one for each scenario: 1) one
figure showing the pair FNMR-FMR and 2) a different figure where the FNMR-IAPMR pair is depicted. An example
is shown in the top chart of Fig. 2. It is important to notice
that, δEER ̸= δP AEER . That is, the IAPMR corresponding
to δEER is not the PAEER, which is a very common mistake made in the interpretation of the results, induced by the
way in which they are presented.
This is not an incorrect approach of reporting results,
since the main information about the system accuracy may
be extracted from the two plots (i.e., FNMR-FMR and
FNMR-IAPMR). In fact, this method is fully acceptable for
those cases in which it is known beforehand whether the
system will have to process random (i.e., zero-effort impostors) or skilled forgeries (i.e., PA impostors). For instance,
this is the case of systems that are designed to operate in
the forensic field, where forged documents (e.g., checks)
are the most usual use-case. In this particular context, it
is known a priori whether impostors are skilled imitations
(i.e., presentation attacks) or random imitations (i.e., zeroeffort attacks). In such cases, since two different settings
(e.g., decision thresholds) may be selected for the system
depending on the forgeries being considered, results should
be reported as two independent error rate tuples or plots:
FNMR-FMR (BF scenario) and FNMR-IAPMR (PA scenario).
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Figure 2. Score distributions, FNMR, FMR, IAPMR and JFMR curves corresponding to the three methods considered in the present work
for reporting results in the accuracy evaluation of signature verification systems: independent method (top), joint method (middle) and
linked method (bottom). The JFAR curve has been plotted for probabilities [Pzam = 0.5, Ppam = 0.5]. All score distributions were
produced with a DTW-based on-line signature verification system.

Below we present the main advantages and limitations
of this method of reporting results considering independent
bona fide and presentation attack scenarios:

cific contexts in which different system settings (e.g., decision threshold) may be selected depending on the impostor
scenario (i.e., zero-effort or PA).

• Advantages:
- Two independent plots, one for each scenario, makes the
visual comparison among several systems easier for each of
those two scenarios.
- This is the method that should be followed in those spe-

• Limitations:
- Following this method it is not straight forward to compare
the systems performance in a situation where both type of
impostors, zero-effort and PA, are present at the same time.
- With this method of reporting results, it is not trivial to
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find the vulnerability of a system to presentation attacks
(i.e, IAPMR) once a decision threshold has been fixed in
the bona fide scenario. Or the other way around, find the
FMR when the threshold has been fixed in the PA scenario.
- It may lead to the wrong assumption that, in most cases, a
different setting of the system can be selected at verification
time depending on the impostor scenario (i.e., zero-effort or
PA).
- Similarly, when used within a competition, this method
to present results will usually lead to the design of systems
specifically adjusted to give an optimal accuracy in one of
the scenarios, regardless of its accuracy on the other one.
To address these shortcomings, two other methods, described next, may be used to report results.

3.2. Method 2: Joint Impostor Scenario
In many real applications, it is not possible to distinguish
a priori between BF non-mated and PA mated access attempts. In these cases, the method assuming independent
scenarios described in Sect. 3.1 does not accurately represent the practical operating conditions.
For these contexts, an additional possibility to report results in signature verification is to make no difference between both types of impostors, i.e., zero-effort and PA. In
essence, this means that the two impostor score distributions, BF non-mated and PA mated, are merged into one
unique distribution that will be referred to as joint impostor
scores. Compared to the previous method where three different score distributions were considered (i.e., BF mated,
BF non-mated and PA mated), in this case only two are
computed: BF mated and joint impostors.
It follows that only one tuple of error rates FNMR-JFMR
is computed, where JFMR stands for Joint False Match Rate
and accounts both for zero-effort and PA access attempts
wrongly accepted by the system. A graphical example of
the two score distributions (i.e., genuine and joint impostors) together with the FNMR-JFMR curves is shown in the
middle chart of Fig. 2.
Although this may seem the most realistic way to present
results, it fails to report some valuable information. Specially at the development stage, it is useful to know the
number of zero-effort and PA impostors that are wrongly
accepted, as this allows to: 1) understand the weak points
of a system in order to improve it; 2) select the decision
threshold depending on the expected number of access attempts of each type. For instance, if the number of total PA
access attempts is expected to be much lower than that of
zero-effort access attempts, we may select a different operating point than in a scenario where the two types of attacks
are comparable in number.
Similarly, as mentioned in the independent BF-PA scenarios described in Sect. 3.1, in the case of a multiple-

system evaluation, it is helpful to have information regarding the accuracy of the tested algorithms in the two impostor scenarios, that is, to have access to both the FMR and
IAPMR (instead of only to the JFMR). This can lead to a
more accurate comparison among systems in order to select
one of them depending on the final environment where it
will be installed (e.g., forensic field vs access control).
It is also worth noting that, in a scenario where the two
values FMR-IAPMR are available, the JFMR may be directly computed from them. Let’s assume that the probability that a score from the total JFMR distribution comes
from a BF non-mated access attempt (i.e., zero-effort impostor) is Pzam . Similarly Ppam denotes the probability
that a given impostor access attempt is a presentation attack (where Pzam + Ppam = 1). Then, the JFMR at a
given operating point may be computed by simply doing
JFMR = FMR·Pzam +IAPMR·Ppam . As such, the FMR
of a system may be understood as a special case of JFMR
for [Pzam = 1, Ppam = 0]. Similarly, IAPMR=JFMR for
[Pzam = 0, Ppam = 1]
The previous reasoning introduces another limitation of
presenting the JFMR of the system as the unique error metric against impostor access attempts: a single JFMR curve
is only valid for a given pair of values [Pzam , Ppam ]. Therefore, JFMR should always be reported together with these
two probability values. Should the ratio of zero-effort and
PA access attempts change, JFMR would have to be recomputed. In the particular case of Fig. 2 (center), the JFMR
curve was plotted for probabilities [0.5,0.5].
Following the discussion given above, the main advantages and limitations of the Joint Impostor Scenario for reporting results in signature verification are:
• Advantages:
- It is the closest method to a real-world environment where
it is not known the type of access attempts that the system
will have to face. Usually designers only have an estimation of the expected Pzam and Ppam in that specific context.
Therefore, the JFMR can provide a good prediction of how
the accuracy in laboratory conditions may translate to a real
context.
• Limitations:
- Since BF non-mated and PA mated access attempts (produced by zero-effort and PA impostors) are not distinguishable, the Joint Impostor Scenario makes it more difficult to
analyze and compare the performance of several systems
and to extract valuable conclusions to improve them.
- It is also more difficult to dynamically select a proper decision threshold depending on the expected number of BF
non-mated and PA mated access attempts.
- The JFMR is specific for a certain ratio of BF non-mated
vs PA mated access attempts, therefore lacking generality.
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For each different ratio, a different JFMR curve must be
produced. This is time consuming and cumbersome for the
fast comparison of different systems.
The bottom line of the discussion above is that, although
it is probably the most realistic method, reporting results
from both impostor scenarios jointly can conceal valuable
information for the development of a system or for the comparison of different algorithms. However, as explained in
Sect. 3.1, presenting results of both zero-effort and PA scenarios independently may lead to biased evaluations and to
unrealistic accuracy values. For these reasons, a third complementary method to report results in signature verification
is presented next.

3.3. Method 3: Linked BF-PA scenarios
This method is inspired by similar approaches proposed
to report vulnerabilities in the field of presentation attacks
to physical characteristics. Different works related to presentation attacks have discussed the doubtful advisability of
considering only PA access attempts to report the vulnerability of systems to presentation attacks [3]. The sensible
argument put forward in those studies in order to propose
alternative ways to measure “spoofability” is that, as already addressed in the present work, biometric systems are
normally adjusted to give top performance in the bona fide
scenario. Furthermore, in most cases it is not possible to select a different threshold for the bona fide and presentation
attack scenarios. Therefore, a more realistic method to estimate their resilience to presentation attacks is to give the
IAPMR value at specific operating points fixed in the bona
fide scenario.
Directly comparing the EER and the PAEER of a system
to determine its accuracy degradation between both scenarios, entails a change in the operating point from δEER to
δP AEER . We should not forget that this threshold is one
of the key boundary conditions to ensure a fair comparison
among systems and should not be modified. As argued in
the previous sections, in most cases, it is not possible to
have one decision threshold for zero-effort forgeries and a
different one to deal with PA forgeries, because that would
entail knowing beforehand whether a given subject will sign
with his own genuine signature or will try to forge a different one. As a consequence, one single threshold has to be
used for both scenarios. Assuming that such threshold is
δEER , the question is, how many skilled forgeries will be
wrongly accepted? The answer to that question is certainly
not the PAEER (as is wrongly assumed in many cases).
As an illustrative example, let’s take for instance the specific signature verification system depicted in Fig. 2, where
EER = 1.8% and P AEER = 6.8%. Stating that the
accuracy degradation between the bona fide and presentation attack scenarios is 100 × (P AEER − EER)/EER =
500%, is at least very arguable (as the system is not be-

ing compared on the same operating point). Rather, a better practice is to compare the FMR and the IAPMR at a
fixed threshold, for instance, δEER (see Fig. 2 bottom). In
this case the degradation would be 100 × (IAPMREER −
F M REER )/F M REER = 3, 540%.
The previous argumentation, together with the drawbacks of the methods presented in Sects 3.1 and 3.2, lead
to a third methodology to report results in signature verification, where both the BF and PA scenarios are linked
together.
In this case, errors are presented plotting in the same
figure all three FNMR-FMR-IAPMR curves, as shown in
Fig. 3 left. Similarly, in a DET plot, the curves for both scenarios are presented together (see Fig. 3 right). This way, it
is clearly highlighted that the decision threshold is unique
and, at the same time, it allows a faster and more accurate
comparison among the two scenarios for one specific system.
Following the discussion given above, the main advantages and limitations of the Linked BF-PA scenarios for reporting results in signature verification are:
• Advantages:
- It allows for a clearer and easier comparison between the
accuracy in the BF and PA scenarios for a specific system.
- It presents comprehensive information from both BF and
PA access attempts separately, aiding this way the performance analysis in both cases. This information can be very
valuable for the development and improvement of systems.
- If needed, this method still allows to compute the
JFMR. For this purpose, an estimation of the expected
[Pzam , Ppam ] should be known.
- By showing the accuracy of both scenarios together, the
comparison of different configurations of a given system for
each type of impostors is avoided (e.g., it is not possible to
select a different decision threshold for each of the impostor
scenarios).
• Limitations:
- The visual comparison between several systems can be
more difficult than in the previous two reporting methods,
as both DET curves of all systems are plotted in the same
figure. A table such as the one presented in Table 1 can
be a good tool to complement the visual plots, in order to
provide an easier benchmark across systems.

4. Summary and recommendations
The present work has discussed the method usually followed to report accuracy results in signature verification,
has pointed out its limitations, and has proposed other approaches that can complement the current trend.
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Figure 3. Example of visual plots for the “Linked BF-PA scenarios” method described in Sect. 3.3: (left panel) score distributions, FNMR,
FMR and IAPMR curves; (right panel) corresponding DET curves. The EER, PAEER and IAPMREER are highlighted in both panels.
Table 1. Table showing the FMR, IAPMR and JFMR for different
fixed operating points in terms of their FNMR. All the values correspond to the real on-line signature verification system shown in
Fig. 2. The JFMR is computed for a probability of BF non-mated
and PA mated attempts equal to [Pzam = 0.9, Ppam = 0.1].

• Use the method “Independent BF-PA scenarios”: To
visually compare the accuracy of several systems in
either the bona fide scenario or the presentation attack
scenario. Without making any link between them.

DTW-based system - Results
FNMR

0.1%

0.5%

1%

5%

10%

FMR
IAPMR
JFMR [0.9-0.1]

35.5%
53.4%
37.3%

26.9%
49.1%
29.1%

16.3%
46.9%
19.3%

0.0%
10.6%
1.1%

0.0%
2.4%
0.2%

Most of the problems encountered in the task of correctly
evaluating, reporting and comparing the accuracy of signature verification algorithms, derive from the inclusion of
the presentation attack dimension. Presentation attack is a
critical parameter, specially in the case of behavioural biometrics, due to their intrinsic forgeable nature. Therefore,
any method for accuracy evaluation in signature recognition
should unavoidably consider the case of PA access attempts.
The argumentation developed in the article has shown
that there is no unique perfect solution to present accuracy assessment results and that the methodology selected is
highly dependent on the specific context in which the evaluation takes place. Accordingly, it is of the utmost importance to define: 1) the extent and purpose of the evaluation,
2) the way in which results are presented and 3) how they
should be interpreted.
Some possible general guidelines on best practices to report performance results in signature verification are as follows:
• Use the method “Linked BF-PA scenarios”: To find the
accuracy degradation between the bona fide and presentation attack scenarios for one system.

• Use the method “Joint impostor scenario”: To compare
the accuracy of one or several systems in a close-tooperational context.

For any of the three contexts defined above, it is important to highlight that the common metric to all possible reporting alternatives is the FNMR (as the genuine scores do
not vary among the BF and PA scenarios). Therefore, it
is advisable that, for the evaluated systems, all other error rates (i.e., FMR, IAPMR and JFMR) are computed in
fixed operating points defined in terms of the FNMR, e.g.,
FNMR=[0.1%, 0.5%, 1%, 5%, 10%]. Then numeric results
can be presented in a comparative table such as Table 1.
This type of table is a powerful aiding tool to report results
in any of the contexts described above, in order to complement the usual visual plots shown in Figs. 2 and 3.
Furthermore, this complementary table is of especial relevance when the objective of the evaluation is to fairly compare a number of systems considering both impostor scenarios at the same time, as such a comparison is not easy to
achieve visually following the linked-scenarios method.
As a wrap-up conclusion we may state that, independently of the approach used, probably the most important
factor for reporting accuracy experiments in signature verification is to be aware of the limitations of each strategy
and to be able to correctly interpret the results being shown.
This will help extract meaningful conclusions, specially in
the framework of competitive evaluations where different
systems are compared.
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