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Extended Abstract 
Major languages in the world usually have many varieties, such as dialects. Due to the huge 
population of the speakers of dialectal languages, there is a constant need for natural 
language processing (NLP) systems to integrate them. However, recent studies show that 
NLP models trained on standard languages tend to produce biased outcomes against 
underrepresented dialect speakers, e.g., African Americans, by providing undesirable 
prediction performances. In this work, we conduct a pioneering study of the use of African 
American English (AAE) in the Natural Language Inference (NLI) task. We first propose 
CODESWITCH, a syntactic morphological method which converts Standard American 
English (SAE) to AAE while maintaining contextual accuracy, to demonstrate linguistic 
discrimination in popular NLI models, e.g., BERT [2], a well-known deep learning 
transformer-based model that has been widely used in numerous NLP tasks. Then, we use 
CODESWITCH to conduct a preliminary study to determine if demographic language 
features do in fact influence models to produce false predictions. Next, we propose two 
simple, yet effective debiasing methods to alleviate the inherent linguistic bias in NLI 
models. We conduct experiments on two of the largest, most popular NLP datasets for textual 
inference, namely, the Stanford Natural Language Inference (SNLI) [1] and Multi-Genre 
Natural Language Inference (MultiNLI) [3] corpora. 

Motivation: Our main objective is to influence the development and deployment of 
NLP technologies for low-resourced, indigenous and/or endangered languages to ensure 
substantial future advances, given the NLP community’s current minimal progress on 
linguistic bias. Thus, we propose to enhance NLI models to mitigate the presence of linguistic 
bias during the training process as we posit that it is vital for production-ready models to 
account for minimal stereotypical systemic biases against protected attributes such as race 
and gender in downstream.  

Method: We represent each original dataset as D < P, H, L> with p ∈ P as the 
premise, h ∈ H as the hypothesis and, lastly, l ∈ L as the label. We create two augmented 
SNLI and MultliNLI AAE datasets, where we represent each augmented dataset as D < P’, 
H’, L>, producing (p,’ h’) premise-hypothesis when translated to AAE language features, 
where the goal is to predict l. First, we conduct a preliminary study to substantiate the 
existence of inherent linguistic bias in NLI models to illustrate inherent linguistic bias of two 
distinct linguistic systems (see Table 1). Then, we empirically demonstrate that popular NLI 
models show significant bias towards AAE by underperforming on them than SAE. A natural 
question arises: how can we remove the biases in NLI models towards different language 
styles? To solve this problem, we introduce two simple but effective debiasing strategies: (1) 
counterpart data augmentation (CDA), by utilizing both (p, h)  and (p’, h’) pairs and the 
original label unchanged to form a new instance forming an augmented training dataset twice 
the size of the original dataset containing both SAE and AAE texts; and (2) language Style 
disentanglement (LSD), an in-processing debiasing method, which tries to disentangle the 
language style features from the semantic features in text representations and forces the NLI 
model to make inference on the pure semantic representations. 
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Table 1: An illustration of inherent linguistic bias. The intensity of each red highlight directly corresponds to the 
absolute difference in accuracy disparities. 

 

Results: In Table 2, we show the performances of the two debiasing methods on two datasets 
in terms of two BERT models, and later compare that of the original models in Table 1. Note 
that the proposed two debiasing methods reduce the gap between the performances on SAE 
and AAE significantly. In Table 1, the two original BERT models perform well on SAE test 
data but exhibit a decrease in performance when they are tested on AAE data.  

 

Table 2: Performances of two debiased NLI models. The intensity of each green highlight directly corresponds 
to the absolute difference in accuracy. 

Our findings show that models trained under our proposed frameworks outperform traditional 
NLI models in terms of fairness metrics while maintaining or even improving the prediction 
performance. The BERT models trained under CDA or LSD debiasing strategies achieve 
almost the same performances on SAE and AAE, which demonstrates the effectiveness of the 
two debiasing methods to mitigate bias in NLI models. Furthermore, the debiased models not 
only improve the performance on AAE data, but also maintain similar performance on SAE 
data as the original model. This is due to either the introduction of additional AAE training 
data or the disentanglement between the semantic and language style features of texts 
enhancing the model capability of natural language understanding. Lastly, we find that LSD 
generally outperforms CDA on both SAE and AAE data because LSD filters language style 
information irrelevant to the NLI task. In fact, LSD ensures fairness as well as promotes the 
performances of BERT models. We propose to present CODESWITCH, an algorithm which 
drastically reduces heavy human labor and functions as a human-in-the-loop as it simply 
applies AAE grammatical rules during the conference. 
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