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1 [AI Crisis] How Google’s Transformers Did Post-Selection Misconduct

Juyang Weng, Brain-Mind Institute and GENISAMA, USA
Email: jweng @genisama.com

Fig. 1: A graphic introduction to Google’s Transformer, as a lottery ticket. There are many such lottery
tickets. Transformers have not been tested (see ‘“Test Free”). Image courtesy of Gemini via author’s text.
Since there are many parameters in the thick shoulder pole, the Transformer seems to work to a certain
degree (but should be worse than the nearest neighbor method). The author failed to correct the physical
errors, e.g., the books do not glue together. These errors are examples of “test free” with Transformers.

According to Gemini, virtually every major Al company and technology giant in the world uses Google’s
Transformer architecture as the foundational blueprint for their Al engines. They include Google (across
practically its entire product catalog, such as BERT, MUM, Al Overviews in Gemini), OpenAl (GPT-40, o1,
Sora), Anthropic (Claude 3.5 Sonnet), Meta (Liama 3, Llama 4), Tesla (Full Self-Driving), Apple (Apple
Intelligence), and NVIDIA (The Transformer Engine). This paper is not meant to disgrace Transformer, but

rather to assist Google executives in seeing the invalitity of Transformer’s experimental protocol,.
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Introduction to Transformer: More “Lotteries’’

Transformer is a deep learning architecture introduced by Google researchers in their 2017 paper titled
“Attention is All you need” [1]. The so-called attention in a transformer is not the attention that an animal
performs.

Attention [2] is the capability to attend to a particular concept (e.g., a particular object location or a
particular object type among many locations and types) in sensors and motors. In contrast, the so-called
attention in Transformers is simply to try more random networks (lotteries). Because the solution is known
during training and validation, the more lottery tickets one tries, the better luck one has. However, the
luckiest Transformer was not tested on a new test set. Transformers do not attend since they do not abstract.

Every Transformer is a pattern recognizer (encoder) followed by a pattern synthesizer (decoder). Trans-
formers replaced Recurrent Neural Networks with a feedforward architecture. Such a feedforward network
is easier to understand and to train using a batch of data, but it deviates from the brain, which is ubiqui-
tously recurrent. All feedforward architectures are not able to abstract their internal representations and
outputs. (For the abstraction of internal representations and outputs, the network must take the internal
representations and outputs as inputs for analysis.) With this fundamental lack, for example, a transformer
can’t analyze its outputs and autonomously improve its actions beyond those motor-supervised (or value-
supervised) outputs that humans impose on its output end. See Fig. 1 for error examples that the transformer
is not able to correct itself. (In contrast, DN3 [2] can self-correct.) In many laymen’s eyes, sometimes a
Transformer looks smart, but this misleading look is mainly due to the huge number of system parameters
in it (like many dictionary pages and many Wikipedia pages), not because it is intelligent. To be intelligent,
it must self-learn and self-improve, as a baby can.

How does a Transformer work? Let us consider it as a language translator. The same explanation
applies if we consider the Transformer as a self-driving car. The differences between the two explanations
are mainly the types of inputs (text strings vs images) and outputs (text strings vs motor signals).

For a translator from English to Chinese, you type in English text, and the Transformer outputs the cor-
responding Chinese text. From each series of English text you typed in, the Transformer decodes the input
sentence through a huge number of “dictionary pages” using its encoder to get a code (like the correspond-
ing entry index in an English dictionary). From this code, the Transformer finds one Chinese “Wikipedia
page” as output, using its decoder, among many taught Chinese ‘“Wikipedia pages”. To arrive at higher-level
representations, a transformer uses a stack of N = 6 layers (levels) so that the code is generated only at the
highest level N. The decoder and the encoder have the same N = 6 layers. The highest level of the decoder
feeds into the highest level of the encoder.

In other words, like dictionaries and Wikipedia pages, a Transformer is not intelligent, although it some-
times appears to be so because of a huge number of flexible dictionary pages and a huge number of flexible
Wikipedia pages. By flexible, we mean that the transformer finds many local features in these layers. The
higher the layer, typically, the larger the receptive fields (e.g., the number of words in a feature). If all En-
glish text that you type into the Transformer causes the Transformer to find a code from which you can find
the corresponding Wikipedia page, you feel that this dictionary-Wikipedia combination looks smart. This

sounds especially convincing since, to translate English to Chinese, one cannot simply translate one word
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by one word. The code is based on the entire text series, not only a word.

Among many other fundamental limitations, a Transformer has a cascade architecture with a static max-
imum number of levels, although the use of Residual Net makes it possible to imperfectly skip some levels.
The Residual Nets were introduced by researchers at Microsoft in a paper titled “Deep Residual Learning
for Image Recognition” [3]. Unfortunately, in order for layer / to handle the possibility of bypassing layer
[ — 1, the layer / must take the lower layer [ — 1 and the earlier layer / — 2 both as concatenated inputs, instead
of “element-wise” addition in [3]. In DN3, the layer is able to skip layer / — 1 completely if layer [ —2 is
sufficient, through what is called synaptic maintenance [4]. Transformers cannot skip a level completely.

In the following, let us identify why the Transformer must have committed post-selection misconduct,
so that all Transformers have not been tested. What the authors wrote as tests are invalid tests, because they
simply reported the luckiest networks among many random networks. Instead, the authors should report the
average errors of all random networks that they have trained. At least they should test the luckiest network
using a new test set 7', but they did not. The performance data reported by all Transformers have been
grossly exaggerated, as explained in [5, 6], by hundreds of times or even larger.

Suppose that for each stage below, we have three (disjoint) data sets that are in batch, which means that
all data are available at the same time (which is the sensorimotor recurrence problem among the 20 million-
dollar problems [7]). Let us denote the batch data sets as the fit set as F, validation set as V, and test set as
T, respectively. With all Transformers, the reported performance is from the network that is the luckiest on
the validation set V among many trained networks using F'. The test set T that the luckiest network should

be tested on does not exist. See “test free” in Fig. 1.

Post-Selection in Word-Embedding X

In a transformer model, word embedding turns text tokens into dense numbers, forming the input matrix X.
If the input sequence has T words, the input matrix X has T rows. Each row of X represents one word as
a vector (e.g., size 512). The purpose of word embedding is to represent a word as a vector, instead of the
index of the word in a dictionary. In the related papers, the word embedding was motivated by meaning,
such as concepts like bank, river, finance, etc. However, those vectors start with random initial values and
are learned through back-prop. Each vector does not necessarily represent meanings—only a vector of size
512.

The word embedding is like handcrafting the roles of 512 neurons in the sensory area for all possible
words and training them using a batch processing method. The rigid goal of Transformers is that words that
often appear in the same document have embedding vectors that are near one another. However, the meaning
of such embedding vectors is unknown. In pattern recognition, this processing is called data clustering [8],
representing all possible words in the 512 — dimensional space.

The procedure to train word embeddings to get the matrix X from every word is as follows.

1. Random Initialization: A look-up table starts as a matrix of random weights, where each row corre-

sponds to a word index in the dictionary and the 512 columns represent random numbers.
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2. Forward Pass: Words are converted to vectors to make a prediction (e.g., the next word in text strings
in F).

3. Loss Calculation: The model measures its error against the data in F.
4. Backpropagation: Error gradients flow backward through the network for prediction of the next word.
5. Weight Update: Optimization algorithms (like Adam) shift the vector numbers in the look-up table.

6. Post-Selection: (This step does not appear in the paper [1].) Among many embeddings trained, post-
select the luckiest one based on the validation set V. The test set T for the luckiest embedding does

not exist.

Therefore, different random initializations lead to different kinds of word embeddings. In particular,
word embeddings are not necessarily related concepts since humans do not supervise those vectors, let
alone the meaning of each component of the 512-D vectors.

Consequently, each Transformer must try different word embeddings; each starts from a different initial-
ization. Then, report the average performance [6] of all the word-embeddings, instead of that of the luckiest
word-embedding. In almost all machine learning papers, this “average performance” was not reported.

The same Post-Selection misconduct occurs below as long as a system hyperparameter is used. (e.g.,

N = 6) or a random initialization is used (like Step 1 above).

Positional Encoding: Not Time Based

In a transformer, the position of a word in the input sequence is lost in the word embedding.

A transformer has to code location directly into the word embedding. The input to the Transformer is
not X, but rather X + P, where P is a vector of the same dimension as X, consisting of sine and cosine
functions of different frequencies in a frequency circle of 27 in radians. This addition in X 4- P (an idea of
Residual Net [3]) does not guarantee that a Transformer is not confused between the location information
in P and the word embedding information in X. A match with X 4 P does not mean a match with X and a
match with P concurrently. However, this misconception has been widely used in language processing.

Furthermore, this batch processing of a sentence is bad because, for example, the Transformer is not
able to process a sequence that is open-ended, like a life.

In contrast, DN3 does not treat a sentence as a static batch of input units, but rather, each word corre-
sponds to the current time so that the DN3 reads a word at a time, similar to what the brain does.

Likewise, for image inputs, DN3 reads one image at a time. The location of a pixel is implicitly implied

by the input neurons that take it as input, where each neuron corresponds to a unique retinal location.

Post-Selection in Wy, Wi, Wy and Wy

At each layer of the transformer, each input row of X computes query Q, key K, and value V using linear

projections. These projections work jointly to determine how to generate the output Z from the layer.
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Every word, represented by word embedding X, or the output from the lower layer, has three matrices
to compute:

Query Q: every word (a row) in X looks for all other words with the computed forward association:
0 =XWo

This is like each word finding what the next word to connect to. Wy is trained using a random set F of fit
data from a random initialization, using backprop. Therefore, Wy involves Post-Selection misconduct.

Key K: every word (a row) in X is looked at by all other words with the computed backward association:
K =XWg

This is like each word finding which earlier word to connect from. Wx is masked so that a future word is not
looked at by any earlier word. Wy is trained using a random set F of fit data from a random initialization,
using backprop. Therefore, Wk involves Post-Selection misconduct.

Value V': the information or meaning of every word (a row) in X is computed by
V =XWy.

This is like each word generating a row in V as the layer output. Wy is trained using a random set F of fit
data from a random initialization, using backprop. Therefore, Wy involves Post-Selection misconduct.

Matrix dimensions:

e X € RT*dmoaei where T is the number of models (e. g., words), and dpyoqe] = hd, = 8 x 64 = 512.
o Wp, Wk € R%motel x oy and Wy, € Rémoder*dv “and typically dy = d, = 64.

e O, Kc R and V € RT*%,

For each head, compute the head output using the dot product below. These are the pairwise inner

products between every row of Q and every row of K.

Head = softmax (QKT> Vv
Vi
where softmax(...) € R"*T normalizes all row components so that they sum to 1.0 per row. Google treated
each of such row vectors as a probability distribution in its uncertainty estimate, but this treatment is invalid
since the resulting normalized values are not probabilities.

Each head corresponds to a network, miscalled a head in the paper [1]. Because the output of the above
head is random, sample such a head h = 8 times. Different heads are shared only by their shared input X
There is no guarantee that each head gives different meanings because there is no competition among these
heads. The final block output Z is a weighted sum of & = 8 heads.

Z = Concat(Head;, Head,, ..., Head,, ) W°
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WO g Rhdvxdmoda — R312X512 Thjg is like guessing which combination of heads is the luckiest. Wy is trained
using a random set F of fit data from a random initialization, using backprop. Therefore, Wy involves
Post-Selection misconduct.

These heads should not be called “attention” heads, because they only give more guesses. This corre-
sponds to explicitly cherry-picking the luckiest network inside the Transformer, but the luckiest network has
never been tested by 7.

Compared with DN3 Architecture

Let us link Transformer with DN3. The “inner product” between Query Q and Key K resembles finding how
two neurons should connect using the Lobe Component Analysis (LCA). However, LCA is dually optimal
inside the closed skull. The approach here has an open skull, and therefore: (1) requires a huge amount of
haman labor to hand-collect and organize data, (2) wasts a huge amount of computations by using complete
connections 72 where T is the number of possible words (not incrementally grown from a single cell to
result in a sparsely connected DN3), (3) results in a poor performance because of a lack of the maximum
likelihood optimality that DN3 has. Furthermore, the performance of a Transformer heavily depends on the
random initialization, but this dependence has been hardly studied and reported.

The so-called attention (& = 8 chances) is based on bottom-up input embedding X only, weighted by
the inner product of the forward query Q with the backward key K. DN3 optimally conducts real attention
for not only bottom-up inputs but also lateral inputs and top-down inputs. The author predicts that the
performance data will inflate gradually when the number of parameters increases because each group only
reports the luckiest network, but the average performance of Transformers will remain largely the same,
regardless of how much the number of parameters increases.

The lateral attention and top-down attention (not done by Transformers) allow smooth representations
inside the skull, sparse connections, and abstraction (e.g., concept-based invariances and consciously self-
improving, Weng ICIS 2026 to appear). With the capability of patterning all the brain neurons into any
(optimal) shape of any (optimal) number of regions, DN3 is capable of conducting conscious learning. (The
Residual Net [3]) has been misguided for the luckiest network.) Artificial General Intelligence (AGI) should
be impossible without consciousness. The luckiest network is not AGIL.

Absence of a Test

In summary, all the mmatrices X, Wy, Wk, Wy and Wy involve Post-Selection misconduct. There is an
absence of testing with all Transformers, because a disjoint test set 7 does not exist. Only a validation set V
exists, based on which the luckiest matrix among those matrices was post-selected and used to falsely report
so-called “test” performance (See Tables 2, 3, and 4 of [1]). In fact, as analyzed in [5, 6], and in more detail
above, they are not test performance, but the validation accuracy of the luckiest matrices (and the luckiest
Transformer).

On August 4, 2026, Gemini told me that the Sony Xperia 1 V phone (XQ-DQ62) has “friction-fit security
clips” in its hybrid SIM tray. After I sent it a picture to show that the tray does not have the “friction-fit
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security clips”, it replied, “You are completely correct.” “There are no physical security clips. This is yet
another example of the absence of a test for a question that has been answered by the text of the manual of
the Sony Xperia 1 V phone (XQ-DQ62).

It is well-known that in machine learning, the nearest neighbor rule is the best among all machine
learning methods, provided that the fit set ' can be stored. Weng [9] proposed the Nearest Neighbor With
Threshold (NNWT) method, but NNWT only needs to train one network, Can the luckiest transformer beat
NNWT for a practical test set 7?7

NNWT is not optimal, but DN3 is. Can the luckiest transformer beat DN3 for a practical test set 7'?

Summary

We have only briefly outlined the major difference between DN3 and Transformer above in a way that is

understandable by a layman. Compared with DN3, Transformers are:

1. Weaker in mechanisms (e.g., only 7 = 8 heads give more guesses, without lateral and top-down

attention),

2. Wasteful in computation (e.g., complete connections among all possible pairs of all words in the input
text),

3. More brittle by relying on human task-specific governing (e.g., the code must not be only in Z), and

4. Poorer performance due to the use of Post-Selection (e.g., absence of a test) and a lack of maximum

likelihood optimality (e.g., the & = 8 heads only get more random guesses).

According to the experience of DN3, all handcrafting for a neural network architecture will cut off
statistical information that should be used. Therefore, all handcrafting should be dropped (even the number
of neurons at the inception time and brain areas which Transformers all specify). If we are serious about
approaching human-like intelligence, only biologically true mechanisms that slowly change and change
slightly can be handcrafted by an Al researcher, such as the Developmental Program (the genes program)
for the brain (not the brain itself) and the design of the body (because body design is a clean task). A DN3
requires only these two—DP and body—to be handcrafted.
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2 [AI Cirisis] Dr. Sourav’s Response to Mr. Vandelaer on Defining Con-

sciousness and the Prospects for Conscious Al

Sourav Bagchi, Editor-in-Chief, IEEE AMD Newsletters
Email: sbagchi89@ gmail.com

Dear Mr. Vandelaer,

I recently read your article [1], “Is Al conscious? What even is consciousness? Why do we never ask
the second question first?” 1 appreciate your effort to place the question of Al consciousness after the
more fundamental question of what consciousness means. Your discussion is thoughtful, particularly your
view that present-day Al systems—especially large language models—Ilack the kinds of goals that might

incentivize the emergence of more robust consciousness-like capacities.

Fig. 2: Consciousness encompasses cognitive abilities including creativity, compassion, ethical reasoning,
and a global understanding. True consciousness is a multi-faceted phenomenon, far more complex than
simply recognizing one’s own existence.

I would like to offer a perspective based on the work of Prof. Juyang (John) Weng of Michigan State
University.

You note that consciousness is difficult to define in a single, clear-cut way, and propose that it is “the

11
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ability of an entity to perceive and reason about itself and its own state in the world.” You also emphasize
that assessment of one’s state includes a temporal dimension: it extends beyond the present moment to past
experience and possible futures.

This is an important formulation. However, I believe that a central prior question is whether we can
formulate consciousness in a manner that is operational, measurable, and computationally implementable.
As illustrated in Fig. 2. Without that, it is difficult to move from philosophical discussion to falsifiable
scientific and engineering claims about conscious Al

Prof. Weng has proposed such an operational framework—Developmental Network Model of Conscious
Learning in Biological Brains [2]. According to him, consciousness is associated with “awareness for
longer and higher contexts than a current instant intent.” He calls this framework Conscious Learning, and
its associated algorithmic approach is known as Developmental Network-3 (DN3).

In this definition:

o “Longer” refers to context extending across space and time, including prior events, anticipated con-

sequences, and continued interaction with an environment.

e “Higher” refers to increasingly abstract contexts built upon immediate sensory or perceptual infor-

mation.

For example, identifying a gun is an immediate, lower-level perceptual recognition. Reasoning about
peace involves a higher-level context: it may connect the gun to safety, harm, conflict, ethics, social conse-
quences, and future outcomes. In this view, consciousness is not only recognizing the object or representing
one’s current state, but also developing awareness across broader temporal and conceptual contexts.

I find a meaningful overlap between this framework and your observation that consciousness involves
more than a system’s current state. Your article rightly states that a system may need to reason about its
past, its anticipated future, and the viewpoints of others. These are consistent with the “longer and higher
contexts” emphasized in Conscious Learning. The possible difference is that Prof. Weng’s formulation seeks
to make these properties computationally definable rather than leaving them primarily at the conceptual
level.

Your distinction between consciousness and intelligence is also valuable. A system may perform so-
phisticated reasoning or solve narrow tasks without being conscious. Existing Al systems can follow rules,
produce apparently reflective language, model parts of a user’s context, and perform impressive reasoning-
like operations. Yet such capabilities alone do not establish consciousness.

I agree with your observation that current LLM objectives provide weak incentives for stable self-
models, long-term autonomous goals, grounded interaction, or ongoing self-maintenance. Next-token pre-
diction can generate highly capable linguistic behavior, but it does not by itself require persistent devel-
opmental learning across embodied, social, temporal, and conceptual contexts. This difference is essential
when considering whether current Al merely displays apparent consciousness-like behavior or possesses a
more substantive form of conscious learning.

Before closing, I would also like to raise the most important methodological concern discussed by Prof.

Weng: post-selection misconduct [3]. This refers to testing many models or neural-network configurations,

12
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selecting the luckiest outcome, and reporting that result without transparently reporting the broader set of
experiments. Such selection can inflate reported performance because the apparently luckiest model may
partly reflect chance rather than robust generalization.

For example, if a researcher trains 1,000 networks and publishes only the network with the luckiest val-
idation or test result, the reported number may not reflect the expected performance of that research process
on truly independent, disjoint test data. The selected “luckiest” network can exhibit average performance on
new disjoint tests, despite looking unusually strong in the originally reported experiment [4].

This issue matters in debates about Al consciousness because claims about emergent intelligence, self-
awareness, or consciousness-like behavior require unusually rigorous evidence. A system selected post hoc
for compelling outputs or unusually strong benchmark performance should not automatically be treated as
evidence that a general, reproducible, developmental capability has emerged. Any serious assessment of
conscious Al should therefore include transparent model-selection procedures, clearly separated validation
and test data, independent replication, and testing on genuinely disjoint environments and tasks.

I also appreciate your rejection of the idea that consciousness is uniquely human. You argue that con-
sciousness is better understood as multidimensional and graded, rather than a simple binary property, and
you suggest that animals may possess forms of consciousness that differ in sophistication from human
consciousness. Prof. Weng similarly argues that consciousness is not exclusively human and should be
understood as learned rather than treated as an entirely inborn and all-or-nothing property. From this devel-
opmental view, even responses that appear very early in an organism’s life may arise through rapid learning
shaped by interaction with its environment.

Finally, I agree with your conclusion that the goals assigned to most current Al systems lack the com-
plexity and character needed to incentivize consciousness. The challenge may be even broader: building sys-
tems that continuously learn, integrate long and high contexts, ground their internal representations through
ongoing interaction, and develop robustly rather than through post-selected performance claims. This is the
reason Prof. Weng suggests that the Developmental Network-3 (DN3) is conscious since it has extensively
modeled the human brain and is free from post-selection misconduct.

In summary, the question is therefore not merely whether an Al system can speak convincingly about
itself, nor whether it can imitate the language of reflection. The more fundamental question is whether
we can define, quantify, implement, and rigorously evaluate the developmental mechanisms required for
consciousness. Prof. Weng’s Conscious Learning and DN3 provide one proposed route for addressing that
question.

I would be grateful for your thoughts on whether an operational definition such as “awareness for longer
and higher contexts than a current instant intent” could complement or strengthen your account of con-
sciousness as self-perception and reasoning about one’s state in the world.

Sincerely,
Dr. Sourav Bagchi
Editor-in-Chief, [IEEE AMD Newsletters, and Manager

13
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3 [AI Crisis] Dr. Sourav’s Response to Dr. Pallaghy on Defining Conscious-

ness and the Prospects for Conscious Al

Sourav Bagchi, Editor-in-Chief, IEEE AMD Newsletters
Email: sbagchi89@ gmail.com

For a photo of the author, see page 11 of the same issue.

Dear Dr. Pallaghy,

I recently read your Medium article [1], “Anthropic thinks Claude 4.6 might be conscious. Um, no.
Here’s why.” 1 would like to share my perspective on several points raised in the article, and I would be
grateful if you could respond in this same email thread so that we may continue the discussion.

In your article, you state that “science does not expect or explain consciousness.” I partially agree with
this view, as the definition of consciousness provided by the Merriam-Webster Dictionary encompasses
several meanings and is not readily quantifiable. This may be one reason why you argue that Al cannot
possess consciousness.

However, Prof. Juyang (John) Weng from Michigan State University has proposed a more operational
definition of consciousness, and an important aspect of his approach is that it can be computationally in-
corporated. A mathematical proof and an extensive implementation of this approach in Al are presented
in his work on the Developmental Network Model of Conscious Learning in Biological Brains [2]. Prof.
Weng refers to this framework as Conscious Learning and to its associated algorithm as Developmental
Network-3 (DN3).

Fig. 3: Ilustration of post-selection misconduct, in which a model or result is selected only after observing
the answers or outcomes.

Before turning to the next point in your article, I would also like to mention an issue that Prof. Weng

15
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has discussed in his papers: post-selection misconduct [3]. This is the practice of testing many models or
neural networks and reporting only the luckiest result while hiding the rest of the outcomes. As illustrated
in Fig. 3. Such reporting can make performance appear unrealistically high, because the best result obtained
during model selection may not generalize to previously unseen test data.

For example, a researcher may train 1,000 neural networks, select the one with the highest validation or
test accuracy, and publish only that result without disclosing the other 999 outcomes. The selected “luckiest”
network may yield only average performance on disjoint test sets [4]. According to Prof. Weng, all existing
Al systems, except the developmental-network approaches, are affected by this problem. I believe that this
limitation is one of the most important reasons why current Al systems cannot be conscious.

Turning to another point in your article, you refer to apparent consciousness. I would like to add
that, according to Prof. Weng, Conscious Learning goes beyond apparent consciousness since he defines
consciousness as “awareness for longer and higher contexts than a current instant intent.”

Here, “longer” refers to broader contexts across space and time, while “higher” refers to more abstract
concepts built upon immediate perceptions. For example, seeing a gun is a low-level, immediate perception:
one recognizes a physical object. Thinking about peace, however, involves a higher-level context, linking
the gun to wider ideas such as harm, safety, conflict, ethics, and the consequences of its use.

Thus, in Prof. Weng’s framework, consciousness extends beyond recognizing that “this is a gun” to con-
sidering a higher-order question: “How could this affect people’s lives and peace?” This is why Conscious
Learning in Developmental Network-3 (DN3) may be considered to go beyond apparent consciousness.

I would greatly appreciate your thoughts and response.

Sincerely,
Dr. Sourav Bagchi
Editor-in-Chief, [IEEE AMD Newsletters, and Manager
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4 [AI Crisis] The Unvetted Tutor: Post-Selection Misconduct Hurts Stu-

dents

He Di, University of Chinese Academy of Sciences
Email: hedi@ucas.ac.cn

In educational psychology, there is a basic principle: the credibility of a teacher shapes the quality of
learning. Students absorb not only knowledge but also a tutor’s ways of thinking and standards of judgment.
But what happens when the tutor has never been properly tested, and their supposed credentials rest not on
systematic evaluation, but on tutor’s luck? Students leam confidently, but their tutor can be wrong. This, I
argue, is the situation we now face with artificial intelligence.

The current Al research ecosystem operates under a pervasive practice known as post-selection devel-
opers train hundreds or thousands of model variants that are random in nature, silently discard the failed
variants, and report only the luckiest variant. This creates what I call the “unvetted tutor” problem Al
systems deployed in real-world applications, from legal research assistants to medical diagnostic tools,are
presented to users as seemingly competent authorities. Users trust these systems as they would trust a qual-
ified tutor, unaware that the so-called “qualifications” were from a fundamentally flawed protocol in teacher

education.

The Ilusion of Competence

The deception is straightforward. Suppose a research team runs many parallel training sessions on neural
networks, each network starting with a random initialization(like a random genome), to fit a larger amount
of data, called fit data set. Then, the systems will be tested on a mock exam, called the validation data
set. A network will have a best luck than the rest networks by random chance on the mock exam,with
no real superiority in generalizing beyond the mock exam. Reporting only this luckiest network,while
omitting the total number of trials or the average performance across all the trained networks. This protocol
systematically overestimates what the luckiest system can actually do.

Weng has insisted on a simple terminological correction: we should never speak of “the best network”
but always of “the luckiest network™ [1]. The word“best” implies eamed, intrinsic superiority,which points
to a performance reflecting genuine generalizable ability.“Luckiest” names the reality: the reported luck on
the mock exam will not be peated in a real, new test(deployment).

The scale of this misbehavior is not trivial. As Weng observes, running many parallel training attempts
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raises the chance of obtaining an outwardly strong result purely by random fluctuation Selectively reporting
only this luckiest outcome can substantially inflate perceived model capability, and this bias grows larger as
the number of trial configurations increases.

Weng’s Pure-Guess Nearest Neighbor(PGNN) thought experiment pushes this further. It demonstrates
mathematically that, given sufficient post-selection attempts, even a trivial random classifier can appear to
achieve near-zero error on a particular validation set [3]. Post-selection alone can manufacture a convincing
performance record with little to do with the actual leaming capacity.Returning to the tutor analogy: a
person with no subject knowledge could, by retaking a practice exam enough times, eventually produce
a near-perfect score. Presenting that luckiest score on the mock exam as proof of expertise is not just an
exaggeration, but also a cheating.

Real-World Harms of Misplaced Trust

The consequences reach far beyond academic papers. By systematically inflating perceptions of reliability,post-
selection misleads users about AI’s actual capabilities and encourages overconfidence in systems that have
never been honestly evaluated.

Two well-documented legal cases illustrate this risk. In Mata v. Avianca(2023), a New York attorney
was sanctioned$5,000 after relying on ChatGPT’s fabricated legal precedents in federal court. In Moffatt
v. Air Canada(2024), a BC Civil Resolution Tribunal held the airline liable for negligent misrepresentation
after its customer service chatbot provided false information about bereavement fare eligibility,incorrectly
indicating that a discount could be applied retroactively within 90 days of travel.

A 2026 preliminary injunction from the Regional Court of Munich I extended this line of accountability
to search-based Al The court ruled Google directly responsible for defamatory false claims generated by its
Gemini-powered Al Overviews, even with standard error disclaimers in place.

These failures are not random glitches. They follow predictably from a research paradigm that show-
cases only the luckiest, most polished performance while hiding the full range of typical and worst-case
behavior. As an invalid protocol, post-selection does not create errors on its own, but it obscures how often
errors occur. The gap between advertised competence and real-world performance is where users incur real

harm.

The Structural Roots of Deception

Why does this practice persist despite being well-documented? Part of the answer lies in incentive structures.
In academic Al research, publication metrics drive career advancement. Papers reporting impressive
benchmark results receive more citations, more recognition, and more funding. Papers reporting average
performance, however honest, receive less attention. The competitive pressure to produce “breakthrough”
results incentivizes emphasizing the luckiest outcomes and downplaying failures.
In commercial Al development, similar pressures apply. Companies compete to demonstrate*state-of-
the-art” performance, and selectively reported metrics function as marketing tools. Admitting that a system’s

performance is highly variable is treated as a competitive disadvantage.
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From a structural perspective, this situation echoes what Marx identified as alienation in capitalist pro-
duction [3]. Researchers are alienated from the products of their labor: an Al paper or product functions less
as a genuine contribution to knowledge or human welfare than as a commodity produced for exchange in
the career or market. Its exchange value, measured in citations, funding, or market share,takes precedence
over its use value, which lies in genuine reliability and truthfulness.

Researchers are also alienated from the activity of research itself. Honest scientific inquiry,understood as
the patient pursuit of understanding through transparent reporting of all results, is displaced by the imperative
to produce impressive-looking outcomes. The activity of research becomes self-denying rather than self-
affirming.

This alienation extends to the relationship between Al systems and their users. Users enter into a rela-
tionship analogous to that between student and tutor. They trust the system’s outputs as they would trust
a qualified teacher. But this trust is betrayed when the system’s*“qualifications” rest on concealed failures
rather than genuine competence. Users are not treated as partners in a collaborative leaming process. They

are treated as consumers of a product whose defects have been hidden.

Toward Trustworthy Learning

If post-selection misconduct creates unvetted tutors, the solution lies in rebuilding the tutor-student relation-
ship on honesty and transparency.

The first step is full, standardized reporting of results. Researchers should publish the full distribution
of error across all trained models, not only the single“luckiest” outcome. Weng has 2 proposed reporting
the average, minimum,25th percentile, median,75th percentile, and maximum error across all networks on
the validation set [1]. This gives readers a clear picture not just of how good a system can be on its best day,
but also of how reliable it typically is and how severely it may fail under unfavorable conditions.

Second, evaluation must be truly independent. Test data should be held by third parties, with no access
by developers during training. This separates the role of producer from the role of evaluator.

Third, we should support technical approaches that eliminate the problem at its source. Weng’s Devel-
opmental Network series, which includes Cresceptron, SHOSLIF, and DN1 through DN3, trains a single
network incrementally with no post-selection step. Rather than relying on moral exhortation to change indi-
vidual behavior, these approaches redesign the production process itself so that selective reporting becomes
structurally impossible.

Technical fixes alone will not suffice without deeper reform of incentive structures. A system that
rewards honest reporting of average performance over selective presentation of lucky results would align

individual career incentives with the collective pursuit of scientific truth.

Conclusion

The post-selection misconduct that pervades Al research is not merely a technical problem. It is a crisis of

trust. It transforms Al systems into unvetted tutors, presenting themselves as competent authorities based on
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credentials manufactured through concealment of failure. Users who trust these systems learn confidently
but learn wrongly, suffering real-world harms when the tutor’s failures finally manifest.

Rebuilding trust requires transparency in reporting, independent testing, structural alternatives in design,
and reform of incentive structures. It requires treating users not as consumers of a product, but as partners
in a collaborative leaning process. Ultimately, the measure of an Al system should not be how good it can
be under the most favorable conditions, but how reliably it performs across all conditions. The measure of
Al research should not be how impressive the reported results are, but how honestly they represent the truth.
The crisis of trust in Al can only be resolved by returning to the fundamental principle that learning, whether

human or artificial, must be built on truth.
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S [World Crisis] Dialogue 3: Michael Zock’s Comments to Professor Weng’s
document: Every Brain is Optimal Inside the Skull

Michael Zock, C.N.R.S., LIS-lab, Aix-Marseille University, FRANCE
Email: michael.zock@lis-lab.fr

Background

If I interpret Professor Weng’s work and motivation correctly, his goal seems to be to understand the func-
tioning of the human mind and to use this knowledge to make the world a better place. Before commenting
on his latest contribution in this Newsletter, I should warn the reader that I am not a specialist in computa-
tional brain science. Moreover, this topic does not directly align with the focus of my dialogue initiative,
which was: “The world in crisis, how can we regain trust?” Finally, given the number of topics addressed
in the document entitled Every Brain is Optimal Inside the Skull (more than two dozen), the complexity of
the ideas, and the limited time available to provide feedback, my comments should be taken with a grain
of salt. That said, I think that the author’s thoughts are best understood against the background of his two
books Natural and Artificial Intelligence: Introduction to Computational Brain-Mind [1], and Conscious
Learning: Humans and Machines [2].

As I understand it, Weng’s first book (alas, I was unable to purchase the book and therefore read only its
preface), the author proposes a unified, cross-disciplinary theory of intelligence as a developmental process,
drawing on knowledge from various domains, including biology, neuroscience, psychology, computer sci-
ence, engineering, mathematics, physics, and the social sciences. Key contributions include the introduction
of “Emergent Turing Machines” and a proof that the control system of every Turing machine is equivalent
to a finite-state machine, thereby linking brain-like learning to classical computer science. The book al-
so provides formal mathematical proofs, reflecting the author’s view that intuition alone is insufficient for
understanding such networks. As I understand them, the book’s two main takeaways are: (1) for natural
intelligence, a comprehensive, lifelong theory of human cognition that integrates findings from previous
research, including Nobel Prize-winning work, into a cohesive framework; and (2) for Al, a bridge between
symbolic and connectionist paradigms, in which a simple, genome-like program can grow a self-learning,
general-purpose network that develops in a way comparable to human learning, thereby reducing costs,
minimizing human supervision, and enhancing performance in vision, speech, and language understanding.

In the preface to his latest book [2], Professor Weng proposes a revolutionary theory of consciousness

21



Vol. 20, No. 3 AMD Newsletters August 2026

based on “larger and higher contexts”, implemented through Developmental Network 3 (DN3). He presents
this framework as a way to address the “Holy Grail” questions concerning brain function, learning, con-
sciousness, and their interdependence.

Consciousness is formally defined as the “larger and higher contexts of a current instant intent (CII)”.
Here, larger refers to a broader spatiotemporal scope, with awareness extending beyond the immediate
moment to encompass oneself, the external world, and social or political causes, whereas higher denotes a
greater degree of abstraction, involving sensation, emotion, volition, thought, and ethical or social concerns.
This framework is intended to move beyond philosophical descriptions, which tend to be vague, and toward
a computationally grounded, empirically testable account of consciousness.

Weng argues that, for a learning agent-human or machine-to be truly intelligent, it must use dynamic
and abstract contexts in real time to generate its own intentions, rather than merely process static data. A
key implication is that symbolic representations, by their very nature, are static and fixed, which inherently
constrains both spatiotemporal scope and levels of abstraction. Consequently, conscious learning cannot
rely solely on symbolic representations. On this account, consciousness emerges from the dynamic interplay
between broader contextual awareness and deeper conceptual understanding.

These theoretical claims are accompanied by broader reflections on the current state of Al and its poten-
tial societal impact. Weng questions the validity of mainstream Al, characterizing some of its approaches
and results as misleading, fraudulent, or fundamentally limited, and attributes global conflict in part to “gov-
ernmental unconsciousness”. He advocates both greater brain-science education for policymakers and a new
technological path involving brainoid chips and initiatives such as GENISAMA, his startup. Ultimately, he
presents these efforts as serving a broader goal: promoting peace and developing human-like machines.

Some comments

Not being a specialist in this field, I hope I did not distort too much the author’s ideas. Moreover, given the
richness and diversity of the issues raised, doing justice to them would require considerably more space and

time than I have available. For this reason, I will limit myself to a few comments.

Concerning the title

Given the question I raised in my last contribution—*“What sort of evidence can Prof. Weng provide?”—to
substantiate his claim that he is the first to truly understand brain computational models” [3], I expected
a straightforward answer, perhaps accompanied by some behavioral or neuroscientific evidence. This is
a common approach in psycholinguistics, where theories are tested against behavioral and neuroscientific
data, including eye movements, verbal protocols, response latencies, and brain-imaging measures. The
latter technique has been used by researchers at the Max Planck Institute for Psycholinguistics in Nijmegen
to obtain empirical evidence in support of Levelt’s model of speech production [4, 5].

Indefrey & Levelt’s paper [4] is a seminal contribution to the field. The authors review existing neu-
roimaging evidence concerning the stages involved in word production, which according to Levelt proceeds

in six steps: (1) conceptual preparation — lexical concept; (2) lexical selection (abstract word) — lemma;
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(3) morphological encoding — morpheme; (4) phonological encoding (syllabification) — phonological
word; (5) phonetic encoding — phonetic gestural code; and (6) articulation — sound wave. The authors
of this paper seek to trace this process and link its various stages to specific brain regions and temporal pat-
terns, thereby providing a neural basis for Levelt’s influential model of speech and word production [6, 7].

Kemmerer [5] revisits Levelt’s model in light of roughly three decades of research in cognitive neuro-
science. He examines whether the model’s proposed stages and distinctions—particularly the notion of a
lemma as an intermediate level between meaning and word form—are supported by contemporary neuropsy-
chological and neuroimaging evidence. The paper highlights both the model’s enduring explanatory value
and the ways in which current evidence either challenges the original architecture or calls for its refinement.

In short, Indefrey and Levelt focus on mapping the stages of language production onto the brain, whereas
Kemmerer asks a broader question: how well does Levelt’s theoretical architecture still fit what we now
know about the brain? I regard this kind of empirical work as an important form of evidence in support of
a theory—in this case, Levelt’s theory of speaking, or, more precisely, his theory of word access. At this
stage, I do not know how Professor Weng’s model could be validated, but providing comparable empirical
evidence would certainly strengthen the credibility and scientific value of his work.

I was wondering why, instead of choosing a title more directly related to my question, he chose: “Can
the Brain Emerge from a Single Cell through a Developmental Computational Mind?”—with the subtitle
“Every Brain Is Optimal Inside the Skull.” The title is certainly interesting and even intriguing. However,
as a reader, [ was expecting a somewhat different line of argument, perhaps along the following lines, based
on the ideas developed in his books.

My initial expectation would be that the author would present a developmental theory in which a very
simple biological system gradually develops into a brain and a mind through computation, learning, and
interaction with its environment. In this view, “optimality” would not mean absolute optimality, but rather
optimal functioning for a particular organism, given its particular environment and stage of development.

There is also an interesting ambiguity in the title. The first part—“Can the brain emerge from a s-
ingle cell?’—sounds like a question about biological development, whereas the second—*"“through a de-
velopmental computational mind”—reads as a claim about a computational theory of cognition. I would
therefore expect the author to clarify how these two levels—biological development and computational
development—are connected.

The subtitle, “Every Brain Is Optimal Inside the Skull,” raises another question. What exactly does “op-
timal” mean here? Does it refer to optimality according to some external criterion, such as IQ or measures
of performance (speed, memory, etc.)? Or does it mean that the brain is optimal relative to the possibilities
and constraints of a particular individual? There is a further difficulty here: people learn throughout their
lives, and their brains and minds change as a result. Their performance can improve or decline. How, then,

should we understand the claim that every brain is optimal inside the skull?

Concerning readability

Concerning my request for a document that would allow a wider audience to grasp Prof. Weng’s ideas, it
came as no surprise that he invoked the complexity of his work—there is no doubt that his theory is complex.
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Nevertheless, I wonder whether it is really so difficult, or even impossible, to write a document explaining
the theory, perhaps not for the layperson, but for scientists working in cognitive science and related fields.
Obviously, this would require considerable effort, but it can be done, as demonstrated by highly respected
scholars, many of them recipients of prestigious prizes (Nobel Prize winners, Fields Medalists, recipients
of the NWO-Spinoza Prize, and Guggenheim Fellows). Here are some examples of highly readable texts

written in various fields:

Al [8] Network science: [9, 10]
Physics: [11] Computer science: [12, 13]
Mathematics: [14] Neuroscience: [15, 16, 17, 18]
Cognitive science: [19] Psychology: [20, 21, 22, 6, 23]

Computational linguistics: [24]

Professor Weng’s theory is hard to grasp without a strong mathematical background, but other equally
complex theories-Newton’s and Einstein’s, for example-have been made more accessible through metaphors.
The apple story may oversimplify Newton’s idea of gravity, but his cannonball analogy could work. Newton
imagined firing a cannonball horizontally: slowly, it falls; faster, it travels farther; very fast, its fall curves
with the Earth’s surface. It drops toward the Earth, yet the Earth curves away beneath it, so it keeps falling
forever.

Likewise, one might make Weng’s Cresceptron more intuitive through metaphor-say, as a growing plant
that represents a self-growing network. Of course, more work would be needed to fully explain Professor
Weng’s ideas. Yet, as all authors know, making complex ideas understandable to laypeople takes time and

requires a great deal of mental effort.

Concerning the various factors impacting the success of a nation

Professor Weng has addressed this issue in the past, but I really doubt that geography is as decisive as
he suggests. China has not moved geographically, yet it has transformed from poverty to global power;
similarly, Switzerland and Luxembourg have risen from modest beginnings to great wealth. In none of these
cases did location or climate change-what changed was policy, governance, and management.

External factors do matter, of course: the Gulf countries, once barren desert, now boast spectacular
wealth, driven largely by global demand for oil. Yet Russia, despite its vast natural resources, remains
far less prosperous than its endowment would predict-a testament to the debilitating effects of its political
system and resource management. Concerning the Gulf countries: the oil was always there, but there was
no need for it until recently; soon it will be gone, while the country will remain. The same logic applies
to political systems: centralism, communism, and the one-child policy have left deep marks on Russia and
China. Both have enormous potential, yet poor management has repeatedly undermined their prospects for
lasting prosperity.

A country, in the end, is like a card game-success depends not only on the cards you are dealt, but also
on the context and, most crucially, the strategy with which you play the game.
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Concerning the potential of Al to save the world

Professor Weng is committed to the idea that his work will contribute to a better world, and I hope this
proves true. Yet I remain skeptical about placing too much knowledge and power in the hands of a few. I
also question whether knowledge and intelligence should be regarded as the highest human values; I hold
wisdom and philosophy in higher regard, for they are the guiding forces that determine how the means we
create are used. The recent history of social media offers a valuable lesson: rather than serving as a bridge
between people and fostering mutual understanding, it has largely amplified noise, deepened divisions, and
spread confusion.

Wisdom is more than mere knowledge; it is knowledge distilled and refined, shaped by a deep awareness
of time, space, environmental context, and the full spectrum of possible consequences-including changes,
gains, and costs. It looks beyond the self and the present moment. Yet much of today’s Al deployment seems
to lack this broader perspective, often amounting to little more than playing with fire. Rather than relying
on firefighters to extinguish the resulting inferno, the wiser course is to prevent the fire from starting in the
first place. The combination of Al and the human brain offers extraordinary leverage-unprecedented power,
speed, and productivity-but it also carries grave risks. In the wrong hands, or without sufficient foresight, it
becomes like a hammer in the hands of a child: capable of causing damage that may prove irreparable.

Conclusion

Professor Weng raises many interesting questions in his document, and while I do not agree with all of his
conclusions, I have found his ideas both rich and inspiring. Whether his optimism is justified, and whether
his ideas will ever move beyond theory into practice, only the future will tell. What is certain, however,
is that the questions he asks and the problems he addresses are important. Yet this is clearly not bedtime
reading. His ideas are dense and demand that the reader slow down, reflect, and question their own deeply
held assumptions-an exercise that is as uncomfortable as it is necessary.

For the moment, it seems wise not to jump to conclusions or unreflective actions, but rather to step back,
think critically, search for the right questions, and explore where the answers may lead. We are, in a sense,
at a crossroads: the tools we are building-Al and brain science-are among the most powerful ever conceived,
yet their very power makes them dangerous, especially if misused or placed in the wrong hands. In my view,
critical thinking and wisdom remain our best defenses against the dangers of impulsive adoption. They are
not mere intellectual luxuries; they are essential safeguards, the compass by which we must navigate a future

as uncertain as it is promising. Ultimately, the choice will be ours.
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6 Neocognitron: Decoder for the 2D World (Post-selection by Hand)

In 1980, Kunihiko Fukushima introduced the Neocognitron [1], a hierarchical neural network architecture
directly inspired by Hubel and Wiesel’s classical discovery of simple and complex cells in the visual cortex.
Designed to tackle two-dimensional pattern recognition-most famously handwritten characters-the Neocog-
nitron alternated between feature extraction layers (S-cells) and spatial pooling layers (C-cells) to achieve
shift and deformation invariance.

The Neocognitron operated fundamentally as a 2D decoder: it parsed a flat image of pixels into hi-
erarchical visual primitives, gradually decoding local edges into strokes and strokes into full characters.
However, achieving reliable classification in this 2D world required substantial human intervention. Early
implementations relied heavily on post-selection by hand-human designers manually selected receptive
field sizes, tuned lateral inhibition thresholds, or curated training exemplars to ensure that intermediate

feature representations did not collapse or drift into redundancy, as illustrated in Fig. 4.
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Fig. 4: The hierarchical S-cell and C-cell architecture of the Neocognitron, mapping 2D retinal inputs to
character classes through successive spatial pooling and manually tuned receptive fields (Image source: [2])

While the Neocognitron proved foundational for modern convolutional networks, its reliance on manual
guidance revealed a fundamental constraint: when an internal representation is chosen or validated by human
trial-and-error rather than autonomous self-organization, the network’s apparent autonomy is partially an

artifact of human design [3].

If the features of a 2D decoder must be curated and verified by hand, how much of the
vision belongs to the machine, and how much to the engineer?

The Neocognitron proved that hierarchical visual decoding was possible, but it left open the challenge
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of constructing self-organizing decoders capable of operating in the unstructured 3D world without manual
post-selection.
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7 Cresceptron: Decoder-Decoder for the 3D World
(Without Post-Selection)

In 1992, researchers tackled a far more daunting challenge: recognizing complex, unsegmented objects in
natural three-dimensional scenes with cluttered backgrounds and arbitrary viewpoints. The result was the
Cresceptron [1, 2], an open-ended, self-organizing hierarchical network capable of growing its structure
dynamically from natural visual inputs.

Unlike previous models restricted to isolated 2D digits, the Cresceptron functioned as a decoder for the
3D world. It parsed complex natural scenes by incrementally creating new nodes whenever an unfamiliar
visual pattern emerged, as visually structured in Figs. 5, 6. Crucially, the Cresceptron was designed to op-
erate without post-selection: there was no pool of discarded candidate networks, nor did human engineers
hand-pick successful feature detectors after the fact. Learning occurred automatically on the fly through an

incremental, hierarchical clustering mechanism.

Fig. 5: Attention-based object selection and background removal in Cresceptron. (a) Polygonal boundary
drawn on the attention frame to specify the target foreground entity. (b) Isolated object representation after
removing background clutter (Adapted from [2]).

The Cresceptron demonstrated that vision networks did not require static, pre-allocated topologies or
extensive manual pruning to generalize across viewpoint shifts, scale changes, and partial occlusions. By
eliminating post-selection, the system maintained complete transparency in how sensory experiences trans-
lated directly into learned network topology.

By proving that multi-scale 3D recognition could be achieved through purely autonomous structural

growth, the Cresceptron established a vital benchmark for developmental and emergent intelligence.
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Fig. 6: Hierarchical architecture and dynamic structural growth in Cresceptron. Schematic representation
of multi-level neural planes where connections and new nodes are generated incrementally on the fly during
learning without pre-allocated topologys or post-selection. Given a new frame at either layer O or layer 15,
the computation from left to right is the decoder flow; the computation from right to left is the encoder flow.
The encoder flow is used for recognition; the decoder flow is used for segmentation (Adapted from [2]).
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8 Transformer: Decoder-Encoder for the Text World

(Stage-wise Post-Selection)

In 2017, the introduction of the Transformer architecture by Vaswani et al. [1] revolutionized natural
language processing and modern artificial intelligence. By replacing recurrence entirely with multi-head
self-attention mechanisms, the Transformer established a unified encoder-decoder paradigm capable of
modeling long-range dependencies across massive sequential text corpora.

In the text domain, the Transformer maps discrete tokens through stacked encoder layers into rich con-
textual vector spaces, which the decoder then translates back into generated sequences as modeled in Fig. 7.
Yet the remarkable fluency of modern Transformer-based large language models depends heavily on stage-
wise post-selection. During pre-training, massive computational compute clusters evaluate numerous candi-
date checkpoints and hyperparameter runs. In subsequent alignment stages-such as Supervised Fine-Tuning
(SFT) and Reinforcement Learning from Human Feedback (RLHF)-curators and reward models continu-

ously filter, rank, and reject model responses across successive training stages.

Fig. 7: The multi-head attention encoder-decoder Transformer architecture, accompanied by the
multi-stage alignment pipeline involving iterative post-selection and reward filtering. (Image source: [2]).

While stage-wise filtering yields conversational eloquence and safety alignment, it also obscures how
much underlying reasoning is intrinsic to the learned representation versus selected through extensive trial-
and-error sweeps [3].

When a sequence model succeeds through layers of external filtering and reward-guided rejection, are
we observing genuine linguistic emergence, or the cumulative effect of continuous post-selection?

The Transformer illustrates the immense power of scaled sequence decoding, while highlighting the en-
during scientific challenge of distinguishing autonomous developmental understanding from heavily filtered

statistical alignment.
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