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1 Open Letter: Can the Shaw Prizes Avoid Post-Selection Misconduct?

Juyang Weng, Brain-Mind Institute and GENISAMA, USA.
Email: jweng @genisama.com

To:

Jennifer Chayes

Dean, College of Computing, Data Science, and Society
Chair, the Shaw Prize in Computer Science

Warren Hall, 2195 Hearst Avenue

Berkeley, CA 94720-1786

Dear Jennifer:

Congratulations on your new position as the Chair of the Shaw Prize in Computer Science!

I had the pleasure of reading your paper titled “Auditing the Auditors: Does Community-Based Mod-
eration Get it Right?” [1]. You wrote, “We find evidence of strategic conformity: minority contributors’
evaluations drift toward the majority and their participation share falls on controversial topics, where inde-
pendent signals matter most.” “Contributors whose evaluations are consistently informative receive greater
influence in aggregation, even when they disagree with the prevailing consensus.” I would like to inform
you that post-selection misconduct has become a controversial topic where independent signals matter most.

I respectfully urge you, as the Dean of your college, to investigate the flood of post-selection misconduct
[2, 3] in AL, machine learning, and data science, also known as P-hacking [7]. For example, as you have also
published on Large Language Models (LLMs), please review how the generalization accuracy of LLMs is
evaluated. I alleged that the misconduct involved three types of willful flaws: (1) cheating in the absence
of a test; (2) hiding bad-looking data; and (3) gross exaggerations of prediction accuracy. The flood of
misconduct is so prevalent that the material taught in your college curriculum should be urgently reexamined.
Can the Shaw Prizes avoid awarding post-selection misconduct?

If I can be of assistance to you, please feel free to contact me. This is an open letter. Your responses will
appear in the [IEEE AMD Newsletters.

Yours sincerely,

John
Juyang (John) Weng
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2 [World Crisis] Dialogue 3: Every Brain is Optimal Inside the Skull

Juyang Weng, Brain-Mind Institute and GENISAMA, USA.
Email: jweng @genisama.com

For a photo of the author, see page 3 of the same issue.

In the last issue of this journal, Dr. Zock [1] quoted my statement in [2]: “There are many scientists in
the world specializing in neuroscience, but I am the first to truly understand brain computational models”.
He commented, “Obviously, this last sentence is a very bold claim. I am not questioning Professor Weng’s
qualities as a scientist. Nonetheless, like many others, I remain intrigued and eager to see the supporting
evidence, preferably in a language that even a non-specialist in computational neuroscience can understand.
After all, communication is also part of a scientist’s responsibility.” His comments are timely and in order.

Indeed, in my previous response, I presented a table, which I copied here again for our further discus-

sion. We have only discussed the largest environmental factor—geography. Let us discuss the remaining

Table 1: Changes in collective consciousness across space scales (group size) and time scales

Space vs Time Days Years Decades centuries

An individual | Cognitive/behavior  Ideological  Liberal vs conservative Meanings of life
A Family Economic Career paths Ideological Liberal vs conservative
A Nation Election/coup Policies/wars Revolution Ideological/cultural

environmental factors, “nations, families, and individuals in space scales and centuries, decades, years, and
days in time scales,” as outlined in the table.

A neuroscientist at the Massachusetts Institute of Technology commented to me that proposing to study
how the brain works is “not productive”. He is not alone. A neuropsychologist at Michigan State University
said to me: “How the brain works is not my problem.” In [3], I mentioned that Michael Jordan explained at
an International Joint Conference on Neural Networks: “Neural networks do not abstract well; I do not talk
about neural networks here”. Since no other neural network researchers have answered how neural networks
abstract, let alone a model about how the entire brain works. I am not lying when I said “I am the first to
truly understand brain computational models”.

During an invited talk, Tom Carr of the Department of Psychology at Michigan State University ex-
plained that human understanding of the brain is like blind men and an elephant. He did not collectively
mean that all scientific disciplines are also such blind men. However, I presented in a few keynote talks that
all scientific disciplines are also blind men, as shown in the figure below, not just individual researchers.

Let me present five reasons why it is difficult for Dr. Zock’s said wish “to see the supporting evidence,
preferably in a language that even a non-specialist in computational neuroscience can understand.”

First, scientific disciplines are so ill-suited to nature that there are no languages for other humans to
understand the nature of the brain. Humans created modern disciplines mainly for jobs, like biology, neu-
roscience, psychology, electrical engineering, computer science, mathematics, physics, etc. Such a partition

served the job partition well for professors and students. However, once we humans have a job, the daily
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Fig. 1: The brain is like an elephant, and each discipline is like a blind man.

load of the full-time job makes it difficult to learn other disciplines that our job does not test. Proposing
a brain model is likely to be rejected (“not productive”). Therefore, as the above Fig. 1 illustrates, every
discipline is tacit about being blind to the brain elephant.

Second, I have discovered [4] that a brain model requires a holistic solution to 20 million-dollar prob-
lems. In order to understand the brain as a computational meat machine, one must have a holistic solution
for at least 20 problems, as I discussed in [4]. Each of these problems requires at least an investment of
about one million dollars. Cresceptron is the first deep learning neural network for our 3D world, but many
later neural networks copied its ideas without citing it [5]. A major difference between Cresceptron [0]
and many later deep-learning neural networks is exactly where all later neural networks from other groups
conducted Post-Selection misconduct (also known as P-Hacking [7])—the former only trains one network
(incrementally generative), but the latter must train many networks and then try their luck.

Third, to many people, jobs seem to be more important than ethics. I agree with Dr. Zock that “commu-
nication is also part of a scientist’s responsibility.” However, the need to correct the great leap forward in Al
is exactly the point where communication stopped. For example, when my wife helped me distribute fliers
about my allegations about all three conferences of WCCI (World Congress of Computational Intelligence)
2024, some people said to her: People need a job. Why must the Great Leap Forward wait till Mao Zedong
died before the truth is widely heard? How many researchers are trying to ignore the honest voice from me,
like my two open letters that appear in this issue? When misconduct is prevalent, the rules of ethics are for
people to see only, not for execution. The editor-in-chief of Nature wrote to me: “If many people are doing
it this way, I cannot do anything about it.”

Fourth, a correct brain model requires more than a paper or a seminar. As I explained to a professor at
Fudan University who invited me to give a talk in her laboratory: “If one can explain how the brain works
in computational terms in one seminar, the model must be wrong.” Likewise, it is impossible for me to
write a paper that enables Dr. Zock to “see the supporting evidence, preferably in a language that even a
non-specialist in computational neuroscience can understand.”

Fifth, if relativity cannot do it, let us not require a brain model. I agree with Dr. Zock in that com-



Vol. 20, No. 2 AMD Newsletters May 2026

munication is also part of a scientist’s responsibility. I will try to explain the model below. Even Albert
Einstein cannot explain relativity—a theory in a single discipline—to a non-specialist; how can I explain a
brain model—a model that spans at least 6 or more disciplines—to a non-specialist? Regardless, those who
are really interested should read the remaining part of this dialogue and never miss any dialogues that follow

this one.

Brain Patterning from a Single Cell

DN3 [8] appears to be the only paper that enables a model to fully automatically conduct brain patterning
from a single neuron (cell). By brain patterning [9], we mean that the model fully automatically decides
what each neuron does, including what areas the neurons generate and how many neurons each area has. If
the agent does not have eyes, then neuronal resources should be automatically assigned to other sensorimotor
modalities [10]. In other words, if human visual areas can fully disappear in early blind subjects [10], any
functional flow diagram for any sensorimotor modality is too rigid for modeling the brain. In DN3, all areas
of a sensorimotor modality emerge automatically through synaptic maintenance [1 1] without any human
handcrafting. By synaptic maintenance, we mean that each neuron automatically decides where to grow,
connect, and disconnect. As a special case, the eye starts from a single receptor (pixel) and the motor starts
from a single muscle element (muxel).

Growth of the brain from a single cell enables coarse-to-fine approximation of brain representations.
During prenatal development, the brain grows from a single neuron, which represents the coarsest represen-
tation. While the brain grows larger through many instances of mitosis, the brain’s representation is refined
by an increasing number of neurons. This coarse-to-fine process should overcome the local minima problem
associated with the case where the human programmer starts from multiple neurons.

It is important to note that the following is only a verbal description of the exact computational steps of
DN3, whose length is only about two pages long.

Developmental Program

A developmental program (DP) of the brain is the gene program that resides in the nuclei of every cell.
Therefore, the DP manifests through each cell (neuron). The DP starts from a signal neuron, a number of
non-developmental sensors, and a number of non-developmental effectors. It does not seem to be beneficial
to emulate the biological development of eyes, ears, skin, and muscles, because the design of sensors and
effectors is a clean task—sensors and effectors do not change as much with experience as the brain. We
emulate the development of the brain, which is a very muddy task—the brain changes drastically with
experience, as the table illustrates. The DP is responsible for the lifetime development of the brain, from

conception to prenatal development, to birth, to newborn, to childhood, to adulthood, to death.

Optimality in Maximum Likelihood

To resolve the local minimum problem, we model the development of the brain as a distributed optimization
problem. I believe that human brain cells are so complex that their development is optimal so as to avoid the
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local minima problem within the skull. If about 99% of the population of a nation is retarded and only 1%
is post-selected as normal, the nation will not survive the geographical pressure [12]. We neglect the genetic
differences between two persons’ brains, although the genetic differences between two persons’ bodies are
visible (e.g., body height),

The performance of a developmental agent is evaluated as an incrementally computed error rate of
motors across the entire life, from the time of inception to the current time. Each developmental agent must
be individually evaluated, and its performance is translated into career success.

The representation of brain optimality is distributed, where each neuron computes in a closed-form—
free from search—the maximum likelihood estimation of its weights, which also affect the computations of
the neuron’s other parameters (e.g., its age and its learning rate). By distributed, we mean that the brain is a
network of a dynamic number of neurons whose DPs are identical and optimal. We only design one DP for

all the brain cells. Furthermore, the brain optimality is conditioned on the following five conditions.

1. The incremental learning architecture—the brain cannot collect all lifetime data as a batch. Instead, it
computes on the fly based on its current response and the signals from its sensors and effectors. The
result of computation is fed into the brain, the sensors, and the effectors to display behaviors (innate

and learned).

2. The body, which includes sensors and effectors; better sensors and better effectors lead to better
performance, e.g., seeing more clearly and running faster. Of course, the body can learn to use tools

and to learn to drive a car.

3. The developmental program DP (“genes” program); a better-designed DP means a better genome (a
set of genes). Reaching the DN3 stage is a human achievement, but humans will continue to improve
the DP of DN3.

4. The computational resources, such as the number of processing units (neurons) and the “brain size”;
it is expected that humans will design and fabricate many fast artificial neurons (chips) for future
developmental DN3 brains. For example, humans might implement many artificial neurons as M3D

ASIC chips. However, this expectation has not been demonstrated yet.

5. The learning environment, which may include human teachers. As the table indicates, the environment
has two scales, space scales (individual, family, and nation) and time scales (days, years, decades,
centuries). If we consider that we will scientifically change human behavior, we should try to improve
the environment, instead of labeling Mao Zedong, Joseph Stalin, and Adolf Hitler simply as mass
killers or evils. As shown in the table, a nation can be changed in days by an election or coup, in years
by politics/wars, in decades by a technical revolution (e.g., making nuclear bombs), and in centuries

by ideological/cultural development (e.g., spread of communism and fascism).

Environments

Although every brain is optimal inside its skull, the learning environment is far from optimal. As I argued in

my two responses in the previous issue of the journal, the geography of Europe is relatively better than that
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of Asia. Because geography is the most powerful and long-term factor, we can see that European countries
developed more quickly in the last several centuries. In other words, the peninsula of peninsulas enabled
Europeans to consider moving an armed force across waters (seas), which is more difficult than moving an
armed force across land (as Asian populations have spent many resources and technology to perfect).

I myself am the luckiest individual in the individual row in the table. In the early days of my life, I was
born in 1957 in a poor family, like everybody in China. However, both my father and mother were from rich
families. In 1949, a communist force came to power by forcefully overthrowing a moderate government.
Although corruption was a reason for the Communist Party to recruit forces to overthrow the Republic of
China government, the corruption under the Communist Party seems to be more severe and deeper, because
the entire population fell into absolute poverty.

China was very unlucky in geography, not only far from Europe, but also in a huge piece of land where
people do not think sailing is a big deal. Japan is luckier in geography than China. Japan is also far from
Europe, but it is a small island next to a huge landmass, just like the UK. If my argument about the geography
factor is correct, it is geographically natural for Japan to develop faster in the last century. Being next to
Russia, another large piece of land, it is natural for China to follow its neighbor, the Soviet Union, but trails
behind it economically. There is little chance that China can overtake Russia, even if Russia continues to
exhaust its resources in the Russia-Ukraine war. For example, although Russian people already have ballots,
it will take many years before the Chinese government allows its population to have ballots.

As Dr. Zock correctly pointed out, the death of Mao Zedong allowed consciousness to bring about
economic reforms. However, the culture of the CCP’s absolute leadership over other parties has been deeply
ingrained in the Chinese culture; economic advance was not regarded as the correction of CCP’s policies,
but rather as the CCP’s feast. The moderate economic advance has provided tax money for the CCP to
introduce more state-owned businesses that not only created a monopoly in key sectors but also compete
with private industries in almost all sectors that are open to private business. Mainland China will slow
down its economic advance as its government has more tax money. I predict that its PPP per capita GDP
will never pass that of Russia, because the geography of the two countries does not support this possibility.

Russia is a lot closer to Europe than China. China is near Hong Kong and Taiwan. China has indeed
well utilized this geographic proximity during its economic reform. However, China has largely used up
this geographic proximity, just like what Germany has done. Like Germany and Japan, later developed
countries will challenge early developed countries and cause wars. I am afraid that China is on this path.
After the future Asian war, I predict that China will disintegrate like Soviet Union, but the Chinese people
will have the right to vote. However, like the Soviet Union, China will split into a confederation, which
should fit China’s huge land better, and future Chinese people will face wars like Ukraine, but eventually
most Chinese people will be happier. Unfortunately, long-term happiness for mainland China will come
later than Soviet Union, because geography is a long-term environmental factor.

Let me move from the nations in the last row of the table to individuals, the second row of the table. The
absolute poverty during my childhood greatly motivated me, as I did not see that my life had any hope. My
parents were absolutely poor, and I was bullied in school because my schoolwork was at the top of the class.
I thought I must do something so that my life would have hope. The fact that my father and my mother are
both intellectuals gave me an educated family environment. My mother had her teacher’s way of correcting
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me when I was fooling around with my neighboring kids, getting involved in fist fights. Instead of beating
the hell out of me, like an uneducated father in China would typically do, my mother asked my father to
assign me additional work every day — physical exercises, hand-copy Chairman Mao Zedong’s Quotations
(Mao Zedong’s Little Red Book), recite all the quotations in it, and write a review for every movie I watched.
I was extremely fortunate that when I was 19, Mao Zedong died. Mao’s death seems to be the only way
to introduce fundamental changes to China. China’s economic reform is at a scale that is unprecedented in
human history, but not as thorough as the Soviet Union. Many people thought that the “shock therapy in
Russia is not as good as the slower pace in China. I do not agree, because faster reform brought Russia to
raise its PPP per capita GDP considerably higher than that of China (about double). Through examinations, I
had a chance to enter Fudan University and graduated with my grades at the top. Also through examinations,
I got the government’s funding to enter the graduate school at the University of Illinois at Urbana-Champaign
(UIUC) in the USA. With my Master’s and PhD experience at UIUC and my faculty experience at Michigan
State University, I joined Michigan State University in 1993 as an assistant professor in computer science.
If I were not brainwashed by the CCP to work extremely hard regardless of a lack of hope, I would not
be motivated to audit many courses beyond computer science while I was an assistant professor, associate
professor, and full professor. I did not lose my workaholic habit because I was aware of the discrimination
against Chinese national origin. I have made good use of my sabbatical years at MIT, thanks to my hosts,
Sandy Pentland and Mrigaka Sur, respectively. Without my Chinese environment, I would not be so mo-
tivated to dare to study how the brain works. Without my US environment, I would not be able to study
how the brain works. For example, many courses that I have audited at MSU and taken in the Brain-Mind
Institute are not available in China even today; not that such courses are absolutely not taught in China, but
not only are the materials and quality very different, but also the administrative rules for managing faculty.
Considering the uniqueness of my two very different environmental conditions (in China and in the USA),
Dr. Zock should not be too surprised when I wrote that “very bold claim”. For example, I do not think
Geoffrey Hinton, Yann LeCun, Yoshua Bengio, Demis Hassabis, John Hopfield, David Baker, and John
Jumper have the necessary environmental conditions to discover Conscious Learning. If Albert Einstein’s
Jewish patent examiner’s environment enabled him to discover restricted relativity, my Chinese and US en-
vironments combined enabled me to discover DN3. However, I face a worse situation than Albert Einstein,
because relativity is in a single discipline, but the brain’s Conscious Learning spans many disciplines. Fur-
thermore, while researchers are not hurt by relativity, almost everybody treats me as an enemy because I
have found that almost everybody else is not only wrong in avoiding conscious learning, but also cheating.
I am not praising the CCP for putting China into absolute poverty. However, the US government should
not close its door to scholars from CRINK (China, Russia, Iran, and North Korea). For example, my two
sons lost this highly motivational factor, absolute poverty, since they were not born and spent half their
lifetime in China and in the US, respectively.
A clarification is in order: absolute poverty and racial discrimination should not be justified, but unfor-
tunately, an adverse environment seems to be necessary for the brain to fully realize its potential.

10
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Brain Abstraction and Indexing while Skull-Closed

Some researchers (e.g., Andrew Ng [13] and many others) reported a lucky neuron in an unsupervised
learning system that happened to detect a human face, a cat face, or a human body. This type of work
is invalid because the authors openly conducted post-selection misconduct, which has the following three

flaws:

1. Cheating in the absence of a test. The method generates neurons whose performance should be tested
by a true test of the average performance of all neurons. The post-selection of the luckiest neuron is

not a test, and the luck of the luckiest neuron would not transfer to a future test.

2. Hiding bad-looking neurons. Other neurons that do not detect any meaningful objects were not re-

ported.

3. Gross exaggerations of the performance. The luckiest neuron is only one of many neurons that have
not been reported. Only reporting the luckiest one grossly exaggerates the performance of feature
generation (e.g., by about 123 times).

Furthermore, such a lucky feature detector is not indexed, namely, not linked to a motor neuron that outputs
the class (e.g., human faces). Instead, it requires a human programmer to manually search the network to
luckily find it. The network has no idea what each neuron detects.

By abstraction, we mean that the agent is able to learn abstract concepts (such as where, what, scale, ori-
entation, relation, cost, and so on), as well as use such concepts in their behaviors. The skills of abstraction
must be displayed in the learner’s behaviors, not just a lucky neuron inside its skull.

By indexing, we mean that not only do hidden neurons represent something that is abstract, but also that
all hidden features are properly indexed by connections so that the brain “knows” how to use all the hidden

feature neurons.

Motivational System and Intents

Based on the principles of DN3, any system that does not have animal-like intentions is not intelligent. This
is because such a system does not think while learning. In other words, a system that is not motivated cannot
learn consciousness (i.e., longer and higher contexts than any immediate context).

Consider a learner who does not have a serotonergic system, which is a subsystem of human motivation
that deals with punishment, insecurity, and threat. Then, it is not capable of learning what insecurity and
threats are. Why? If a brain does not have a concern about possible poverty, it will not intend to work at all.
A learner who does not intend to work cannot learn anything from the environment, let alone knowledge.

Consider a learner who does not have a dopamine system, which is a subsystem of human motivation that
processes rewards, wanting, and pleasure. Then, it is not motivated to seek pleasure (e.g., from food, praise)
at all. A learner who does not intend to seek pleasure cannot learn anything from the environment, either,
let alone knowledge. For example, such a learner would not intend to discover invariance (e.g., mother is
locational invariant, an object is also locational invariant, a location is type invariant, and so on). Suppose

that a programmer must feed a huge amount of image and video data into an artificial neural network. Then,

11
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this neural network does not think in terms of invariance, and it needs the human programmer to conduct
Post-Selection cheating.

Consider a learner who does not have an acetylcholine system, which is a subsystem of human moti-
vation that deals with expected uncertainty. Then, it is not motivated to estimate the uncertainty in what it
senses. It is not able to judge whether its effort will be successful and decides to go ahead or not.

Consider a learner that does not have a norepinephrine system, which is a subsystem of human motiva-
tion that estimates unexpected uncertainty (novelty). Then, it is not motivated to search for a new environ-
ment and a new experience. As it does not know how much novelty gives confidence about “knowing”, it is
not able to say, “Yes, I know” or “No, I do not know”.

Finally, let us look at the third row of the table, the family row. Although every family member’s brain is
optimal inside the closed skull, the individual environments of the two sons are different. If the older brother
successfully bullied the younger brother, the former gained a winner mentality, and the latter acquired a loser
mentality. My parents have four children: two elderly sisters, followed by two younger sons. Each child
is very sensitive to how the parents treat the four children, and he or she would adapt accordingly so as to
maximize lifetime happiness.

In summary, the government of the USA is highly fortunate, primarily due to the geography of the USA
(a continent that is somewhat isolated, so as not to be as densely populated as China ). Do not blame the
CRINK governments; they are not evil, because their geographical conditions are not as fortunate as the
USA (e.g., they are too far from the European type of geography). With this much deeper understanding,
the US government could greatly improve its approaches toward CRINK governments. Furthermore, what
can the reader do in the space scales (individual, family, and nation) and the time scale (days, years, decades,

and centuries) by taking into account that the geography is very slow to change?
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3 [AI Crisis] The Convergence of Data Poisoning and Post-Selection Mis-

conduct in Quantitative Finance

Yash Rajeshbhai Parikh, Amazon.com Services Inc.
Email: yashrpl11@ gmail.com

This article explores a critical intersection of vulnerabilities in modern financial AI. We first examine
how ‘data leakage” has expanded from a statistical error to the catastrophic exposure of proprietary trading
data. We then introduce a pervasive industry flaw: post-selection misconduct, a practice of hiding failed
models and reporting only the luckiest outcomes. We demonstrate how this misconduct actively amplifies
the risk of adversarial data poisoning. Ultimately, this article emphasizes why the financial industry must
transition to Al developed without post-selection misconduct to achieve mathematically objective, secure,

and genuinely reliable market models.

1. The Dual Nature of Data Leakage in Modern Finance

Integrating open-source financial Large Language Models (LLMs) [1] introduces acute risks to quantitative
trading. Traditionally, ‘data leakage” denoted a statistical error, inadvertently including future information in
training sets to skew backtests. Today, it also encompasses operational leakage: the exposure of proprietary
data. As institutions feed sensitive databases into foundational models, deep learning’s mechanics bypass
traditional cybersecurity perimeters.

Crucially, these models suffer from a profound methodological flaw that amplifies their vulnerability
to adversarial attacks. To understand this risk, we must explicitly introduce a pervasive industry practice:
post-selection misconduct. This occurs when developers execute thousands of model training runs, hide
the failed attempts, and selectively report only the ‘luckiest” outcome as a breakthrough. This goes far
beyond unintentional bias; it encompasses exaggeration and flawed methodology. This misconduct actively
amplifies the risk of adversarial attacks. When attackers inject subtle anomalies into training data, developers
engaged in post-selection misconduct will unwittingly hunt for, and ultimately deploy, the exact model

iteration that has perfectly memorized the attacker’s backdoor.

2. The Vulnerability of Continuous Human Intervention

Standard financial machine learning workflows rely on what Prof. Weng identifies as the ‘open skull ap-
proach” [2]. In this paradigm, developers act as an internal operator, keeping the ‘skull” of the Al open to

iteratively adjust hyperparameters and initializations long after data ingestion has begun.

14
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This unrestricted access structurally guarantees post-selection misconduct. By executing numerous tri-
als and selectively reporting the luckiest validation metrics, researchers mathematically engage in p-hacking
[3]. This obscures worst-case performance bounds and ignores the computational cost of repeated guessing.
Consequently, algorithms optimized via brute-force iteration frequently suffer rapid performance degra-
dation in live out-of-sample markets. We need Al without post-selection misconduct because models built
through ‘lucky” selections do not genuinely learn market dynamics; they merely memorize historical anoma-

lies.

3. The Converging Threat Vector: When Poison Meets Misconduct

Continuous market data ingestion creates massive, unmonitored attack vectors. Adversaries can execute
inference leakage to reverse-engineer weights and extract memorized training data [4], exposing proprietary
alpha signals and regulated client data.

The most critical systemic risk occurs when data poisoning intersects with post-selection misconduct.
Attackers can inject subtle anomalies like synthetic volume spikes into historical backtesting feeds. Re-
searchers, optimizing purely for statistical significance, unknowingly post-select the specific model initial-
ization that fits this poisoned data. Thus, the human optimization process is weaponized to install a latent
backdoor. Al free from post-selection misconduct is essential here: without the human operator constantly
iterating to find the ‘luckiest” fit, the attacker’s injected anomalies lose their guaranteed pathway into the

final deployed model.

4. The Architectural Imperative: Moving to a Deterministic Pipeline

Fig. 1: The open-skull paradigm (left) allows iterative parameter adjustments, leading to post-selected,
backdoored models. The deterministic architecture (right) enforces an immutable post-initialization bound-
ary, ensuring objective learning driven autonomously by environmental interaction [5].
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Addressing these vulnerabilities requires bounded architectures where the developmental pathway is
cryptographically locked post-initialization. A deterministic pipeline necessitates:

1. Immutable Ingestion: Using differential privacy and cryptographic provenance to ensure feed in-

tegrity.

2. Deterministic Initialization: Relying on pre-registered seeds with zero mid-flight hyperparameter

adjustments to enforce autonomous learning.

3. Rigorous Validation: Replacing single-run metrics with Statistical Efficiency Audits, evaluating

mean error across all initializations before shadow-mode execution.

5. Case Study: The Anatomy of a Poisoned Deployment

Consider a high-frequency trading algorithm targeted by an adversary who poisons public sentiment feeds
with synthetic volume spikes. Under an open-skull paradigm, analysts execute thousands of initializations.
Statistically, a few will overfit the poisoned data, yielding inflated validation metrics. Engaging in post-
selection misconduct, researchers deploy this ‘luckiest” variant, which has merely memorized the attacker’s
backdoor.

In production, the attacker recreates the anomalous spikes, triggering the model to initiate unprofitable
positions that provide exit liquidity for the attacker. Conversely, an Al pipeline built without post-selection
misconduct, disabling iterative tuning and auditing average performance across all runs would instantly

expose the poisoned model’s statistical fragility and extreme variance, preventing deployment.

6. Conclusion

Integrating machine learning into finance requires a methodological shift. The prevailing open-skull paradig-
m structurally guarantees post-selection misconduct, invalidating statistical significance and creating critical
vulnerabilities to data poisoning. Iterative optimization frequently selects models that memorize anomalies
rather than learning true market dynamics. To build resilient systems, the industry must transition to ful-
ly automated training pipelines that mathematically lock developers out of the learning process once data
ingestion begins. Locking architectures post-initialization and evaluating aggregate performance across al-
I runs eliminates the severe vulnerabilities introduced by human intervention. We fundamentally need Al
without post-selection misconduct because robust financial algorithms demand mathematical objectivity and

structural discipline, prioritizing verifiable learning over isolated and overfitted metrics.
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4 Open Letter: Post-Selection Misconduct in Your ICDL 2025 Paper

Juyang Weng, Brain-Mind Institute and GENISAMA, USA.
Email: jweng @genisama.com

For a photo of the author, see page 3 of the same issue.

To:
Giulio Sandini, Italian Institute of Technology, Email: giulio.sandini @iit.it

Jochen Triesch, Frankfurt Institute for Advanced Studies, Email: triesch @fias.uni-frankfurt.de

Dear Giulio and Jochen:

Giulio replied “sure” in his response to my intent “I look forward to reading your machine learning
paper.” I randomly and respectfully selected one of his papers. My friend Jochen Triesch happened to be its
co-author. Therefore, he is also welcome to respond. Let us simply recall the “ICDL 2025 paper [1]” in our
upcoming dialogues.

I guess you will defend that the paper does not suffer from post-selection misconduct. Please feel free
to reply to all here, as all your responses will appear in the next issues of the IEEE AMD Newsletters and
the PopAl Magazine. Thank you for helping our readers.

I quote from your ICDL 2025 paper, Sec. II.B, 2nd paragraph: “A soft-argmax function is applied to
sample one pixel among the ones with higher value across the filtered maps.”

This soft-argmax appears to be a form of post-selection misconduct: selecting the luckiest sample(s)
among random samples based on their luck on a validation set (for which the authors know the answers). I

allege three flaws:
1. Cheating in the absence of a test (the luckiest sample has not been tested by a disjoint test),
2. Hiding bad-looking data (bad samples that are not as lucky have been hidden and not reported), and
3. Gross exaggerations of the performance in a future test (if there will be one, but not yet).
I am giving a CC to Sourav Bagchi, the Editor-in-Chief of both magazines, so that he would arrange the
publications of this dialogue.
Yours sincerely,

John
Juyang (John) Weng
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S The Discovery of Maximum Likelihood Estimation

The discovery of Maximum Likelihood Estimation (MLE) is one of the most fascinating stories in modern
science. Although the method is universally credited to the British statistician and geneticist Sir Ronald A.
Fisher in the early twentieth century, the core mathematical intuition behind it has a much longer history
dating back to the eighteenth century. The story is best understood in three acts: the early precursors who
discovered pieces of the method, Fisher’s conceptual breakthrough, and his intellectual battle to replace the

dominant statistical philosophy of his time.

Act I: The Precursors (1760-1809)

Long before MLE was formally named, eighteenth-century mathematicians working on astronomy, survey-
ing, and navigation faced a common problem: How should multiple conflicting measurements be combined
to estimate the “true” value? The roots of Maximum Likelihood Estimation can be traced back to early work

in probability and error analysis, particularly Bernoulli’s and Gauss’s early developments [1, 2].

e Daniel Bernoulli (1778): Bernoulli explicitly wrote out what we would today call a joint probability
density function of independent observations [1]. He argued that instead of blindly taking the arith-
metic mean, one should choose the parameter value that maximizes this product. However, he did not

have the foundational calculus framework to generalize this into a universal theory.

e Carl Friedrich Gauss (1809): While attempting to track the dwarf planet Ceres, Gauss approached
the problem from the opposite direction [2]. He assumed that the arithmetic mean of observations
represented the most probable true value and then showed that this assumption implied a bell-shaped
error distribution (the Normal distribution). In doing so, he demonstrated that maximizing the proba-
bility of the observed data under a normal model is mathematically equivalent to minimizing the sum

of squared errors, thereby establishing the Method of Least Squares.

Despite these remarkable insights, these early efforts were regarded mainly as isolated numerical techniques

for measurement errors rather than as a unified framework for statistical inference.

Act II: Fisher’s Conceptual Breakthrough (1912-1922)

The modern formulation of Maximum Likelihood began with a third-year Cambridge undergraduate named
R.A. Fisher. In 1912, at only 22 years old, Fisher published the paper “An Absolute Criterion for Fitting
Frequency Curves” [3]. He was dissatisfied with the dominant statistical tools of the time—particularly Karl
Pearson’s Method of Moments—which he regarded as mathematically arbitrary and statistically inefficient.

Fisher’s breakthrough came from changing how probability models should be interpreted. Consider a

probability density function f(x | 0):

e Probability: The parameter 0 is assumed known (for example, a fair coin with 8 = 0.5), and the

model predicts the probability of observing a particular dataset x.
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e Likelihood: The dataset x has already been observed, but the parameter 0 is unknown. One varies 6
hypothetically to determine which parameter value makes the observed data appear least surprising.

Fisher realized that by multiplying the probabilities of independent observations together to form the likeli-
hood function,

n

L(6 | x1.x2,....5,) = [ f(xi | ). (1)

i=1
and then maximizing this function (or equivalently its logarithm), one could systematically obtain the best
parameter estimate supported by the observed data.

Act I1I: Replacing Inverse Probability (1922)

Although Fisher had largely developed the mechanics of likelihood by 1912, he spent the following decade
refining its conceptual foundations. At the time, statisticians commonly relied on Inverse Probability (an
early precursor of Bayesian inference), which required assigning a prior distribution to unknown parameters
before any data had been observed. Fisher strongly opposed the use of subjective priors, which he regarded
as scientifically unjustified assumptions.

In his landmark 1922 paper, “On the Mathematical Foundations of Theoretical Statistics” [4], Fisher
established several foundational ideas that transformed modern statistics:

1. He formally introduced the term “Maximum Likelihood.” Fisher emphasized that likelihood is
fundamentally different from probability: likelihoods do not integrate to one and obey different math-

ematical principles.

2. He established much of the language of modern statistics. In developing the theory of MLE, Fisher
formalized concepts such as parameter, statistic, consistency, and efficiency.

3. He demonstrated the asymptotic optimality of MLE. Fisher showed that, as sample sizes become
large, the Maximum Likelihood Estimator is asymptotically efficient, meaning that no other consistent

estimator can asymptotically extract more information from the data.

Legacy

Fisher’s work fundamentally transformed modern science. Before MLE, parameter estimation for complex
models often relied on ad hoc procedures and problem-specific tricks. Fisher converted parameter estimation
into a systematic mathematical framework grounded in optimization and probability theory [4].

Today, Maximum Likelihood Estimation remains one of the central engines of modern data science. Ap-
plications ranging from logistic regression to genetic analysis rely heavily on likelihood-based optimization.

However, an important clarification to Gemini’s output is in order: Because Softmax function turns raw
model outputs (logits) into fake probability values, directly minimizing a fake negative likelihood func-
tion using Softmax (e.g., in deep learning and PyTorch/TensorFlow code blocks) does not correspond to
Maximum Likelihood Estimation at all because no real probabilities are used by Softmax.
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6 Advance Announcement: BMI Enhancement Degrees

Brain-Mind Institute, 4460 Alderwood Drive, Michigan USA

Terminology

Enhancement host (EH): Brain-Mind Institute (BMI)
Original host (OH): another university other than BMI (e.g., Princeton University).

Motives

BMI proposes BMI Enhancement degrees. An enhancement degree is to provide a new kind of enhancement
degree on top of a typical degree in a conventional university or institute of higher education, including
undergraduate, master and doctoral degree programs.

The enrolled students will not only get a degree from the OH, but also an enhanced degree from the EH.
This degree enhancement does not need to be approved by the OH, but needs to get approval from the EH
after admission.

The goal of the Enhancement Degrees is to train future leaders to take on the grand challenges of artificial

intelligence (AI), which a conventional degree is ill-prepared for.

Steps
1. Application to BMI for applicants who attended at least one BMI Conscious Learning Summer School
(the first year: 2026).
2. Admission into BMI.

3. Each semester, co-design an enhancement program within the limitation of credits of the OH. The

goal is that each student takes a typical number of credits in the OH, with a normal load, not overload.

Financial support from EH

1. BMI-Passed courses that are only in the registered program of the OH: EH reimburses 10% of the

tuition.
2. BMI-Passed courses that are only in the program of EH: EH reimburses 90% of the tuition.

3. BMI-Passed courses that are both in the program of OH and the program of the EH: EH reimburses
45% of the tuition.

4. Reimbursement is carried out within the first week after the student receives official scores for each

semester from OH.

5. The student works 50% time for EH during the summers and 25% for EH during semesters with the
offered hourly pay from EH (not free).

22



Vol. 20, No. 2 AMD Newsletters May 2026

7 IEEE TCDS Table of Contents
Volume 18, Issue 2, April 2026
Grasp Representation and Detection With Consistent Path in Robotic Grasping
L. Chen, Z. Li, J. Yang, Z. Lu, P. Wu and T. Chen

CIDDA: Classifier-Driven Implicit Discriminator Domain Adaptation for EEG-Based Emotion
Recognition and Depression Severity Grading

R. Hu, Z. Yang, J. Shan, N. Su, Y. Tang, H. Yan, X. Lv, D. Fu, H. Zhang, T. Jiang and N. Zuo

Astrocyte Regulated Neuromorphic Central Pattern Generator Control of Legged Robotic

Locomotion
Z. Han and A. Sengupta

Augmented Hierarchical Scene Prior Learning With Context-Based Scene Completion Network for
Visual Semantic Navigation

J. Kang, C. Zhu, B. Chen, P. Zhong, H. Yang and T. Zou

Grading of Developmental Dysgraphia Severity in Children: Multimodal Dataset and Classifier
Fusion

J. Kunhoth, M. Saleh, S. Al-Maadeed, P. Drotar and Y. Akbari
Typing to Listen at the Cocktail Party: Text-Guided Target Speaker Extraction
X. Hao, J. Wu, J. Yu, C. Xu and K. C. Tan
A Minimal Model for Emergent Collective Behaviors in Autonomous Robotic Multiagent Systems
H. B. Jond
Efficient 2-D/3-D Gaze Estimation Using TGGNet: A Transformer Graph Approach
R. Yahyaabadi and S. Nikan

A Cooperative Multiagent Reinforcement Learning Method Based on Reward Decomposition for
Scalable Agent Environments

S. Wei, Z. Zhao, X. Feng and H. Yu

NI-SSCL: A Neuroplasticity-Inspired Method for Semisupervised Continual Learning

23



Vol. 20, No. 2 AMD Newsletters May 2026

G. Xie, Y. Sun, X. Xu, H. Fu, Y. Shi and X. Hu

Parallel Brain—-Computer Interface: Collaborative Control and Perception Based on Multibrain
Division of Labor

Z.Ye, Y. Yu, Y. Zhang, Z. Zhou, D. Hu and L.-L. Zeng
Graph Reinforcement Learning-Based Reachability Map for Generalized Mobile Manipulation
L. Jiang, J. Ren, Z. Zhou, Y. Qu, Z. Zheng, H. Lu and M. Wu

Semantic and Instance Information Interactive Mining for Semisupervised Deep Facial Expression
Recognition

Q. Zhou, Y. Xu, D. Xiong, X. Wu, J. Zhou and Y. Wang

PIT-NBYV: Poisson-Informed Transformer for 6-DOF Next Best View Planning in 3-D Object
Reconstruction With Narrow Field of View

D. Lim, C. Park, J. Kim, J. Hong and S. Han

Is There a Specific Motor Signature of Autism? Exploratory Studies From Human—Machine

Interaction
S. Gauthier, S. M. Anzalone, J. Xavier, S. Boucenna, A. Berthoz, M. Chetouani and D. Cohen
SPECI: Skill Prompts Based Hierarchical Continual Imitation Learning for Robot Manipulation
J. Xu and X. Nie
Sarsa-Augmented Off-Policy Reinforcement Learning
N. Pang, L. Huang, B. Dong, H. Chen, X. Wang and W. Zhang

The Interplay Between the Oculomotor and Auriculomotor System: Implications for
Human-Machine Interfaces

A. Schroeer, F. I. Corona-Strauss and D. J. Strauss
Socially Aware Robot Navigation With Meta Reinforcement Learning: A Field-Theory Perspective
S. Lu, B. Chen, P. Zhong, T. Zou, H. Yang, R. Liu and Y. Sheng
Semantic Image Clustering With Deep Learning
H. Hou, S. Ding, X. Xu, L. Guo, L. Ding and X. Wu

Grouped Successive Multivariate Variational Mode Decomposition With Application to EEG Signal
Processing and Connectivity Analysis

D. Wu, S. Zhang, Y. Gao, D. Wang, T. Jiang, P.-P. Vidal and J. Cao

24



	The cover image
	AMDNL-V20-N2_tan-weng.pdf

