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Abstract—With the advent of next-generation sequencing and 
culture-independent methods, we now are accumulating an 
enormous amount of metagenomic data from microbial 
communities. These data sets are large, hard to assemble, and 
might encode rare or novel proteins, posing new computational 
challenges for protein homology search. This paper presents a 
novel protein homology search algorithm that combines the 
salient features of pairwise sequence alignment programs such 
as Blast and protein family based tools such as Hmmer. It is 
optimized for protein annotation in metagenomic data sets 
because: 1) it is fast, 2) it can classify short protein fragments 
encoded by individual sequence reads, 3) it can find homologs 
to novel or rare protein families when there is not enough 
member sequences to build a probabilistic model. Our 
algorithm builds a new indexing data structure called 
BlastTree, which can index a large sequence family database 
because of our effective compression techniques. In addition, 
BlastTree fully exploits sequence family membership 
information to improve homology search sensitivity.  When the 
BlastTree Search algorithm is incorporated into Hmmer, it 
runs in a fraction of the time with comparable quality. 

Keywords-component; Bioinformatics, Metagenomic, Blast, 
Hmmer, Trie, Homology 

I. INTRODUCTION

Protein annotation, which targets characterizing a 
protein's structure and biological function, plays an essential 
role in understanding the biology of diverse organisms. A 
fundamental step in annotating a protein is to search for its 
homologs in an existing protein sequence database, as these 
homologous sequences can provide important clues to the 
function of the query. Driven by new requirements of high 
efficiency and sensitivity, numerous efforts have been made 
for protein homology search. Representative tools include 
pairwise sequence alignment programs such as Blast[31] 
and probabilistic model based tools such as Hmmer[3]. 

A. Motivation for This Work 
In this work, we are particularly interested in annotating 

proteins encoded in metagenomic data sets. With the advent 
of next-generation sequencing and culture-independent 
methods, we now are accumulating an enormous amount of 
metagenomic data from microbial communities colonizing 
different human tissues and natural habitats. Some recent 
projects include data sets from an acid mine biofilm [32], 
seawater samples [29][35], deep-sea sediment [34], or soil 
and whale falls [33]. Protein homology search is an 

important component of functional analysis of metagenomic 
data sets. Automatic annotation tools such as MG-Rast[24] 
and Megan[25] utilize sequence comparison tools such as 
BlastX to compare metagenomic sequences to existing 
protein sequence database such as NCBI-NR, 
SwissProt[17], etc. As useful as these tools are, several 
properties of metagenomic data from the mammalian 
microbiomes or natural environments pose new 
computational challenges for protein homology search. 
First, microbiomes have large sizes -- hundreds of 
megabases to gigabases. In addition, their genes occur at 
high density[27], encoding a large number of proteins. For 
example, the data set from the MetaHIT (Metagenomics of 
the Human Intestinal Tract) project includes 576 Gb of 
sequences with more than 10.7 Gb of contigs[29]. The sheer 
amount of data poses a computational challenge for 
homology search. With the advances of the next-generation 
sequencing technologies, efficient homology search will 
become increasingly critical. Second, for highly 
complicated metagenomic data sets where sequence 
assembly is not feasible, only short protein fragments can be 
derived. On average there is about one open reading frame 
per 1000 base pairs (bp) in bacteria. The average read length 
varies from 25-35 to around 450 bp for the next-generation 
sequencing methods currently in production use. Depending 
on gene size, some metagenomic sequence reads may only 
contain a short protein fragment, which may not be aligned 
with existing protein families with high confidence. Third, 
various evidence supports that metagenomic sequencing can 
reveal a large number of new proteins or new protein 
families[30][29]. For example, a total of 69,901 novel genes 
were identified from microbial sequences collected from the 
Sargasso Sea[29]. In addition, some bacterial genomes 
might encode proteins that have not been reported in the 
Domain Bacteria. For instance, Rhodopsins were recently 
reported in Bacteria for the first time[20]. Therefore, protein 
homology search tools that are optimally designed for 
metagenomic data should meet the following requirements: 
1) they need to be highly efficient in order to handle the 
enormous amount of data; 2) they need to be able to find 
homologous sequences to short fragmented protein 
sequences; 3) they must be able to achieve high sensitivity 
for detecting remote protein homology and members of very 
small protein families. 

Although Blast-like tools including BlastP[26] and 
BlastX can be efficiently used for homology search, various 
experiments have shown that pairwise sequence comparison 

2010 IEEE International Conference on Bioinformatics and Bioengineering

978-0-7695-4083-2/10 $26.00 © 2010 IEEE

DOI 10.1109/BIBE.2010.74

58



tools have lower sensitivity for detecting remotely related 
protein homologs[23][22][21]. More sensitive protein 
homology identification tools search a query's homologs in 
protein family databases [12][13][6][14][16][18][19]. These 
databases contain many thousands of sequence motifs, each 
describing one or more domains common to a protein 
family. Among family-based search tools, Hmmer[3], which 
compares a query protein sequence with protein families 
and their associated profile hidden Markov models, is 
highly sensitive. However, directly applying Hmmer to 
large-scale metagenomic data sets faces several problems. 
First, although the speed of Hmmer has been significantly 
improved, it can still take several CPU days to compare 
millions of sequences to the Pfam database. As the size of 
data sets and databases continues to grow, there is an 
increasing need for faster homology search tools. Second, 
our experiments have shown that Hmmer's performance on 
classifying short sequences is worse than Blast. Third, the 
success of Hmmer relies on probabilistic models for each 
protein family. But it is difficult to train a reliable 
probabilistic model for rare or novel protein families that 
contain only several member sequences. 

In this work, we design and implement a new protein 
homology search tool that combines the salient features of 
Blast and Hmmer. It has several advantages: 1) it is faster 
than the latest version of Hmmer, 2) it has a better 
sensitivity to classify short protein fragments, and 3) it can 
search against protein families with a small number of 
members. The efficiency of our tool stems from: 1) a suffix-
tree based indexing structure for a large number of protein 
families, and 2) a hierarchical classification framework that 
quickly identify close homologs while allowing more time 
to search for remote homologs. Furthermore, our new 
BlastTree indexing structure utilizes family membership 
information, rendering better sensitivity for remote protein 
homology search than Blast. It can classify a query into its 
family even when there is no close homolog known.  

Our tool can be used in two ways. For users who need an 
efficient scan of a large sequence database while allowing 
for the sacrifice of some sensitivity, our tool can be used as 
a standalone program to do very fast homology searches. 
Experiments have shown that our tool can classify 10,000 
sequences per second on a desktop when the sequences have 
highly conserved regions. For more remote homologs, our 
tool is still 5 to 30 times faster than Blast.  For users who 
value greater coverage1 without loss of sensitivity, our tool 
can be used as a filter of Hmmer. We tested the combined 
program (our BlastTree Search plus Hmmer) on classifying 
protein fragments with sizes from 25 to 200 amino acids 
into protein families in the Pfam-A database. The 
experimental results demonstrate that the combined program 
BlastTree Search and Hmmer (BlastHmmer) is about 5 
times faster than Hmmer 3.0 while keeping similar 
sensitivity . 

                                                          
1 Coverge = percentage of the query data set that returns a result other than  
   “unknown”. 

B. Related Work 
Hmmer achieves high sensitivity by comparing a query 

to profile hidden Markov models (pHMMs) representing 
protein families, however, it still incurs a relatively high 
cost to search millions of sequences produced by the next-
generation sequencing technologies. A path to faster pHMM 
database search is to design a computationally efficient filter 
that rapidly eliminates protein-motif pairs that would not be 
matched by a full pHMM comparison. Different filtration 
strategies have been used for fast profile HMM search. In 
our previous work, we designed regular expression 
patterns[4] and profiles[5] as filters to accelerate protein 
homology search. These filters work very well on highly-
conserved protein families. But they cannot achieve 
significant speedup for less conserved ones. The 
HmmerHead algorithm[3] uses a multi-stage, BlastP-like 
approach. HmmerHead searches for short amino acid strings 
that appear in the motif with high probability, extends these 
matches by a partial Viterbi algorithm, and finally uses the 
full Hmmer software on matches that pass the filter. Despite 
high sensitivity, partial Viterbi algorithm still incurs high 
computational cost. In hardware, the TimeLogic 
DecypherHMM[1][2] and CompuGen Bioaccelerator 
(http://www.cgen.com/) engines implement a simplified 
pHMM Viterbi algorithm on an FPGA platform. In contrast 
to these approaches, our work creates a compressed suffix 
tree for a protein family database. Exact and approximate 
matches to the family tree are used as a filtering stage. 

The latest version of Hmmer, Hmmer 3.0, achieves 
comparable speed to Blast using acceleration heuristics. It 
uses multi-stage alignment strategies to reduce the search 
space. These stages are ungapped multi-segment Viterbi 
alignment, Viterbi gapped optimal alignment, and full 
forward alignment. Despite significant speedup compared to 
previous versions of Hmmer, it can still take several CPU 
days to classify millions of sequences. 

Pairwise sequence comparison tools such as Blast are 
usually less powerful than protein-family based search for 
remote homologs. However, by linearly combining multiple 
pairwise sequence comparisons between a query and all 
member sequences of a protein family, Grundy’s tool[15] 
outperformed profile HMM based tools in terms of 
sensitivity.  Our work has a similar advantage of exploiting 
family membership to classify a query that cannot produce 
high alignment score with a single protein sequence.  

In this work, we created a BlastTree data structure to 
index a whole Pfam protein database. Indexing a protein 
sequence database using suffix tree-like data structures was 
implemented in previous works[7][8][9][38]. QUASAR 
built index for fixed length substrings (q-grams). Yang et. 
al.[9] created a suffix-tree based index structure for protein 
sequences to support approximate match. However, their 
data structure did not account for the family membership of 
each sequence, which is important for remote protein 
homology search. Bejerano and Yona designed probabilistic 
suffix trees (PSTs) to represent each protein family in Pfam. 
PST is able to represent well-conserved patterns for each 
protein family and is relatively fast. A big difference 
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between their indexing structure and ours is that we create 
one indexing structure for all protein families. Thus, when 
comparing a query sequence against a protein family 
database, multiple protein families are searched in parallel 
and irrelevant families will be excluded efficiently. 

The remainder of the paper is organized as follows:
First, we introduce our indexing structure – BlastTree. Next, 
we elaborate the search algorithm against BlastTree. We 
will also describe our tree-building and compression 
methods. Finally, we validate and compare our methods to 
Blast and Hmmer 3.0 using the Pfam-A protein family 
database[13] and two datasets from NCBI [36] samples. 

II. BLASTTREE

Our homology search tool adopts a hierarchical 
sequence match framework. Exact matches will be first 
employed to identify close homologs to a protein family. A 
query sequence is compared to seed sequences of a protein 
family. A linear combination of multiple local match lengths 
will be used to decide its membership. Our experiments 
demonstrate that a large number of query sequences can be 
classified in the first step without resorting to more 
complicated alignment procedures. For more remote 
homologs, a series techniques are used to perform 
approximate matches.  The tool is easily and highly 
configurable.  As such, the search space was extensively 
explored and a set of suitable techniques and parameters 
were selected to provide performance and sensitivity. In 
order to ensure high match efficiency, we use a suffix tree 
based indexing data structure to organize protein families. In 
this section, we introduce BlastTree, our primary data 
structure used in the algorithm. In the next section, we focus 
on the search algorithms.  

A BlastTree is built on all seed sequences of all protein 
families in a family database such as Pfam-A, where seed 
sequences are validated members of a protein family. We 
use seeds and seed sequences interchangeably depending on 
context. Following the basic idea of a suffix tree, a 
BlastTree contains all the suffixes of all the seeds of a 
protein family database.  One of the biggest challenges of 
building such a tree is how to optimize space since a 
collection of all possible seed suffixes would be at least 100 
times larger than the original seed set.  The purpose of this 
section is to describe how a BlastTree is built and how to 
“optimize” the tree so that it can be built faster, searched 
faster, and still take up significantly less space.  But first, we 
need to discuss building an unoptimized tree.  

A. BlastTree Structure 
A BlastTree is a unidirectional linked tree containing all 

the suffixes of all of the seeds in a protein family database.  
In addition to sibling and children pointers, each node of the 
tree contains a seed character and an ID of a protein family 
that the suffix comes from.  When a suffix is added to the 
tree, new branches of nodes may be created.  Any new node 
will always have a family assigned to it.  However, as more 
suffixes are added to the tree, a node may end up being used 
by two or more suffixes from different families.  In such a 
case, the family ID of the node is uncertain and is set to be 

“unidentified”.  In the examples below, the nodes with 
unidentified families are represented with a “?”. 

Below, we use a simple example to explain the building 
of a BlastTree.  The input to the tree building procedure is 
three protein families f1, f2, and f3, where f1={CCEFG, 
ACCEF}, f2={CEGGG}, and f3={DACEF}. Although real 
protein sequences are composed of 20 residues, for this 
example, we assume that the alphabet is {A,C,D,E,F,G}.  
Table 2.1 contains all the 20 suffixes for the four sequences. 
Figure 2.1 shows the suffixes in a BlastTree. 

Figure 2.1 is an unoptimized BlastTree. It has several 
characteristics that motivated us to design a compression 
technique. First is that the upper nodes of the tree tend to be 
fully populated. Specifically, the nodes near the root have 
the same number of children as the size of the string 
alphabet.  Second is that there are strings of singletons 
before leaf nodes.  A singleton is a node with no siblings.  
This paper will focus on strings of singletons at the bottom 
of the tree that we call tails.  A single seed sequence will 
tend to produce many tails.  For instance, Figure 2.1 shows 
that the seed sequence “CEGGG” produced three tails in 
this tree.  As can be seen in Figure 2.2, we can take 
advantage of these characteristics to significantly optimize 
the tree. 

Table 2.1: Suffixes of all seeds 

 Figure 2.1: Unoptimized BlastTree:  
A tree of suffixes of all seeds in all protein families 

Figure 2.2: Optimized BlastTree 

Seed=CCEFG: 
“f1” family 

Seed=ACCEF: 
“f1” family 

Seed=CEGGG: 
“f2” family 

Seed=DACEF: 
“f3” family 

CCEFG ACCEF CEGGG DACEF 
CEFG CCEF EGGG ACEF 
EFG CEF GGG CEF 
FG EF GG EF 
G F G F 

60



An optimized tree is going to have three data structures.  
The top most data structure is an array of pointers that point 
to branches of the tree.  The bottom structure is a single 
array containing all of the seeds.  The middle structure is a 
trie except the leaf nodes may have an index within the 
array of seeds. The array of pointers at the top of the tree 
usually represents more than one level of the tree.  With a 
small alphabet, and a large number of suffixes, the top 
several layers of a tree are very likely to be fully populated.  
Assuming an even distribution, the depth of the tree that is 
expected to be fully populated can be calculated with the 
formula: 

       d    ln(N)  /  ln(I)  (1) 
where: d = Depth expected to be fully populated 

     N = Number of seed suffixes 
      I  = Size of alphabet 

This means that the first  d  characters of a query can be 
converted into an index into this array.  As a result, a 
BlastTree Search can find the correct branch of the tree with 
one calculation.  In section 3.C,  d  will also be used in the 
BlastTree Search algorithm to search the dense portion of 
the tree where the family of a node is usually unknown. 

The purpose of the bottom array of seeds is to compress 
tails.  This becomes an easy process by narrowing the 
definition of a tail to include the following: The parent node 
of a tail will always be from a single seed.  This means the 
first node of a tail will always have a family, and that the 
rest of the tail will be found within the array of seeds. 
Compressing tails makes a large reduction in space 
requirements since tails are effectively "large leaf nodes" 
and leaf nodes usually represent the majority of nodes 
within a tree. 
B. Space Savings  of BlastTree Structure 

As mentioned, the fanout of the tree drastically changes 
for different levels of the tree.  The top of the tree is 
effectively fully populated.  This is followed by a few levels 
with some fanout.  Most of the tree below that are 
singletons.  Figure 2.3 shows this distribution. 

The figure plots three kinds of tree nodes.  
“unOptimized” is the number of nodes in the tree if no 
compression  method was used.  “Optimized” is the number 
of nodes in the tree with singletons replaced with pointers to 
arrays of seeds.  Lastly, “?Fam” are nodes representing 
seeds from two or more families. 

As can be seen, the tree is fully populated up to a depth 
of 5.  Recognizing that each character of each seed will 
generate one suffix, the total number of suffixes for these 
seeds will be about 32 million.  Using formula (1) from 
above, we have: 

    d  <= ln(N)  /  ln(I) = ln(32,000,000) / ln(20) =5.59 (2) 

This closely matches the dense depth shown in Figure 
2.3.  After that, the fanout drastically drops and most nodes 
are singletons by a depth of 10.  However, the tree continues 
to have nodes well past a depth of 100.  In Figure 2.3, the 
difference between lines for “unOptimized” and 
“Optimized” represents the space saving of compressing the 
singletons.  Since it is a log scale chart, it is clear to see the 
space requirements are reduced to a very small fraction of 
the uncompressed tree.  In our experiments, BlastTree took 
1/60th the size of the unoptimized tree.  This reduced the 
space requirements of the program to less than 1.5 GB, so 
even an older desktop PC or embedded controller could 
easily run it.   This space saving also translates into a time 
savings during initialization by eliminating the processing 
needed to create nodes.  In all, the entire tree can be created 
in under 40 seconds on a desktop system. 

III.QUERY PROCESSING ALGORITHMS USING BLASTTREE

Based on the definition of BlastTree, we will present an 
algorithm called BlastTree Search for classifying a large 
collection of query sequences into existing protein families. 

A. Algorithm Outline 
Our BlastTree Search (BTS) algorithm adopts a 

hierarchical sequence match framework. In the first stage, 
exact matches are used to classify sequences that share a 
strong sequence similarity to seed sequences of a protein 
family. For the remaining sequences that cannot be 
classified by exact matching, more complex matching 
criteria are employed.  The advantage is that a large number 
of queries will be classified in the first stage in a very short 
time, reducing the input size for the more time-consuming, 
but more sensitive, approximate matching stages. The two 
stages are switched automatically in our algorithm. In the 
next two sections, we explain these two steps.  

B. Searching for Conserved Regions Using Exact Matches

The purpose of this section is to describe how the 
BlastTree is searched for exact matches.  This step is mainly 
used to classify close homologs to seed sequences of a 
protein family. A successful match depends on two 
important criteria, length of the match and uniqueness of the 
matching family.  It is expected that a single query suffix 
will have zero or one successful matches.  A query has 
many suffixes, and they may match different families.  
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Figure 2.3: Distribution of nodes in a BlastTree. 
The data is all suffixes of all seeds of Pfam-A. 
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Some method for determining which family is the most 
likely family of a query sequence needed to be developed.  
This is achieved by keeping track of the set of matches.  
Each family match will have an associated value.  These 
values help to determine which family is the most likely 
family of a query.  Each value is determined as follows: 

  VF  =    len(P)   for each match of family  F       (3) 
  where len(P) is the length of a single matching substring. 

Long matches are weighted more heavily than short ones.  
This is especially true since portions of a long prefix will be 
at the beginning of several query suffixes and will increase 
the value of V

F
 multiple times. 

C. Searching for Less Conserved Regions 

Exact matches are fast and easy. However, gaps, 
substitutions, insertions and deletions must be scored to 
allow bigger evolutionary distance between homologous 
sequences. Our experiments have shown that using exact 
match works well in about half of the input queries 
randomly extracted from the protein sequence database.  For 
the rest of the cases, multiple edits on the query are 
necessary to find approximate matches to seeds in a protein 
family.  

We use several matching techniques.  As mentioned, the 
tool is highly and easily configurable.  Matching is driven 
by a pattern string.  Characters within the pattern string are: 

=  :  character must be an exact match 
+  :  a substitution matrix must return a positive value 
S  :  a cumulative score must remain positive 

An example pattern string is “+=+S”.  This means the 
first and third characters must have a positive substitution, 
the middle character must be an exact match, further 
searching is limited by requiring a positive substitution 
score. An additional parameter defines whether the final 
result is limited to a single longest ungapped match or if 
gapped matching is allowed.   

However, a query can be very long and can produce a 
large number of neighbor sequences. These sequences 
correspond to different search paths in the BlastTree and can 
incur high computational cost. Thus, we must effectively 
prune the search space without degrading the sensitivity of 
homology search. First, we take advantage of the property 
of our BlastTree that it stores all the suffixes of seed 
sequences. During approximate matching stage, the 
BlastTree Search (BTS) algorithm loops through all of the 
suffixes of a query.  Since the BlastTree has all possible 
suffixes for all seeds, it is not necessary to spend extra 
processing time matching a seed suffix that does not match 
well.  That is, if the prefix of a query suffix is not matching 
any seed suffix, it is quickly abandoned and the next query 
suffix is processed.  This approach provides a very quick 
way of performing multiple local alignment matching.  
Second, we limit the search results by using either a match 
criteria or a minimum score.  Third, we progressively 
increase the allowed edit distance using a multi-stage 
approximate match. Thus, even though the neighborhood 

size might increase, the number of queries is decreasing 
from stage to stage.  

The PrefixSearch() function implements the phases of 
BTS and is described in Figure 3.1.  In summary, the 
parameters used to define the method of search and the 
allowed results are: 
  Pattern  Pattern used to match characters. 
  Threshold Minimum score an ungapped match must 
  have to be added to the list of matches. 
  Ratio  IF returning one result,  

THEN the ratio of the scores between the 
highest and second highest family must be 
greater than Ratio. 

  ELSE the phase does NOT return a result 
   PruneScore Instead of zero, the score must be above 

PruneScore for the search to continue. 
   All  IF All=TRUE THEN  all families above 
  Threshold are returned instead of just  

the highest. 
Combined, these discrete and predefined values affect 

the number of paths explored by BTS.  A high threshold 
may remove low scoring matches, but it also may prevent 
many low scoring blocks from creating a high score2.  Since 
the fanout of the BlastTree is large at the top of the tree, it is 
important to “prune” the search space as near the top as is 
possible to reduce the search space.  PruneScore does just 
this.  However, unless the pattern match is short (i.e.: three 
characters), PruneScore is not required. If the prefix of a 
suffix has a low score, then no further branches with that 
prefix are considered and large portions of the BlastTree are 
“pruned” from analysis.  The PrefixSearch() algorithm that 
does this is in Figure 3.1. 

Figure 3.1: PrefixSearch() is the portion of BlastTree Search to  
match less conserved regions 

                                                          
2 The scoring matrix can also be set.  However, like Blast, blossum62  
   seems to work best in most circumstances. 

PrefixSearch(Query Suffix) algorithm 
EDITS =set of all possible edits of a QUERY suffix such that:
  1) Each EDIT matches Pattern 
  2) EDIT is of length  d

3) EDIT has a score above PruneScore 
PATHS =set of all possible paths in a branch such that: 
 1) The minimum score is above zero 
 2) The last node belongs to only one family 

Results={} 
FOR Edit = each member of EDITS 
   Branch = BlastTree branch corresponding to Edit 
   FOR Path = each member of PATHS from Branch 
        IF the last node of Path is in a tail 
            THEN use seed to extend Path in both directions 
        IF maxscore of Path > Threshold 
            THEN add Path to Results 
RETURN Results 
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IV. RUNNING TIME ANALYSIS

This section will help to explain why BTS is faster than 
other approaches.  It will also explain how to “tune” BTS.  
Tuning is the supervised portion of the algorithm in which 
parameters are selected through experimentation with 
known datasets. 

For algorithms such as Blast or Hmmer, the processing 
time needed to classify a query is on the order of:

O( Len(Query)  *  Len(Model)  *  #_of_Families )    (4) 
where: Model = representation of family 

The model used to represent a family can vary greatly.  
It could be as long as the sum of all seed sequences of a 
family.  However, it usually is close to the sum of the length 
of conserved regions within a family.  As such, the size of 
the model is on the same order as the size of the query.  
However, the dominating factor in analysis is the number of 
families.  Not only is this significantly larger than the query 
size, it is a value that is constantly growing. 

BTS, however, has a processing time on the order of: 

   O( Len(Query)  *  Depth_of_Search  *  #_of_EDITS )  (5) 

Although the two formulas are similar, the values used 
by BTS are much smaller.  The number of query suffixes is 
Len(Query), so this value is the same between formulas.  
However, Depth_of_Search is generally how deeply the tree 
is searched before a bad search is abandoned.  From section 
2, it was noted that the tree is very dense for the first few 
layers (see Figure 2.3), but sparse after that.  
Depth_of_Search is O( ln(Number of seed suffixes) / 
ln(Size of alphabet) ).  For Pfam-A, this is about 6 
(generally much smaller than the query).  The 
“#_of_EDITS” is the number of possible permutations 
caused by applying edits to a query suffix.  Even for a short 
suffix, this can be a very large number on the order of 206.  
However, it is also a number that can be controlled by 
tuning the parameters mentioned in the last section and ends 
up being much less than the number of families. 

V. EXPERIMENTAL EVALUATION

Our tool can be used in two ways. For users who need an 
efficient scan of a large sequence database, our tool can be 
used as a standalone program to do very fast homology 
searches.  For users who require more coverage, our tool 
should be used as a filter of Hmmer.  All comparisons were 
conducted using an AMD PHENOM 2.8Ghz PC with 4 GB 
RAM, running Suse Linux 11.1 x86_64.  Programs were 
compiled as 32 bit single-threaded executables using gcc 
4.3.2. 

A. Performance on Known Dataset 

The first analysis was performed on a known datasets.  
They were generated by extracting one random substring 
from each family from non-seed sequences from the 
Pfam-A DB.  In this case, that means 8 datasets of 10,212 
records each.  The first has records of length 25, the second 
of 50, ..., the last of length 200.  Each dataset was analyzed 

by four programs: BlastTree, BlastHmmer, Blast, and 
Hmmer 3.0.  The results are show in Figures 5.1-5.3. 

Figure 5.1: Time needed to analyze eight datasets created from  
non-seed Pfam-A records. 

Figure 5.2: Percent of records classified 

Figure 5.3: Percent of records miss-classified 
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As can be seen in Figure 5.1, BlastTree Search is 
significantly faster than Hmmer or Blast.  Since BlastTree 
Search looks at the entire seed DB rather than a single seed, 
or a single family, it can classify much faster.  If it was just 
highly conserved homologs, it would even be faster.  Figure 
5.2 shows BlastTree’s coverage is a little lower than 
Hmmer’s and Blast’s, but it is very close.  BlastHmmer is 
faster than Blast and Hmmer, and has comparable coverage 
and error rates.  Hmmer does have the smallest error rate, 
but it comes at a great time cost.  As will be seen, this is true 
for real data as well. 

B. Performance on real  data 

Two real world datasets from NCBI samples have a very 
different profile than fragments from sequences in Pfam-A.  
The two datasets created by sequencers are: 

SRR000021_1: 5.2 MB with 132,798 records 
SRR000637 : 11.3 MB with 174,784 records: [37] 

These datasets were selected because they had longer 
sequences and are from interesting studies.  SRR000021_1 is 
from the Human HapMap study.  SRR000637 is from a 
mapping of the Gallus Gallus chicken genome. 

As Figures 5.4 and 5.5 show, genome data extracted from 
samples are not as easily classified as data extracted from 
databases like Pfam-A.  Not only are they diverse and hard to 
classify, they are also big.  These datasets are relatively small 
NCBI datasets, but they still took a CPU day to analyze all of 
the data.  Even with that, Figure 5.5 shows Hmmer classified 
less than 1% of the data.  BlastTree/Hmmer, however, was 
able to classify 50% of the SRR021 data, and it did so in 1/5 
of the time.  Better still yet, BlastTree Search was able to 
classify SRR637 in under an hour, while Hmmer took nearly 
10 hours. 

VI. CONCLUSIONS 
We have developed an optimized trie structure, 

BlastTree, to contain protein family representative 
sequences and family membership information, along with a 
specialized search algorithm, BTS. As a stand-alone 
classifier, BTS was able to classify most of the tested 
protein subsequences in a small fraction of the time.  This 
makes BTS a useful tool for rapid analysis of metagenomic 
data sets and other large protein data sets currently being 
produced by next-generation sequencing methods.  When 
BTS was used as a prefilter for Hmmer, classification 
accuracy and coverage were comparable to Hmmer but ran 
20 times faster.  Such an increase in speed may be important 
at the sizes of currently produced query data sets.

An implementation of BlastTree Search and 
BlastHmmer (hmmscan_bh) are available. at: 

http://www.cse.msu.edu/~kingstua/BT 

Figure 5.4: Time needed to process SRR637 and SRR021 data sets. 

Figure 5.5: Percent  of SRR637 and SRR021 records classified 
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