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Abstract

In this work, we propose a multi-task convolutional
neural network learning approach that can simultaneously
perform iris localization and presentation attack detection
(PAD). The proposed multi-task PAD (MT-PAD) is inspired
by an object detection method which directly regresses the
parameters of the iris bounding box and computes the prob-
ability of presentation attack from the input ocular image.
Experiments involving both intra-sensor and cross-sensor
scenarios suggest that the proposed method can achieve
state-of-the-art results on publicly available datasets. To
the best of our knowledge, this is the first work that per-
forms iris detection and iris presentation attack detection
simultaneously.

1. Introduction

Biometric systems, including iris recognition systems,
are vulnerable to a number of adversarial attacks that seek
to undermine the security of an application [13]. One such
attack, known as presentation attack, is receiving increased
attention in the literature [24]. A presentation attack1 entails
presenting a biometric sensor with a fake or deliberately al-
tered biometric trait in order to fool the system [13]. Such
an attack can be used to enroll fabricated traits; deliberately
obfuscate an individual’s trait; or even spoof the biometric
trait of another individual [1]. In the context of iris recog-
nition, presentation attacks can be launched using cosmetic
contact lenses, printed iris images, iris videos, drug-induced
iris manipulation, and fake eyeballs [11, 10, 24]. Figure 1
shows examples of some presentation attack artifacts.

The efficacy of these attacks in undermining the security
accorded by operational iris systems has been demonstrated
in the public domain.2 As iris recognition systems are in-
creasingly deployed in critical applications such as border

1For brevity sake, we sometimes refer to presentation attack as PA in
this paper.

2http://www.bbc.com/news/technology-40012990.

(a) Real Live Iris (b) Printed Iris Image

(c) Contact Lens (d) Artificial Eye Model

Figure 1: Output of the proposed Multi-task Presentation
Attack Detection (MT-PAD) scheme. MT-PAD performs
both iris detection and presentation attack detection simul-
taneously, resulting in a bounding box with a presentation
attack score. Purple indicates that the iris image is classi-
fied as “live”, while red indicates that the iris image is clas-
sified as “spoof”. The ocular images are from existing iris
datasets [25, 7, 4].

security, mobile banking, and law enforcement, it is nec-
essary to develop methods that can detect or deflect such
attacks. In this regard, a number of presentation attack de-
tection (PAD) schemes have been developed in the litera-
ture.

Existing iris PAD methods are either sensor-based or
image-based. Sensor-based schemes typically use addi-
tional hardware to capture optical or physiological prop-
erties of the eye [20, 2], while image-based schemes typ-
ically examine the morphological and textural details of
the acquired iris image [8]. Image-based schemes of-
ten use hand-crafted features in conjunction with pattern
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Figure 2: Flowchart of the proposed MT-PAD network,
where the output consists of both the spatial extent of the
detected iris as well as the presentation attack score. Iris
image is from [25].

classifiers [8, 16]. More recently, convolution neural net-
works (CNNs) have been used to automatically learn fea-
ture representation schemes for presentation attack detec-
tion [7, 17, 15]. Image-based methods typically input an
ocular image captured by the sensor; detect the iris region
in the image; and classify the detected region as “Live” or
“Spoof” by employing a binary classifier.3 Thus, most of
the image-based schemes implement an explicit iris detec-
tion step prior to engaging the classifier.

In this paper, we present a unified approach, termed MT-
PAD (Multi-task Presentation Attack Detection), for simul-
taneously performing iris detection and presentation attack
detection. This is accomplished by leveraging a multi-task
CNN learning framework [18, 19], which was originally
used for general object detection. Here, a single neural net-
work is used to both predict a bounding box defining the
spatial location of the iris and generate a PA score denoting
the probability that the detected iris represents a presenta-
tion attack. The output of our proposed method on different
types of presentation attacks is shown in Figure 1. Given an
eye image, the proposed scheme directly learns a mapping
from the raw image pixels to a bounding box and PA score.
This is accomplished by using a detection layer which com-
putes a unified loss for both the iris detection and PAD tasks.
The proposed MT-PAD approach is illustrated in Figure 2.

The main contributions of this work are summarized
here:

• We propose a multi-task PAD approach that can simul-
taneously perform iris detection and iris presentation
attack detection.

• We evaluate the proposed method under both intra-
sensor and cross-sensor settings, involving printed iris
images, cosmetic contact lenses and synthetic digital
irides.

• The proposed approach can also be used as a stand-
alone iris detection method, which can be potentially
used as a preprocessing step for many other iris related
applications.

3In this paper, we use the term “spoof” as a generic reference to the
various types of presentation attacks considered here.

We wish to point out that the proposed method performs
iris detection and not iris segmentation. In the literature, the
term “iris segmentation” is often used to indicate the extrac-
tion of the inner and outer contours of the iris along with a
mask that excludes eyelid and eyelash pixels. In contrast,
here we merely seek to compute a bounding box that tightly
encompasses the iris region.

The rest of the paper is organized as follows. Section 2
presents a literature survey on recent developments in iris
presentation attack detection. Section 3 describes the pro-
posed MT-PAD network used in this work, including net-
work architecture and training strategy. Section 4 discusses
the result of iris detection and iris presentation attack de-
tection on standard datasets. Conclusions are reported in
Section 5.

2. Related Work
In this section, we provide a brief discussion on exist-

ing iris PAD techniques, with a particular focus on recent
convolutional neural network based approaches, since these
approaches have greatly advanced the field compared to tra-
ditional hand-crafted features.

Traditional hand-crafted features that have been used
for iris PAD include Local Binary Pattern (LBP) [8, 6]
and Binarized Statistical Image Features (BSIF) [16, 3].
Other descriptors such as Hierarchical Visual Codebook
(HVC) [23], Bag of Words (BoW) [5], and Spatial Pyramid
Matching (SPM) [9], have also been proposed.

Though hand-crafted features have achieved significant
progress in iris presentation attack detection, their perfor-
mance is still far from satisfactory. In contrast, due to
their ability to extract highly expressive representations, iris
presentation attack detection based on Convolutional Neu-
ral Networks (CNNs) has resulted in impressive accura-
cies [7, 14, 17, 15].

Menotti et al. [14] presented a deep representation based
method termed SpoofNet. This network was further ex-
tended to handle a three-class detection problem involv-
ing textured contact lens, soft contact lens and no-contact
lens images [21]. Rather than learning global features using
CNN, He et al. [7] proposed a Multi-patch Convolutional
Neural Network (MCNN), that learned a mapping func-
tion between a patch of iris pixels and the corresponding
classification labels. The outputs from individual patches
were fused in the decision layer to determine if the given
iris image was “live” or “spoof”. Their proposed approach
required the geometric normalization of the input iris im-
age prior to tessellating it into patches. This approach re-
sulted in better performance than SpoofNet [14] on three
public datasets. A similar approach was proposed in [17]
that performed three-class classification based on Contlen-
sNet, a CNN architecture that had fifteen layers and was
configured to work on geometrically normalized iris image
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patches. The proposed ContlensNet used a data augmenta-
tion scheme by rotating each sampled patch through four
different angles. Unlike previous CNN-based techniques
where single images were input sequentially to the network
during training, Pala and Bhanu [15] designed a triplet con-
volutional neural network that inputs two “live” iris patches
and one “spoof” iris patch (or two “spoof” iris patches and
one “live” iris patch). The main motivation for adopting
triplets as network input was to increase the number of train-
ing samples as well as to improve the separation between
live and spoof samples. However, all these methods relied
on a separate routine for iris detection and segmentation.

3. Proposed Method
In this section, we describe the proposed multi-task CNN

learning framework, namely MT-PAD, by focusing on how
the network can be adapted to address the problem of iris
presentation attack detection (see Figure 2). Specifically,
we formulate the iris presentation attack detection problem
as an object detection task where the object class corre-
sponds to either “live” or “spoof”. Here, MT-PAD is used
to handle both classification and regression tasks. By classi-
fication, we mean that MT-PAD will output an object label
denoted as “live” or “spoof”. By regression, we mean that
MT-PAD will output coordinates of the iris bounding box.

3.1. Network Architecture

The convolutional neural network that was implemented
for MT-PAD is based on a tiny version of the CNN network
proposed in [19],4 a fully-convolutional network architec-
ture that is reminiscent of the VGG net [22]. The reason
for using such a tiny network is to balance computational
speed with accuracy. The network architecture has 9 convo-
lutional layers and 6 max pooling layers. All the convolu-
tional layers use 3×3 filters, except the last one which uses
1×1 filters. Each convolution block is a composite function
of three different operations: convolution, Batch Normal-
ization (BN), followed by a Rectified Linear Unit (ReLU).
No fully connected layer is used in this network architec-
ture and, therefore, the network is automatically adapted to
take input of any size. The final layer is the detection layer,
which is configured to predict both presentation attack score
and coordinates of the iris region bounding box.

The full network structure, along with the parameters
that were used, is shown in Table 1. To operate using this
network configuration, an input iris image is first resized
to a dimension of 416 × 416 × 3. After a series of con-
volutions and pooling operations, the final spatial dimen-
sion is reduced by a factor of 32 to 13 × 13 × 35. The
number of channels in the final output feature map is deter-
mined as (num class+num coords+1) ∗num anchor,

4The network configuration file for the proposed MT-PAD is accessi-
ble at https://github.com/pjreddie/darknet.

Table 1: Summary of parameters used by the proposed MT-
PAD network. The convolution block consists of convolu-
tion, batch normalization and activation layers.

Type of Layer Filters Size/Stride Output Dimensions
Conv1 16 3× 3/1 416× 416× 16
Max 2× 2/2 208× 208× 16

Conv2 32 3× 3/1 208× 208× 32
Max 2× 2/2 104× 104× 32

Conv3 64 3× 3/1 104× 104× 64
Max 2× 2/2 52× 52× 64

Conv4 128 3× 3/1 52× 52× 128
Max 2× 2/2 26× 26× 128

Conv5 256 3× 3/1 26× 26× 256
Max 2× 2/2 13× 13× 256

Conv6 512 3× 3/1 13× 13× 512
Max 2× 2/1 13× 13× 512

Conv7 1024 3× 3/1 13× 13× 1024
Conv8 1024 3× 3/1 13× 13× 1024
Conv9 35 1× 1/1 13× 13× 35

Detection

where num class is number of classes (live and spoof),
num coords is the number of iris bounding box coor-
dinates to be predicted (x, y coordinates of the bound-
ing box center, plus width and height of the image), and
num anchor is the number of pre-defined anchors (offsets)
for bounding box prediction, which is set to be 5.

3.2. Network Training

Training a PAD network from scratch requires a large
number of manually annotated and labeled training data, in-
cluding the iris region bounding box and output class label,
pertaining to both live and spoof samples. Due to the lim-
ited number of training samples available in standard iris
datasets, we adopt a transfer learning scheme to train the
PAD network. Here, the Darknet-19 model [19], which was
previously trained on the ImageNet 1000-class dataset with
a 76.4% rank-1 accuracy, is used.

Using weights initialized from a pre-trained neural ar-
chitecture can lead to faster network convergence and better
model accuracy [19]. This is motivated by the observation
that a CNN trained on a large-scale image dataset learns
generic features (e.g., edge detectors or blob detectors) that
would be useful for a wide variety of detection tasks. The
fine-tuning, based on the labeled iris images, is performed
on all layers of the CNN rather than fixing some of the ear-
lier layers and fine-tuning only the remaining layers in the
network. The purpose of the MT-PAD network is to iden-
tify subtle differences between “live” and “spoof” iris sam-
ples, despite all samples being considered to be iris images
in general. To address overfitting, online data augmenta-
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tion is used to increase the size of the training dataset by
performing random flipping, cropping and color jittering on
the training batches in a sequential manner.

To accomplish the tasks of both classification (“live” ver-
sus “spoof”) and regression (bounding box parameters), the
loss function should be able to handle both classification
and regression losses simultaneously. In our formulation,
the global loss function does not differentiate between clas-
sification loss and regression loss. Instead, the network uses
a unified regression loss function to address both tasks. The
detection layer uses the loss function defined in [19]:

Loss = λcoord

S2∑
i=0

B∑
j=0

lobjij (xi − x̂i)2 + (yi − ŷi)2

+ λcoord

S2∑
i=0

B∑
j=0

lobjij (wi − ŵi)
2 + (hi − ĥi)2

+ λobj

S2∑
i=0

B∑
j=0

lobjij (Ci − Ĉi)
2

+ λnoobj

S2∑
i=0

B∑
j=0

lnoobjij (Ci − Ĉi)
2

+ λclass

S2∑
i=0

lobji

∑
c∈classes

(pi(c)− p̂i(c))2.

(1)

Here, lobji is used to denote if an object (in this case, iris) ap-
pears in cell5 i and lobjij is used to denote if the j-th bounding
box predictor in cell i is responsible for that prediction. On
the other hand, lnoobjij indicates that the j-th bounding box in
cell i has no object detected. S2 is used to denote the num-
ber of cells in the final feature map, while B is the number
of bounding boxes to be predicted. The values for S and B
are 13 and 5, respectively. In total, the number of bounding
boxes to be predicted for a single image is S×S×B, which
is 13×13×5. The ground truth values for Ci is determined
as follows:

Ci =

{
1 if lobjij = 1,
0 if lnoobjij = 1.

(2)

pi(c) is used to denote the probability of the output class la-
bel (i.e., “live” or “spoof”), where c is the class index. Basi-
cally, this formulation measures the difference between the
predicted value and the ground-truth value, and then com-
putes the L2 loss. λobj , λnoobj , λcoord and λclass are the hy-
perparameters used to weight the different regression losses.
Their values are chosen to be 5, 1, 1 and 1, respectively, in
this work.

5The spatial dimension of the final output feature map is 13 × 13,
which is equivalent to 13× 13 grid cells.

Ground Truth:

Prediction: 

𝑏𝑜𝑥𝑔𝑡 = (𝑥, 𝑦, 𝑤, ℎ)

𝑏𝑜𝑥𝑝𝑑 = (ො𝑥, ො𝑦, ෝ𝑤, ℎ)

𝐼𝑜𝑈 =
∩ (𝑏𝑜𝑥𝑔𝑡, 𝑏𝑜𝑥𝑝𝑑)

∪ (𝑏𝑜𝑥𝑔𝑡, 𝑏𝑜𝑥𝑝𝑑)

6.96

7.69

6.63

11.38

Figure 3: An illustration to convey the process of bound-
ing box prediction involving the pre-defined anchors. The
blue boxes are the predicted bounding boxes that are com-
puted based on the 5 pre-defined anchors. In order to sim-
plify the visualization, we set the values of tw and th to
zero so that the width and height of the predicted bounding
boxes are the same as the width and height of pre-defined
anchors. MT-PAD iterates over each grid cell and computes
the IoU between the predicted bounding box (boxpd) and
the ground-truth bounding box (boxgt), and the maximum
IoU is recorded. If the maximum IoU (e.g., 0.64) is larger
than a default threshold (e.g., 0.60), then the corresponding
grid cell will produce zero loss for predicting the probabil-
ity of the bounding box containing an object. This figure is
best viewed in color.

{x, y, w, h} is used to denote the ground truth from the
labeled bounding box coordinates, while {x̂, ŷ, ŵ, ĥ} is
used to denote the predicted values of the bounding box co-
ordinates. {tx, ty , tw, th} are the output values of “conv9”
which are input to the detection layer. Then, these coordi-
nates are transformed by the pre-defined anchor positions
(pw, ph), i.e., offsets, as shown below [19]:

x̂ = σ(tx) + cx,

ŷ = σ(ty) + cy,

ŵ = pw exp(tw),

ĥ = ph exp(th).

(3)

Here, (cx, cy) is the coordinate of the left corner of the cur-
rent cell in the output feature map. We use the default an-
chor positions as provided in [19], which are {(1.08, 1.19),
(3.42, 4.41), (6.63, 11.38), (9.42, 5.11), (16.62, 10.52)}.
Though a different set of anchors could be re-calculated
by running K-means on the ground-truth annotation of the
bounding box regions, using the default parameters was suf-
ficient in this case since scale variation in iris images is not
as significant as those occurring in general object detection
problems. An illustration for computing the loss pertaining
to the bounding box prediction is depicted in Figure 3.

In summary, the first set of loss functions is related to
the center coordinates of the iris bounding box position,
while the second set of loss functions is related to the width
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and height of the bounding box. The third set of loss func-
tions focuses on the probability that the bounding box con-
tains the iris, and the last set encompasses loss functions
for estimating “live” and “spoof” probabilities. All the loss
functions are formulated as L2 regression loss and their out-
puts are summed together. The proposed MT-PAD network
is trained using the mini-batch gradient descent scheme,
where the batch size is set to be 64.

4. Experimental Results
To verify the effectiveness of MT-PAD, experimental re-

sults are conducted on publicly available presentation attack
datasets and compared against state-of-the-art results.6 Our
experimental results are reported in two parts. The first part
evaluates the stand-alone iris detector and the second part
focuses on the evaluation of iris presentation attack detec-
tion.

4.1. Iris Detection

This section discusses a stand-alone iris detection model
which is trained exclusively on the iris region. Here, the iris
regions pertaining to both “live” and “spoof” samples are
considered. In order to conduct our analysis, we first manu-
ally annotate iris bounding box regions6 in the training sub-
set of the LivDet-Iris-2015-Warsaw dataset [25]. The coor-
dinates associated with each bounding box are normalized
to [0,1] with respect to the image width and height. This
subset contains 1,185 samples in total, with moderate vari-
ations in illumination and occlusion. The iris detector is
trained on this annotated dataset. Since only a limited num-
ber of training samples is available, the iris detection net-
work is fine-tuned on the Darknet-19 model [19] that has
been pre-trained on the standard ImageNet dataset. Trans-
fer learning is accomplished using mini-batch gradient de-
scent with a starting learning rate of 0.0001, weight decay
of 0.0005 and momentum of 0.9. The learning rate is mul-
tiplied by 10 after the first 100 iterations, and the training
converges after 8,000 iterations upon observing no further
decrease in the training error.

First, we evaluate the iris detector on the LivDet-Iris-
2015-Warsaw test subset, which has 5,892 iris samples.
Then, to verify the generalization capability of this detec-
tor, it is further evaluated on a subset of the CASIA-Iris-
Fake dataset [7] pertaining to the 6,000 live samples only.
A quantitative evaluation is conducted to calculate the pre-
cision and recall rates of the detector. The precision is
defined as number of true positives (Tp) over the number
of true positives plus the number of false positives (Fp),
i.e., Tp/(Tp + Fp). The recall is defined as the number
of true positives over the number of true positives plus the

6We used the windows version of Darknet and the annotation tool at
https://github.com/AlexeyAB. The test subset of LivDet-Iris-2017 was not
made available during the preparation of this work.

Table 2: Results of iris detection on the LivDet-Iris-2015-
Warsaw and CASIA-Iris-Fake datasets.

Dataset Precision Recall
LivDet-Iris-2015-Warsaw 100% 100%
CASIA-Iris-Fake 99.83% 99.67%

(a) Print (b) Live

(c) Print (d) Live

Figure 4: Iris detection results on LivDet-Iris-2015-
Warsaw with both live and print samples. The bounding
box, represented as a rectangle, encompasses the iris.

number of false negatives (Fn), i.e., Tp/(Tp + Fn). A
true positive detection is achieved only when intersection-
over-union (IoU)7 between a predicted bounding box and
a ground-truth bounding box is larger than 0.5. As can be
seen in Table 2, our proposed iris detector obtained very
promising iris detection results, achieving nearly perfect
precision and recall rates.

In addition to the above quantitative results, the iris de-
tector’s outputs are visualized in Figure 4 and Figure 5. It
should be noted that the CASIA-Iris-Fake dataset is cap-
tured under non-ideal imaging conditions characterized by
variations in lighting, occlusion and blur. It is evident that
the proposed method is able to successfully operate in these
challenging scenarios.

4.2. Iris Presentation Attack Detection

In this setting, the model is trained to perform iris detec-
tion and presentation attack detection simultaneously. But
for evaluation purposes, we only focus on iris presentation

7The IoU is defined as the ratio between intersection of bounding
boxes and union of bounding boxes.
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(a) Lighting (b) Blur

(c) Part (d) Glass

Figure 5: Iris detection results on the live samples of
CASIA-Iris-Fake with different image conditions. The
bounding box, represented as a rectangle, encompasses the
iris.

attack performance and will not evaluate iris detection sep-
arately.8 To verify effectiveness of the proposed iris PAD
scheme, different types of presentation attacks are evalu-
ated. Specifically, we use the ND-Contact dataset [4] for
evaluating detection of cosmetic contact lenses and the
CASIA-Iris-Interval&Synth dataset [7] for evaluating de-
tection of synthetic irides. Furthermore, LivDet-Iris-2015-
Warsaw [25], BERC-Iris-Fake [12] and LivDet-Iris-2017-
Clarkson [24] datasets are used for evaluating detection of
printed iris images. The first two datasets were used for
intra-sensor testing while the rest were used for cross-sensor
testing. The statistics of the individual datasets are summa-
rized in Table 3.

To quantify the impact of the proposed PAD algorithm,
the following metrics are used to measure the detection per-
formance:

• Correct Classification Rate (CCR): the rate of correctly
classified images (“live” or “spoof”).

• Attack Presentation Classification Error Rate
(APCER): the rate of misclassified spoof images
(“spoof” classified as “live”).

• Bonafide Presentation Classification Error Rate
(BPCER): the rate of misclassified live images (“live”
classified as “spoof”).

8MT-PAD does not require the iris to be cropped tightly.

4.2.1 Intra-Sensor Test

This section presents intra-sensor experiments, where both
training and test samples belong to the same dataset and are
captured using the same sensor. The ND-Contact database,
i.e., Notre Dame Cosmetic Contact Lenses 2013, contains
iris images of subjects with soft contact lenses, cosmetic
contact lenses and without contact lenses. To perform PAD
analysis, we only consider iris images with cosmetic contact
lenses as spoof samples. The CASIA-Iris-Interval&Synth
dataset has a total of 12,639 samples, where the iris tex-
tures of 10,000 samples were synthesized using an auto-
mated scheme.

For CASIA-Iris-Interval&Syn dataset, we follow the
evaluation protocol of [7] by randomly selecting 1,000 live
samples and 1,000 synthesized samples to form the training
subset. The remaining samples are used in the test subset.
For ND-Contact dataset, 2,000 live samples and 1,000 spoof
samples are used to train the PAD model. The test sub-
set contains 800 live samples and 400 spoof samples. We
observe that the network converges after 5,000 and 7,000 it-
erations for the CASIA-Iris-Interval&Syn and ND-Contact
datasets, respectively.

As indicated in Table 4, our proposed MT-PAD method
achieves an accuracy comparable to MCNN [7], which is
an ensemble of outputs from 28 iris patches. It outper-
forms SpoofNet [14], which has been optimized for dif-
ferent convolutional architectures.9 In addition, Figure 6
shows the output of our proposed method on images with
contact lenses and synthetic irides.

4.2.2 Cross-Sensor and Cross-Dataset Test

In addition to the intra-sensor test, we also conduct cross-
sensor testing, which is considered to be more challenging.

The training of the MT-PAD was done using the train-
ing subset of the LivDet-Iris-2015-Warsaw dataset, and
testing was conducted on all samples from the BERC-Iris
Fake dataset and test samples from the LivDet-Iris-2017-
Clarkson dataset.

Training: The training subset of the LivDet-Iris-2015-
Warsaw dataset consists of 582 print samples and 603 live
samples. The live samples were captured using an IrisGuard
AD100 sensor. The spoof samples were printed using a
Lexmark 534DN printer and presented to this sensor.

Testing: The entire BERC-Iris-Fake dataset was used,
containing 2,778 live samples and 1,600 print samples. Un-
like the training dataset, here, the live samples were cap-
tured using a NIR camera (XC-EI50), some at 750nm and
others at 850nm. The printed iris images were produced in-
dividually using a HP ink jet printer (HP photosmart 7960)
and a HP laser jet printer (HP laser 4300n). The test subset

9The results of SpoofNet and MCNN are cited from [7].
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Table 3: A summary of the datasets used in this work. The first two datasets are used for intra-sensor PAD evaluation and the
rest are used for cross-sensor PAD evaluation.

Dataset Total Live Print Contact Lenses Synthetic
ND-Contact [4] 4,200 2,800 - 1,400 -
CASIA-Iris-Interval&Synth [7] 12,639 2,639 - - 10,000
LivDet-Iris-2015-Warsaw [25] 7,077 2,605 4,472 - -
BERC-Iris-Fake [12] 4,378 2,778 1,600 - -
LivDet-Iris-2017-Clarkson [24] 2,393 1,485 908 - -

Table 4: Comparison of proposed MT-PAD method against other state-of-the-art CNN results (%).

SpoofNet [14] MCNN [7] Proposed MT-PAD
Dataset CCR APCER BPCER CCR APCER BPCER CCR APCER BPCER

ND-Contact 99.43 0.63 0.75 100 0 0 99.58 0.25 0.5
CASIA-Iris-Interval&Syn 99.44 0.79 0.52 99.87 0.24 0.11 100 0 0

(a) (b)

(c) (d)

Figure 6: Iris PAD results of the proposed MT-PAD method
on a few images. (a) and (b) ND-Contact dataset; (c) and
(d) CASIA-Iris-Interval&Syn dataset.

of LivDet-Iris-2017-Clarkson was also used for evaluation.
This contains 1,485 live samples and 908 print samples. An
LG IrisAccess camera was used to capture live images in
this dataset, and the print samples were created from both
live NIR and visible spectrum images.

The goal is to determine whether the proposed multi-task
PAD model is generalizable across sensors when the same
type of PA is considered. The proposed MT-PAD method
obtains 3.25% APCER and 1.66% BPCER on the BERC-
Iris-Fake dataset. However, it obtains a higher (i.e., sub-

stantially worse) BPCER on the LivDet-Iris-2017-Clarkson
dataset (see Table 5), where 15.75% of test samples had
no PAD output since the iris was not detected. Note that
the difficulty of cross-sensor testing has been highlighted
in [24].10 To better illustrate the challenging nature of cross-
sensor evaluation, the trained PAD model was also eval-
uated on the test subset of LivDet-Iris-2015-Warsaw (i.e.,
intra-sensor test), which resulted in a 0% APCER and 0%
BPCER. This suggests that our proposed PAD method can
generalize well to presentation attack samples captured by
a different sensor to a certain extent, although further work
is needed in this regard.

Table 5: Cross sensor iris PAD performance (%) under dif-
ferent imaging conditions using the MT-PAD model that
was trained on the training subset of the LivDet-Iris-2015-
Warsaw dataset.

Test Dataset CCR APCER BPCER
BERC-Iris-Fake 97.75 3.25 1.66
LivDet-Iris-2017-Clarkson 86.21 0.88 20.44

4.3. Computational Analysis

When using a single CPU on a Core i7-2600 3.4GHz
desktop processor, the proposed approach takes less than 1
second to render a decision. With GPU enabled, the com-
putational time of the proposed method is only 0.3 seconds.

10The best BPCER and APCER reported in [24] for cross-sensor test-
ing is 0.03% (with 50.43% APCER) and 11.86% (with 9.48% BPCER),
respectively. Note, however, that a different protocol was used in [24].
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The speed could be further optimized by network quantiza-
tion and pruning. Thus the proposed solution can be easily
incorporated into existing iris systems with little computa-
tional overhead.

5. Conclusions

This paper proposes a multi-task convolutional neural
network, which can simultaneously perform iris detection
and iris presentation attack detection. Unlike existing ap-
proaches that treat iris detection and iris presentation at-
tack detection separately, we provide a unified solution
to address both tasks and have demonstrated competitive
performances on publicly available iris presentation attack
databases. The proposed MT-PAD approach is computa-
tionally efficient, which allows for its use in real-time ap-
plications. Future work will investigate the problem of pre-
sentation attack detection where the training and test sets
have different presentation attack types.
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