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Abstract—A typical multicast network consists of a single tree,
in which only a few internal nodes contribute most resources
and are involved in performing the multicast functionality. This
leads to an uneven and inefficient utilization of network resources.
The problem is more pronounced in mobile ad hoc networks
(MANETs), where network resources are limited. One solution
is to split the multicast content over a number of trees. This
provides several paths for the multicast content and would involve
more nodes in implementing multicast functionality. Although this
approach improves network utilization, overall multicast latency
increases. This paper presents a distributed algorithm to construct
multiple edge-sharing trees (MESTs) for small group multicast.
MESTs balance the resource allocation and delay constraints by
choosing to overlap certain edges that have low weight. Simulation
results show that MESTs can generate multicast networks that
have low delays and fair resource utilization. MESTs are designed
to work with any form of multicast in both wired and wireless
networks.

Index Terms—Fair resource allocation, minimum spanning tree
(MST), mobile ad hoc networks (MANETs), multicast.

I. INTRODUCTION

THE CONCEPTS presented in this paper can be applied
to any form of multicast—wired or wireless networks.

However, as a continuation of our previous research [10], [12],
the work presented here focuses mostly on overlay multicast
in wireless mobile ad hoc networks (MANETs). Our work
can easily be adapted to other forms of multicast. MANETs
are characterized by mobile nodes and a constantly changing
network topology. Implementing multicast in such a dynamic
environment is not an easy task. Due to its ease of imple-
mentation and flexibility to adapt, overlay multicast networks
are finding many practical applications in MANETs. Similar
to other tree-based multicast networks, overlay multicast also
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suffers from the resource utilization problem. In a typical mul-
ticast tree, only a small number of nodes are actively involved
in implementing multicast functionality. For example, there are
a few internal nodes that perform the task of duplicating and
forwarding packets and a large number of leaf nodes that only
act as receivers of packets. These leaf nodes do not contribute
any resources to the multicast tree. MANETs are characterized
by scarce network resources. Due to this uneven distribution
of responsibility, certain nodes will run out of resources (e.g.,
battery strength) faster than other nodes, leading to bottleneck
nodes in the multicast trees. The lifetime of a multicast tree
depends on the lifetime of a bottleneck node. Proper resource
allocation is essential for extending the life of an overlay (or
any) multicast network.

The delay (or latency) in a multicast tree is equal to the time
that it takes for all the leaf nodes to receive the packets (data)
sent by the source node. There are two main techniques that can
help bring down this delay: 1) reducing source eccentricity and
2) reducing the tree weight. The edge weight could indicate a
variety of link parameters or a combination of several such pa-
rameters (like bandwidth, signal strength, round trip time, etc.).
In this paper, edge weight refers to the edge length—i.e., the
distance between two nodes. In most networks (e.g., wireless),
this would also indicate the network delay. The first approach
tries to reduce the source node’s eccentricity. The eccentricity
εG(v) of a node v in a connected graph G is the length of the
longest of all the shortest paths between v and every other node
in G. A higher fan-out at interior nodes results in a low depth
tree (i.e., smaller source eccentricity), thus having a shorter
delay. However, such a tree would have a large number of
leaf nodes. For example, a binary tree has 50% leaf nodes [9],
whereas a tree with an average fan-out of 16 will have 90% leaf
nodes. Thus, it is necessary to have an overlay multicast tree
that maintains a good balance between the multicast latency
and utilization of network resources. There are many distributed
algorithms for generating shortest path trees; however, most of
them pay little attention to the network utilization issues. The
other method focuses on constructing low-weight trees. The
weight of a tree is the sum of the weights of its edges.

This paper concentrates on constructing several low-weight
multicast trees to reduce the overall delay. We present a
distributed algorithm for building multiple edge-sharing trees
(MESTs) for small group multicast. MESTs aim to uniformly
distribute the multicast functionality across all the nodes in
the group with little impact on the multicast delay. A MEST
can work with any distributed algorithm to construct minimum
spanning trees (MSTs). This paper describes a MEST with re-
spect to the Gallager, Humblet, and Spira (GHS) algorithm [2].

0018-9545/$25.00 © 2008 IEEE
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Fig. 1. Multicast content split into smaller pieces and sent over multiple trees.

A MEST constructs several multicast trees in the same network.
Each tree constitutes a separate subgroup, and all the nodes
participating in the multicast subscribe to these subgroups. The
multicast content is split into several smaller stripes, and each
stripe is then sent over one of the multicast trees (Fig. 1).
Many papers propose the use of multiple multicast trees for
creating a redundant mesh network that improves the overall
reliability. Although improving reliability is not a MEST’s
primary objective, the MEST algorithm can also be used in
building a reliable redundant mesh network. In such a network,
the multicast content is not split into smaller stripes; instead,
each MEST multicast tree will provide an alternative path to
the multicast data. If one path fails, the nodes can reroute the
data over an alternative path.

This paper presents several simulation scenarios that exam-
ine the scalability and performance of a MEST. The simulations
investigated several aspects of the protocol, like the threshold
value, the number of multiple trees, the effect of file fragmen-
tation (equal or unequal fragment sizes), and the overlap index.
The results indicate that a MEST is scalable and has a lower
delay, as compared to a single-tree overlay multicast network.
It also highlights many interesting observations that are being
considered in our future research.

The rest of this paper is structured as follows. Section II
examines previous work done in this area. Section III provides
a detailed description of our algorithm. Section IV presents
simulation results to analyze and compare MESTs. Finally,
Section V concludes this paper and presents directions for
future research.

II. RELATED RESEARCH

Several overlay multicast protocols have been proposed and
studied for MANETs. All of them are based on single-tree mul-
ticast and are geared to address the efficiency issues of overlay
multicast. In recent years, the issue of resource allocation has
caught the attention of many researchers.

Like a MEST, the SplitStream algorithm [9] tries to distribute
the multicast load by constructing multiple multicast trees.
However, SplitStream is based on a complex infrastructure
and requires the help of nonmembers to construct multicast
trees. The expected amount of state maintained by each node
is O(log |N |). The expected number of messages to build
the forest is O(|N | log |N |) if the trees are well balanced or
O(|N |2) in the worst case. MESTs, on the other hand, are much
simpler and do not require any help from the nonmember nodes,

thus making them compatible with any kind of underlying net-
work. Although SplitStream focuses on improving the resource
utilization of the network, it does not pay much attention to
the delay constraints. The algorithm attempts to accommodate
member nodes with different bandwidth capacities. In doing so,
it makes use of the Scribe mechanism to limit the number of
outgoing connections from a member node. As a result, a new
node would be forced to connect further down the tree, resulting
in a higher delay.

Young et al. [11] suggested a k-MST algorithm to build a
reliable mesh structure. The algorithm builds multiple edge-
disjoint MSTs and works by removing an edge from the graph
once it is used by a tree. This tends to build trees that greatly
vary in their weight and, hence, the multicast latency. During
the later stages of such an algorithm, the newer trees end
up having the high-weight edges (which were rejected by the
earlier trees). The final tree would be the one with the highest
delay, because it is using all the high-weight edges that were not
used by the earlier trees. The k-MST algorithm differs from a
MEST since it tries to build edge-disjoint multiple trees and has
a primary goal of constructing a mesh network. In the k-MST
algorithm, if one tree fails, data can be sent over another redun-
dant tree. However, the multicast delay would increase as the
data is being transferred over a tree with a high weight. It should
be noted that such a method works well only for a mesh case. It
cannot be used for addressing the resource allocation problem
due the delay involved in simultaneous transfer of multicast
content would be unacceptable. Some of the content would
come over a tree that has the highest weight (maximum delay).

The strategies adopted in [7] and [8] are essentially different
from ours. They rely on accounting and charging methods to
solve the unfairness problem: Group members that served as
a forwarder node charge their child(ren) node for the service
that they receive. Overcast [6] maintains a single tree and uses
a dedicated server to optimize the bandwidth utilization across
the network.

III. MEST ALGORITHM

A MEST can be considered as several instances of a modified
GHS algorithm [2] running in a sequence, one after the other.
At the start, all the nodes run the GHS algorithm to produce the
first tree (T1), then the second run gives tree T2, and so on, until
the desired number of multicast trees has been generated.

A. Preliminaries

In cases where there are multiple multicast trees, the highest
weight multicast tree contributes the most delay; thus, the delay
of the overall system is determined by this (highest weight)
tree. Edge-disjoint multicast trees use different edges in each
tree. Therefore, they would do a better job in solving the re-
source allocation problem. However, if they are not constructed
correctly, they are a poor choice when it comes to meeting
the delay requirement. An example is shown in Fig. 2, where
node D is the source of multicast content. For this graph, it is
possible to find many pairs of edge-disjoint spanning trees. Two
such pairs are shown [Fig. 2(b) and (c)]. In Fig. 2(b), T1 is an
MST, whereas its counterpart T2 has very high latency. This is
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Fig. 2. Edge-disjoint versus edge-overlapping trees. (a) Original graph. (b) Edge-disjoint spanning trees—high delay. (c) Edge-disjoint spanning trees—reduced
delay. (d) Edge-overlapping spanning trees—low delay.

because it is forced to use all the high-weight edges that were
rejected by T1. The network resources are evenly used between
the two trees; however, the overall multicast delay would be
determined by T2. On the contrary, in the case of Fig. 2(c),
the lightweight edges are equally distributed between the two
spanning trees; hence, the overall delay is lower compared to
the earlier case. Now, consider the case where two trees share
an edge. Fig. 2(d) shows two spanning trees (one of them
minimum) that have two common edges (DE and EF). Such a
multicast tree may be obtained by having a condition that allows
the overlap of edges that satisfy certain criteria (e.g., edges with
lengths below a certain threshold or edges connected to nodes
that have low degrees). This threshold should be wisely chosen.
A very high value would lead to several overlapping edges,
decreasing the network utilization. A very low value would
increase the multicast latency. In the example, we chose the
cutoff threshold for edge sharing to be five. Different thresholds
would produce different degrees of edge overlap among trees.

1) Other Factors That Affect Delay: In case of edge-sharing
trees, a factor that might affect the delay is the number of
times that an edge is reused. This is important because a shared
edge has to carry packets for different multicast groups that use
it in their multicast trees. For example, in Fig. 2(d), the two
common edges (DE and EF) have to carry packets for both the
trees. A packet would be queued at a node if it is currently
sending or receiving another packet over the common edge.
In case of streaming applications, this delay would always be
present since there is a constant stream of data to be sent by the
node. To eliminate delays due to queuing, we suggest setting an
upper bound on the number of trees that can share a particular
low-weight edge. Since each application has its own specific
requirement, the upper bound would be application dependent.

2) Special Cases: A bridge is an edge of a graph whose
removal will result in a disconnected graph. For graphs that
contain a bridge edge, it is not possible to have multiple trees
that are completely edge disjoint. In the example shown in
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Fig. 3. Example of bridge edge.

Fig. 3, edge BG is a bridge edge and will be present in any
spanning tree of this graph. Our MEST algorithm has a special
stage called the “completed state,” which identifies bridge
edges. Our algorithm marks a bridge edge as “S” to indicate
that this is a special-case edge, which has to be included in all
the spanning trees.

B. Construction of MEST

Let us say we have a network of “n” nodes and that we want
to construct “m” multicast trees (T1, T2, . . . , Tm) with a few
overlapping edges (satisfying a particular threshold criteria). At
the start (t = 0), each node runs an instance of the GHS algo-
rithm, and there are “m × n” fragments. Each node maintains
a variable called the frigid, which stores the fragment ID of the
components with which the node is currently associated. Nodes
also maintain arrays of length “m” for each of their edges. The
“m” elements of the array correspond to the “m” trees, where
the edge can potentially be a branch. As an example, if a node
had three edges and we were looking to construct two edge-
sharing spanning trees, then that node would maintain three
arrays each of length two. Fig. 4 shows one such example: Here,
we have considered two nodes B and E, each having four edges.
Each edge array would have three elements, each corresponding
to a multicast tree. At the end of the MEST algorithm, the
value of each element would reflect the status of that edge for
a particular tree. Each element of the edge array can be marked
with one of the following values by the MEST algorithm.

“B” Edge that forms a branch in the current tree.
“R” Rejected edge: Edge by the current tree since it joins

another node of the same fragment.
“U” Usable edge (basic edge): Edge checked to see if it is the

best edge for this node.
“X” Unusable edge: Edge used by an earlier tree.
“S” Mandatory edge (e.g., bridge edge): Special case.

At the start, edge arrays at each node are initialized so that
every element in the array is marked as “U.” This allows the
first run of GHS to choose any edge that it wants.

Thus, in a way, the first tree is a true MST for that graph.
During the formation of the kth tree, a node will mark the
kth element of an edge array as “B” if the corresponding edge
is being used in that tree. If certain conditions are met, then
the node marks the k + 1th and higher element of that edge
as “X.” This is done so that the edge is not reused in later
trees. For edges that are allowed to overlap, the higher elements
are marked usable (i.e., they are left as “U”). When a node is
in the nth (n > k) GHS execution (formation of Tn), it will

use an edge only if it finds that the nth element of that edge
array is marked as “U.” As the algorithm progresses, more
trees are found, and some of the previously used edges are
marked as “X,” making them unavailable in subsequent trees.
The following two rules determine which used edge is not
marked as “X.”

1) If the edge weight is below the minimum weight thresh-
old, it may be shared by more than one multicast tree. In
this case, the edge will be left marked as “U” (i.e., usable),
thus making them available to the following GHS runs.

2) If the edge is a bridge that connects two components
of the graph (e.g., Fig. 3), it will be shared among all
the multicast trees. A bridge edge is hard to detect.
Section III-E explains how this condition is detected and
handled.

To lower the queuing delay on shared edges (and to improve
resource sharing as well), nodes in a MEST will not reuse an
edge if they have the option of choosing an unused edge that
falls below the threshold. This helps increase the possibility
that new trees generated are edge disjoint (good for resource
utilization). For example, if the cutoff threshold in Fig. 2 were
set to six, a MEST would have generated edge-disjoint trees
similar to those in Fig. 2(c).

There are certain bounds on the number of trees that can be
generated using a MEST. The algorithm tries its best to select
a different set of edges while generating each tree. However,
beyond a certain point, there is no additional improvement in
the resource utilization since all the edges have been used in
at least one tree. After a certain point, additional trees will
reuse edges used in at least one tree generated in an earlier
iteration. Excessive reuse of edges would increase the delay due
to congestion caused by packets that belong to different trees
that pass along the shared edges. Therefore, it is important to set
an upper bound on the number of trees generated using a MEST.
We have observed that it is beneficial to keep this number equal
to or less than the connectivity of the graph.

C. MEST Messages

Messages that pass between the nodes would be similar to the
underlying MST algorithm (e.g., GHS). Nodes in GHS belong
to one of the following three states: 1) sleeping; 2) find; and
3) found. A node is in the sleeping state until it starts executing
the protocol or is awoken by a message from another node.

D. Identifying Single-Degree Nodes

In the original GHS algorithm, a single-degree node (i.e.,
a node with only one edge) responds back with a report
message that contains the “best edge” weight as infinity. In
GHS, the node’s parent does not do much with this information
because its primary interest is in finding the smallest of its base
edge or outgoing branch that contains the smallest edge. In
a MEST, however, a node is able to examine only the edges
that are marked usable (i.e., “U”). A node may find that it is a
single-degree node for a particular run of GHS. This may be
true for other trees (i.e., there might be other edges that connect
that node to the rest of the graph). In a MEST, a node will send
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Fig. 4. Example of edge array at each node for three-tree MEST.

Fig. 5. MEST example.

negative infinity in its report message if it detects that it truly
is a single-degree node for the entire graph. Since there is only
one edge that connects it to the rest of the graph, this edge must
be included in all the trees. When the node receives a negative
infinity in a report from its child node, it will not mark all the
elements in the edge array as “S,” thus making it available to
subsequent trees.

E. Bridge Condition

In a MEST, we introduce a fourth state called the completed
state. This state is reached when a GHS run is terminated—i.e.,
an MST has been found. In a MEST, however, this is not true.
Bridge edges could be missed, leading to one or more fragments
that have reached the completed state. When a fragment attains

the completed state, the nodes that are adjacent to the core
broadcast an override message along the branches of the frag-
ment. Upon receiving an override message, a node checks to see
if any of its unavailable edges connect to a different fragment.
This check is carried by sending a test message (containing
the node’s fragid and level number) across the edge. Upon
receiving a test message, the node on the other side replies back
with a reject (same fragment) or accept (different fragment)
message. An override message from the core is sent back
with an override response message. When the node receives an
accept message from the other side, it sends the weight of the
outgoing edge along with the response. In the case of a reject
message, it replies with infinity as the weight. If the core nodes
receive several override response messages, they pick the edge
that has the smallest weight.
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TABLE I
EDGE ARRAYS WHEN MEST STARTS

TABLE II
EDGE ARRAYS AFTER T1

TABLE III
EDGE ARRAYS AFTER T2

F. MEST Example

We illustrate the construction of a MEST by using Fig. 5 as
an example. The weight threshold for reusing edges is set to
5. When the algorithm starts, each node’s edge array elements
are initialized to “U” (Table I), indicating that all the edges are
usable. At the end of the first run, the array entries at various
nodes are updated, as shown in Table II. Edge BC is marked
as special (since it is a bridge edge), whereas edges DE and
EF are reusable in the second tree since they fall below the
threshold. Table III shows the array entries after the second tree
has been constructed. Although this is a simple example that
shows two multicast trees, in real network scenarios, we may
have a more complex graph with higher connectivity that gives
several multicast trees.

G. Complexity Analysis

Complexity of a MEST will depend on the underlying MST
algorithm. In this paper, since we describe MESTs with GHS as
the underlying MST algorithm, we analyze its complexity with
respect to GHS. The GHS algorithm has a message complexity
of O(E + N log N) and a time complexity of O(N log N).
Our MEST algorithm is essentially “m” repetitions of the GHS
algorithm, except for the last step (completed state). During a
particular GHS run, when each fragment reaches the completed
state, the complexity for each fragment is the same as GHS:
O(Ei + Ni log Ni), where Ei (and Ni) are the number of
edges (and nodes) in fragment i. For a particular run, these
fragments merge along their shortest outgoing edges, ultimately
forming one fragment, which is the spanning tree (for the

TABLE IV
SIMULATION PARAMETERS

original graph) that was generated for that run. It should be
noted that∑

Ei = Etotal − number of fragments − 1. (1)

During the completed state, the following messages are
generated in each fragment: 1) override; 2) override re-
sponse; 3) test; 4) reject; 5) connect; and 6) change core.
Therefore, the total number of messages is proportional to
number of fragments − 1 (the last fragment does not need to
exchange any messages—it is the final tree). Thus, the overall
complexity of the MEST algorithm is “m” times that of GHS.
Now, because the number of MEST trees (“m”) is much less
than the total number of nodes in the topology (“N”), the
complexity of MESTs can be expressed as O(E + N log N),
which is the same as that for GHS. The complexity of MESTs is
lower when they run over other MST algorithms like [3] or [4],
which have a better complexity compared to GHS. Techniques
from [5] can also help improve the complexity.

IV. SIMULATIONS

Simulations were carried out using Network Simulation
(ns2.26). As of this writing, ns2 does not have any extension
for simulating overlay multicast in MANETs. With the help
of C-programming and bash/tcl scripting, the traffic pattern
generated by CMU’s cbrgen utility was modified to represent
an overlay multicast network in MANETs. Additional modules
were written to generate multiple multicast trees based on our
MEST algorithm. Prim’s algorithm finds an MST for a con-
nected weighted graph. We used a code that implements Prim’s
algorithm [1] (adjacency matrix searching) for generating an
arbitrary MST of a given graph. This MST was used to generate
a single-tree overlay multicast network.

Based on the results from our previous work [10], [12] with
overlay multicast, we decided to use dynamic source routing
as the ad hoc routing protocol and a packet size of 512 B for
all the simulations. The setdest utility was used to generate
different node positions and movement patterns. The nodes
in the simulation move according to the “random waypoint”
model. Table IV shows the default simulation parameters.
Each simulation result is an average of 25 samples. In all the
simulations, the edge weight for a link between two nodes is
directly proportional to the distance between them, and a lower
threshold corresponds to preferred edges.

A. MEST versus Single Tree

The first set of simulations was intended to compare the
performance of single-tree (overlay) multicast with (overlay)
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Fig. 6. Single tree versus MESTs with respect to delay and utilization. (a) Comparing latency of MESTs with single tree. (b) Comparing utilization between
MESTs and single tree.

Fig. 7. Effect of threshold on delay and utilization. (a) Latency for different thresholds. (b) Number of leaves for different thresholds.

multicast using multiple trees built with our new MEST al-
gorithm. We used our algorithm to generate three multicast
trees for each scenario. We examined the resource allocation
(in terms of leaf nodes—lower means better) and the overall
multicast delay, which is the largest delay among the three
multicast trees. The results in Fig. 6(a) show that, for the same
number of nodes, MESTs gave significantly lower multicast la-
tency, as compared to a single-tree network. Similarly, Fig. 6(b)
shows that MESTs had a few leaf nodes. This meant that more
nodes were involved in the multicast functionality—i.e., better
resource utilization.

B. Threshold

We wanted to find the relation between threshold and the
performance of a MEST. Fig. 7 shows the results for a set
of simulations that tested the impact of increasing threshold
values on the multicast delay and resource utilization. The
performance curves tend to “flatten out” for higher threshold
values. This is because a higher threshold allows more edges
to overlap. Many of these edges will be high-weight edges.
When an edge is used in multiple trees, it encounters congestion
delays since it has to handle packets for multiple trees. In the
worst case, when the threshold is set to infinity, all the MEST
trees would correspond to the same tree. A close examination
reveals that for this setup, the optimal threshold value is 75 m.
At 75 m, the number of leaves in the multicast tree was lowest

while the delay was near minimum. As part of future work, we
are developing a heuristic model that could help determine the
optimal threshold for a given setup.

C. Multiple Trees

Our next simulation objective was to test for the effect of
the number of multicast trees on the performance (delay versus
utilization). We tested for two cases based on the fragment
distribution on each tree.

1) Equal Size Fragments: In this round of simulations, we
equally split the multicast content over two, three, four, and
five trees, respectively. Fig. 8 shows the results. As the number
of trees increased, the multicast latency showed significant
improvement, and more nodes got involved in the multicast
process. Thus, reducing the total number of leaf nodes (i.e.,
better resource utilization).

2) Fragment Size Proportional to the Tree Weight: It is
important to note that the gain in performance seen in Fig. 8 is
not proportional to the number of trees over which the content
is divided. This is because each tree has a different weight. For
example, if we want to transfer 1000 kb of data, the content
would be divided as 500 kb each on two trees or 250 kb each
for four trees, and so on. Since each tree has a different total
weight, it takes more or less time to complete the transfer.
The total multicast delay is governed by the slowest tree (i.e.,
the largest weight tree). To overcome the problem of variable
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Fig. 8. Effect of an increasing number of trees. (a) Lower multicast delay as the number of trees increases. (b) More trees leave behind less leaf nodes.

Fig. 9. Splitting the content in proportion to the tree weight.

tree delays, we examined another set of simulations where the
file was unevenly split. From our previous example, if the tree
weights are in the ratio of 45 : 55, we would divide the file as
550 and 450 kb each. For four trees, if the weight ratios are
1 : 2 : 3 : 4, the file would be split as 400, 300, 200, and 100 kb.
With such an inverse division, the tree with the highest weight
(and, hence, the largest delay) gets the smallest fragment of
the file. We carried out a series of simulations to verify this
hypothesis. The results of these experiments are shown in
Fig. 9. As expected, we saw an improvement in the performance
for all the cases.

D. Overlap Index

The overlap index is defined as the ratio of the sum of the
overlapping edges in all the multicast trees to the sum of the
edges in all the multicast trees, i.e.,

OI =
∑

OE

/ ∑
Ei (2)

where
∑

OE gives the number of overlapping edges in all the
trees, and Ei is the number of edges in the ith multicast tree.
This parameter is significant because it gives an idea about the
amount of edge reuse in the network. Ideally, we would like to
have this number as small as possible, indicating less edges that
are being shared between trees.

Fig. 10(a) shows that the edge overlap increased with a
higher number of trees. This means that there would be more

edges that are being reused in multiple trees. This could po-
tentially create congestion issues since the edge has to “serve”
several trees. We also observed a slight increase in the over-
lapping as the threshold value increases. This is expected, as
higher thresholds allow more edges to overlap. Furthermore,
comparing Fig. 10(a) and (b), we see that that there is a slight
increase in the overlap index as the number of member nodes
increases. This should not come as a surprise because as the
number of nodes increase, the total number of edges between
them increases. There would be more edges that satisfy the
threshold criteria and, thus, increase the overlap index.

V. CONCLUSION AND FUTURE WORK

We have presented the MEST—a distributed algorithm for
building multiple edge-sharing multicast trees. A MEST is
not restricted to ad hoc, wireless, or overlay networks. It can
be used to solve the resource utilization issue in any multi-
cast network. MESTs easy to implement and work with any
distributed algorithm that can generate an MST for a given
network. MESTs can also be used to improve the reliability and
robustness of the network. Multiple trees would form a mesh
that consists of redundant links. If used for the sole purpose of
constructing a reliable mesh, MESTs would hold an advantage
in terms of keeping the overall delay low. This is something that
other reliability algorithms fail to take into account.

Our simulation results show that a MEST can significantly
reduce the multicast delay and, at the same time, improve
network utilization. The results show that more trees give better
resource utilization (less leaf nodes) with considerably lower
multicast latency compared to a single-tree system. Simulations
with fragment size showed that the delay was much lower
if the content was split in proportion to the tree weight. We
also defined an overlap index that gives an idea about the
degree of edge sharing between various trees. The impact of
threshold and number of nodes on this parameter was studied
and analyzed.

We would also like to focus our attention on developing a
heuristic or a model for finding the optimal threshold for a
given scenario. We believe that it would be a hard problem
since the threshold value depends on several factors, like the
characteristic of the network (wired, wireless, overlay, etc.),
which is represented by the edge weight (distance, bandwidth,
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Fig. 10. Overlap index for multiple trees. (a) Overlap index for 20 nodes. (b) Overlap index for 30 nodes.

RSSI, RTT, etc.), the number of desired MEST trees, the
underlying MST algorithm, and the delay requirements of the
network.
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