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1. Introduction 

Face recognition from images is a sub-area of the general object recognition problem. 
It is of particular interest in a wide variety of applications.  Applications in law 
enforcement for mugshot identification, verification for personal identification such as 
driver's licenses and credit cards, gateways to limited access areas, surveillance of 
crowd behavior are all potential applications of a successful face recognition system. 

The environment surrounding a face recognition application can cover a wide 
spectrum �  from a well controlled environment to an uncontrolled one.  In a 
controlled environment, frontal and profile photographs of human faces are taken, 
complete with a uniform background and identical poses among the participants.  
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These face images are commonly called mug shots.  Each mug shot can be manually 
or automatically cropped to extract a normalized subpart called a canonical face 
image, as shown in Fig. 3.1.  In a canonical face image, the size and position of the 
face are normalized approximately to the predefined values and the background 
region is minimized. Face recognition techniques for canonical images have been 
successfully developed by many face recognition systems. 
 

        

Figure 3.1 A few examples of canonical frontal face images. 

 
General face recognition, a task which is done by humans in daily activities, comes 

from a virtually uncontrolled environment.  Systems to automatically recognize faces 
from uncontrolled environment must first detect faces in sensed images.  A scene may 
or may not contain a set of faces; if it does, their locations and sizes in the image must 
be estimated before recognition can take place by a system that can recognize only 
canonical faces.  A face detection task is to report the location, and typically also the 
size, of all the faces from a given image. Fig. 3.2 gives an example of an image which 
contains a number of faces. From this figure, we can see that recognition of human 
faces from an uncontrolled environment is a very complex problem: more than one 
face may appear in an image; lighting condition may vary tremendously; facial 
expressions also vary from time to time; faces may appear at different scales, 
positions and orientations; facial hair, make-up and turbans all obscure facial features 
which may be useful in localizing and recognizing faces; and a face can be partially 
occluded. Further, depending on the application, handling facial features over time 
(e.g., aging) may also be required.   

Given a face image to be recognized, the number of individuals to be matched 
against is an important issue.  This brings up the notion of face recognition versus 
verification: given a face image, a recognition system must provide the correct label 
(e.g., name label) associated with that face from all the individuals in its database.  A 
face verification system just decides if an input face image is associated with a given 
face image.  

Since face recognition in a general setting is very difficult, an  application system 
typically restricts one of many aspects, including the environment in which the 
recognition system will take place (fixed location, fixed lighting, uniform background, 
single face, etc.), the allowable face change (neutral expression, negligible aging, 
etc.), the number of individuals to be matched against, and the viewing condition 
(front view, no occlusion, etc.). 
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Figure 3.2 An image that contains a number of faces.  The task of face detection is to 
determine the position and size (height and width) of a frame in which a face is 
canonical.  Such a frame for a particular face is marked in the image. 

2. The Human Capacity for Face Recognition 

Though we currently are unable to endow machines with the capability of the human 
visual system, it is a good reference point from which to start.  Much research has 
been done on face recognition, both by machine vision and biological system 
researchers.  Research issues of interest to neuroscientists and psychophysicists 
include the human capacity for face recognition [29], the modeling of this capability 
[35, 42], and the apparent modularity of face recognition [36]; the human facility for 
learning to recognize faces [7, 21, 11, 32]; the role of distinctive or unusual features in 
faces for recognition [49]; the degradation of face recognition capability as humans 
age [2, 30, 50]; and conditions which result in the human inability to recognize faces, 
such as prosopagnosia [46]. 

There is evidence to suggest that the human capacity for face recognition is a 
dedicated process, not merely an application of the general object recognition process 
[10].  This may have encouraged the views that artificial face recognition systems 
should also be face-specific.  The issue that which features humans use for face 
recognition has been subject to much debate and the result of the related studies has 
been used in the algorithm design of some face recognition systems. Apparently, in 
human, both global and local features are used in a hierarchical manner, the local 
features providing a finer classification system for facial recognition [22].  The most 
difficult faces for humans to recognize are those faces which are considered neither 
“attractive”  nor “unattractive”  by the observer.  This gives support to the theories 
suggesting that distinctive faces are more easily recognized than typical ones [1].  
Information contained in low spatial frequency bands is used in order to make the 
determination of the sex of the individual, while the higher frequency components are 
used in recognition [40].  Young children typically recognize unfamiliar faces using 
unrelated cues, such as glasses, clothes, hats, and hair style.  By age twelve, these 
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paraphernalia are usually reliably ignored [8].  Psychosocial conditions also affect the 
ability to recognize faces.  Humans may encode an “average”  face; these averages 
may be different for different races, and recognition may suffer from prejudice or 
unfamiliarity with the class of faces from another race [20] or gender [19].  
“Thatcher's illusion”  [47] demonstrates that facial expression is very difficult to 
recognize if the face is presented at a rarely seen orientation (upside down).  

Some recent studies on neural network models in psychology and neuroscience 
have put innateness into a new perspective [12].  The neural processing modules 
responsible for face recognition result from extensive interactions between nature 
(genes) and nurture (learning through experience).  Such interactions span the entire 
life of a human individual.  That is why children and adults recognize faces 
differently, as mentioned above.  In terms of the learning mechanism, the face 
recognition and general object recognition may have a lot in common, although the 
resulting recognition processes can be very different in terms of what features each 
uses.  This view is related to the appearance based approach discussed in the 
following section.  

The emulation of the human capacity for face recognition is the goal espoused by 
many computer vision researchers in face recognition.  However, systems which are 
designed for specific environments are very useful for the intended application, even 
though they do not have the general face recognition capacity of a human being. 

3. Approaches 

A wide variety of approaches to machine recognition of faces has been published in 
the literature.  Categorization of the approaches may depend on different criteria.  In 
terms of the sensing  modality, a system can take 2-D intensity images, color images,  
infra-red images, 3-D range images, or a combination of them.   In terms of  viewing 
angle, a system may be designed for frontal views, profile views,  general views, or a 
combination of them.  In terms of temporal component, a system can be designed for 
a static image or for time-varying image sequences (which may facilitate face 
segmentation, face tracking, expression identification,  and other use of temporal 
context).  In terms of computational tools used, a system can use programmed 
knowledge rules, statistical decision  rules, neural networks, genetic algorithms, etc.  
The reader is referred to two excellent surveys for face recognition research.  One is 
the survey written by Samal and Iyengar for research prior to 1991 [39].  The other 
was authored by Chellappa, Wilson and Sirohey [9] which surveyed research on face 
recognition up to 1994.  A good source for more recent research on face recognition  
is the series of Proceedings of International Conferences on Automatic Face and 
Gesture Recognition [14, 15, 16]. 

The last 10 years have seen very active research on face recognition.  
Accompanying the increase in research activities is a wave of commercialization for 
face recognition technology.  In a survey by Biometric Technology Today [5], a total 
of 25 commercially available facial systems from 13 companies were listed.  The 
FERET program, a face recognition program administered by US Army Research 
Laboratory, provided, for the first time, a large face database and conducted a series 
of blind tests for many face recognition algorithms [34]. 
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Many factors have contributed to the recent increase in these face recognition 
activities and the successes.  One of the major reasons is attributed to a basic, but 
fundamental change in methodology.  That is, manually defining features versus 
automatically deriving features using statistical methods.  
 
Manually Defining Features 

Traditionally, face recognition methods have relied on humans to define geometry-
dependent features to be used for recognition.  These feature values depend on the 
detection of geometric facial features, including  items such as the distance and angles  
between geometric points such as eye corners, mouth extremities, nostrils and chin 
top.  The features defined for face profiles (side views) typically include a set of 
characteristic points on the  profile (such as the notch between the brow and the nose 
or the tip of the nose) and the angles between these points.  For example, Kaya and 
Kobayashi [25] used Euclidean distances between manually identified points in the 
images to characterize the faces.  Kanade [24] used the distances and angles between 
eye corners, ends of the mouth, nostrils, and top of the chin, but the location of those 
facial features were extracted automatically by a program.  More resent work used a 
combination of distance and angle measurements with local intensity patches.  For 
example, Campbell, et al. [6] utilized hair and cheek intensity values coupled with 
subimage patches for eye regions to recognize faces. 
 
Automatically Deriving Features 

Manually defined features are intuitively understandable.  However, methods based 
on this approach have run into basic problems.  First, automatic detection of these 
features is not reliable due to various variations.  Second, the number of features 
measurable is small.  Third, the reliability of each feature measurement is difficult to 
estimate accurately.   Thus, the subsequent classification method, even if itself is 
optimal, does not result in a reliable overall system.  An important advance is brought 
about by neural networks which implicitly but automatically derive features. 

 
Nonstatistical methods. Using a neural network, humans do not need to define facial 
features for face recognition.  Kohonen [27] demonstrated the use of a self-organizing 
map for face recollection applications.  Even when the input images were very noisy 
or had portions missing, an accurate recall capability was achieved on a small set of 
face images.  Multilayer perceptron neural networks and radial basis function 
networks have also been used for face recognition.  A back-propagation training 
algorithm for multi-layer perceptron may  be sufficient for a low dimensionality 
feature vector with a small number of classes.  For example, for face detection (a two-
class problem) [37] used low resolution images and have successfully tested a multi-
layer feedforward network with back-propagation training with momentum. More 
sophisticated and more powerful training methods (such as the statistical methods) 
have been used when the input dimension is high and the number of classes is large. 

A different example of automatic feature derivation for face recognition is the 
Cresceptron [53] which was tested for general object segmentation and recognition, 
including faces.  The method uses multilevel retinotopic layers of neurons to 
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automatically determine the configuration of its network in the training phase.  Unlike 
most neural networks, the Cresceptron does not use back propagation for learning.  
Instead, it analyzes the structure of an object in a bottom-up manner.  Although this 
method allows incremental learning for general objects, the network grows quickly 
and suffers from speed and performance problems when the number of faces is large.  
The network structure can be predesigned and fixed if only faces need to be 
recognized, which allows effective size control.  Lawrence et al. [28] used a 5-layer 
self-organization feature map for face recognition.  

Although the neural network based methods can alleviate the problems with 
manually defined features, an efficient and scalable framework is required in order not 
only to use the information in the image as much as possible, but also use it 
efficiently. 
 
Statistical methods. This type of approach originated from an image representation 
task.  Kirby and Sirovich [26] treated a face image as a high dimensional vector, each 
pixel being mapped to a component in that vector. They used the Karhunen-Lo� ve 
projection to the corresponding vector space for face image characterization. 
Although they did not use it originally for face recognition [26], their idea of 
representing the intensity image of a face by a linear combination of the principle 
component vectors can be used for recognition as well. Turk and Pentland used this 
technique for face recognition problem [48].  This statistical approach was extended 
later for 3-D object recognition [33].  Using this image vector representation, the 
linear discriminant analysis (LDA) has been independently used for face recognition 
by several research groups, including [13, 3, 51, 45, 44], among many other groups.  
It has been proposed that this type of approaches be called appearance-based 
approach, in order to distinguish other view-based approaches (e.g., aspect graph 
based).  For distinguishing it from neural-network based approaches that use 
intensities directly, we call them appearance-based statistical approaches. 
Appearance-based statistical methods derive features directly from intensity images, 
using statistical techniques.  They do not require humans to write explicit procedures 
to detect facial features, such as eyes, nose, and mouth. 

It should be noted that neural network and statistical methods are not incompatible.  
In fact, a significant amount of recent research on neural networks uses statistical 
methods in combination with a network computational structure.  For example, [43] 
used a combination of statistical measures and a multi-layer perceptron network for 
face detection.  A major limitation of the appearance-based statistical methods is that 
they are not invariant to the position and size of the face.  They require the input face 
images to be canonical.  To deal with variation in the position and size of the faces in 
an input image, a pixel-based scan window has been used.  The size of the window 
changes within an expected range.  For each size, the scan window scans the input 
image by centering it at each pixel (or along a subsampled pixel grid for efficiency).  
Each position with each size of the scan window determines a subimage.  Such a 
subimage is scaled to the standard input size for face recognition.  Many appearance-
based statistical methods use such a scan method to deal with position and size 
variation of face in a static input image.  If an image sequence is available, motion 
information  can be used to roughly locate a moving face [48]. 
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Major Algorithmic Considerations 

The appearance-based statistical methods are well understood and easy to implement.  
Various versions of this class of method have been implemented by many research 
groups and have been tested extensively in the blind FERET tests [34] with a large 
number of images.  A large number of commercial systems are based on this class of 
algorithms.  Therefore, in the remainder of this chapter, we concentrate on this class 
of methods and discuss some major algorithmic considerations when using this class 
of methods. 
 
Face space. First, we describe a now well-used vector representation for an image: A 
digital image with r  rows and c pixel columns can be denoted by a vector X in a d-
dimensional space S, where d = rc.  Suppose the pixel intensity at the i-th row and j-th 
column of the image is denoted by fij, 0 �  i < r and 0 �  j < c.  The vector X 
representing the image can be defined as a d-dimensional vector X = (g0, g1, ..., gd-1), 
where gic+j = fij, 0 �  i < r and 0 �  j < c.  It is worth noting that this vector 
representation is just a notation change.  It does not lose any 2-D neighborhood 
information among  pixels.  In the following, a face image is a canonical image unless 
stated otherwise. 

Statistically, face images can be considered as random samples in the 
corresponding space S.  From the sample covariation matrix G computed from all the 

training face images }{ 21 s, ..., X, XX G = , the principal component analysis (PCA) 

[18] computes the basis vectors of a linear subspace S' (S' Í S) that contains the 

centered face images }{ 21 X  , ..., XX  , XX  X  G Ss ---= , where X  is the 

sample mean vector of the face images in .G  These basis vectors are the eigenvectors 
of G and are mutually orthogonal.  We rank them according to the decreasing 
eigenvalues.  The top k eigenvectors span a subspace S'' that minimizes mean squared 
errors between the original samples and their projections onto the subspace S'' [18, 
23].  In this sense, they are suited for image reconstruction [26].  We call them the 
Most Expressive Features in contrast to the Most Discriminating Features described 
below1.  Fig. 3.3 shows the mean face and the top 8 MEFs computed from images in 
the Weizmann face database. 

Given any face image X , the Karhunen-Loeve projection projects XX -  onto the 
subspace S'' (S'' Í S') spanned by the top k MEFs.  If k is large enough to include all 
the nonzero eigenvalues, S'' is the same as S'.  However, for practical applications, the 
number k can be much smaller than the number of training images [48] due to the fact 
that the regions representing face images can be roughly contained in a relatively 
lower dimensional space S''.  The number k is determined so that the sample variation 
represented by the sum of the eigenvalues of  MEFs not retained, is small enough 
compared to the total sample variation represented by the sum of all the eigenvalues. 

A simple PCA-based face recognition algorithm is as follows.  In the training 
phase, every training face image is projected onto space S'' and its projection is 
represented by a k-dimensional vector.  Every projection of training samples is 

                                                           
1 It is also called eigenfaces by [48] in the context of face recognition. 
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associated with the name of the corresponding person.  In the performance phase, an 
unknown face image X  is given.  It is then projected onto space S''.  The nearest 
neighbor, in the Euclidean distance sense, among all the training samples in S'' is 
considered the best match of .X   The class label of the nearest neighbor is assigned to 
the input image X , if it is known or assumed that X  belongs to a person in the 
database.  For face detection, the distance between an input image X  and that of the 
nearest neighbor can be used to decide if X  is a face or not [31]. 

 

         
Mean       MEF1     MEF2      MEF3      MEF4     MEF5     MEF6    MEF7      MEF8 

 

         
Mean       MDF1     MDF2     MDF3     MDF4     MDF5     MDF6    MDF7     MDF8 

Figure 3.3 MEFs and MDFs. The first row shows the mean image followed by MEFs. 
The second row shows the mean image followed by MDFs.  

 
The most discr iminating feature space. As can be seen from Fig. 3, the first several 
MEFs characterize lighting variation, since lighting variation typically accounts for a 
major variation from the mean face.  The MEFs capture the direction of major 
variations in the training images, such as those due to lighting direction; but these 
variations may well be irrelevant to how the classes are divided. 

If class labels of the training images are available (i.e., all the images of the same 
person have the same class label), Fisher's linear discriminant analysis (LDA)[17, 18] 
can be performed.  LDA determines a subspace in which the between-class scatter is 
as large as possible while keeping the within-class scatter constant.  In this sense, the 
subspace obtained using the LDA optimally discriminates classes represented in the 
training set, among all the linear projections [17, 55].  The basis of this optimal 

subspace is the eigenvectors of BW 1-  associated with the largest eigenvalues, where 
W and B are the within-class scatter and the between-class scatter matrices, 
respectively.  Ranking these eigenvectors according to the decreasing eigenvalues, we 
call them the Most Discriminating Features (MDF)2.  

The discriminant analysis procedure breaks down, however, when the number of 
classes is smaller than the dimensionality of the input image (i.e., W is not invertible).  
This problem can be resolved by performing LDA in the full MEF space, which is 
represented by a sufficient number, m, of MEFs [45].  Thus, MDFs are a set of basis 
vectors, each of which is a linear combination of MEF vectors.  Therefore, LDA 
actually computes optimal matrix weights (linear combinations) for MEFs so that the 
resulting MDF subspace maximizes the ratio of the between-class scatter over the 
                                                           
2 It is also called Fisherface by [3] in the context of face recognition 
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within-class scatter. Fig. 3.3 shows the first 8 MDFs.  As can be seen in the figure, 
MDFs show patterns consisting of higher order frequency than MDFs.  In some sense, 
MDFs tend to capture a combination of edge locations. 

It is common that some classes have more samples for training and others have few 
or even just one.  Since each pixel has at least some digitization noise, we can add a 
base scatter matrix s2I to the within-class scatter matrix of each class, including 
classes that have only one sample for training, where s  is the expected standard 
deviation of pixel-value noise.  Examining the detail of the computational procedure 
described in [45], we realize that the (average) within-class scatter matrix of the 
training face images in MDF space is a unit matrix.  This means that the average 
shape of all the class clusters is a unit ball in the MDF subspace.  Although this does 
not mean that the Mahalanobis distance is degenerated into the Euclidean distance 
(unless all the covariance matrices of all the classes are the same), it does support the 
use of Euclidean distance in the nearest neighbor search if there are not enough 
samples in each class to estimate the class-specific distribution.  For example, if a 
class has only one training sample available and its within-class scatter matrix is thus 
estimated by the base scatter matrix s2I.  The Euclidean distance in the MDF 
subspace then corresponds to a matrix weighted distance in the original MEF 
subspace using the within-class scatter and between-class scatter information of other 
classes, many of which have more training samples.  Such a cross-class distribution 
generalization property of LDA is not used if one estimates the distribution of every 
class using only the samples from the class. 

A special case of the above discussion is worth mentioning.  MDFs weight input 
components automatically according to the discrimination power of each.  For 
example, if a component corresponds to pure random noise, its contribution in the 
MDF subspace will be nearly zero. However, in the MEF subspace, the amount of 
contribution of such a noise component will be roughly proportional to the variance of 
the noise.  The larger the variance, the more weight it has in the more significant  
MEFs.  That explains why we have the well-known curse-of-dimensionality problem 
in MEF space (i.e., more features do not necessarily give a better recognition rate) but 
such a problem does not exist in the MDF space — it is true that larger the number of 
MDF features the better the recognition rate.  In our experiments, we have observed 
that this is indeed the case, and we may use all the MDFs although the lower order 
MDFs contribute less to the performance improvement.  
 

PCA vs. LDA. From the above discussion, we expect that LDA can give a better 
recognition rate than PCA.  In our own test using Weizmman face database (29 
individuals each with different lightings and different expressions), LDA producing 
MDF) produced significantly better face recognition result than PCA (producing 
MEF), as shown in Fig. 3.4. 
     In the training phase, different images from the same person under different 
lightings and expressions do have the same label.  As shown in the figure, when 
recognition based on the  nearest neighbor rule in the MDF space has reached 100% 
correct recognition rate using 14 features, the corresponding result in MEF space 
reached a maximum recognition rate of about 89%. 

In practice, one can use MDFs when the class labels of the training images are 
available.  Otherwise, MDF degenerates into MEF. 
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Figure 3.4 The performance of the system for different numbers of MEF/MDF features.  
The number of features from the subspace used was varied to show how the MDF 
subspace outperforms the MEF subspace.  95% of the variance for the MDF subspace 
was attained when fifteen features were used; 95% of the variance for the MEF 
subspace did not occur until 37 features were used.  Using 95% of the MEF variance 
resulted in an 89% recognition rate, and that rate was not improved using more MEF 
features. 

Hierarchical spaces vs. a flat space. The advantage of using a hierarchical space is 
twofold: speed and generalization. The hierarchical space allows the search for top 
matches to be much faster.  The time complexity for searching a roughly balanced 
classification tree is O(log(n)) instead of O(n).  This is a very important property for a 
large face database.  In contrast, other flat-space methods have a time complexity of 
O(n).  The speedup due to the hierarchical space (represented by a tree) is O(n/log(n)).  
Only when n is large, the speed up is large.  

The hierarchical space makes features more effective in separating different classes 
and thus allows better generalization with a given set of training samples.  When 
many samples from many classes are put together into a single set, it is not always 
possible to find a linear subspace (or a set of features) in which all different classes 
are separated well.  This is because the boundary between classes are typically very 
nonlinear (i.e., curved hyper-surfaces).  However, when the training samples are 
broken into smaller and smaller sets through a hierarchical space partition scheme, 
each smaller set typically contains fewer number of classes and fewer number of 
samples.  Thus, at deep levels of the tree, it is much more likely to be able to produce 
a good set of linear features that separate the samples into different classes.  The 
hierarchical space partition can use piecewise linear boundary (linear features MEFs 
and MDFs) to approximate curved, nonlinear decision boundaries needed to separate 
classes in the training set. 
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Among the existing appearance-based facial recognition methods, the SHOSLIF to 
be explained later in this chapter is among the very few that uses a hierarchical space. 
Incremental learning vs. batch learning. Learning methods fall into two categories, 
batch and incremental.  A batch learning method requires that all the training face 
images are available at a fixed training time.  It is difficult to determine a priori how 
many and what kinds of training images are needed in order to reach a required 
performance level.  Thus, a batch learning method requires multiple cycles of 
collecting data, training, and testing.  The limited space available to store training 
images and the need for more images for better performance are two conflicting 
factors.  Therefore, if a batch learning method is used, the task of collecting a 
sufficiently good set of training samples is very tedious in practice.  Further, each 
batch training session takes a significant amount of time to learn the entire batch of 
the training data. 

With an incremental learning method, training samples are available only one (or a 
small set) at a time.  Each training sample is discarded as soon as it has been 
incorporated into the system.  If the output result from the current system is not 
correct (or with a large error), the current sample is used to update the system [54].  
Otherwise, the current training image is rejected.  This selective learning mechanism 
effectively prevents redundant learning in order to keep the size of the face-image 
database relatively small.  Using this incremental learning mode, updating the system 
is convenient.  We do not need to load all the old images to re-learn when new images 
are added.  All we need to do is to run an update algorithm using only the new 
images.   
 
Built-in deformation models. The appearance-based method directly uses intensity 
patterns of a face image.  Given a face, some parts of the face may deform more than 
other parts.   For example, the mouth region may deform more than the nose region. 
There are two types of approaches in dealing with such deformations.  (1) Let the 
system learn the deformation,  (2) hand build a deformation model into the system. 

For the first approach, one can use the techniques discussed earlier.  However, one 
must collect enough samples that sufficiently cover the observable deformations. For 
example, for deformations caused by expression changes, all the expressions that the 
system must deal with should be contained in the training samples.   

Following the second approach, one needs to design a deformation model.  
Moghaddam et al. [31] used a method that treats an image I(x, y) as a 3-D surface (x, 
y, I(x, y)), where I(x, y) is the height of the 3-D surface at position (x, y).  A 3-D 
deformable surface model is applied to this 3-D surface, which includes the mass and 
the stiffness of the surface.  Thus the deformation is allowed in both position (x, y) 
and intensity I(x, y).  When matching a face image I1 with a reference image I2, the 
external force at each 3-D point on the surface I1 is the 3-D vector from the point to 
the closest point on surface I2.  The 3-D deformation thus estimated is used to 
estimate the intrapersonal deformation and extrapersonal deformation.  The maximum 
a posterior (MAP) rule is used to decide if the two images arise from the same person.  
[56] used a type of elastic graph matching based on position deformation and the 
intensity pattern information computed using a set of Gabor filters.  

The second approach may impose some assumptions.  For example, the statistics 
of a face deformation is based on all the faces instead of a particular face or a 
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particular group of faces.  This treatment is effective when the number of training 
samples is limited and the deformation present between an unknown image and the 
trained images is large. 

In the following, we present a specific face recognition algorithm as an example. 

4. The SHOSLIF 

The Self-Organizing Hierarchical Optimal Subspace Learning and Inference 
Framework (SHOSLIF) [52] is a framework that aims to provide a unified 
methodology for visual learning.  The SHOSLIF uses PCA and LDA to generate a 
hierarchical tessellation of a space defined by the training images.  The incremental 
version of the SHOSLIF learns incrementally [54].  Each query to the SHOSLIF takes 
O(log n) time. 
 
System overview 

The method generates a Space-Tesselation Tree (STT) during the training phase.  An 
example of such a tree is shown in Figure 3.5.   
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Figure 3.5 (a) A sample partition of the face image space generated from the training 
samples.  (b) The tree structure associated with the partition shown in (a).  Each cell in 
(a), which corresponds to a node in (b)  does not need to cover a meaningful class. 
Each cell  operates in a different subspace, and the leaf nodes give the final 
tessellation, which can approximate virtually any complex decision region.  The 
hierarchy provides a logarithmic retrieval complexity. 

As the processing moves down from the root node of the tree, the Space-Tessellation 
Tree recursively subdivides the training samples into smaller problems until a 
manageable problem size is achieved.  When a face image  is presented to a node, a 
distance measure from each of the node's children is computed to determine the most 
likely child to which the face image belongs.  At each level of the tree, the node that 
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best captures the features of the face image is used as the root of the subtree for 
further refinement, thereby greatly reducing the search  space for the best matches.  
This scheme is very similar to other works on classification trees used in statistics [4].  
Two major differences are (a) that SHOSLIF uses LDA to automatically generate the 
splitter at each internal node and (b) the input to SHOSLIF is the high-dimensional 
image vector instead of a number of feature values defined by system designer.  

Figure 3.6 explains how additional training images are generated at the root node 
and the processing performed at each node of the tree. 

We want to allow for some variations in the position, scale, and orientation of the 
faces in the canonical face image to be recognized.  This can be accomplished either 
through more image acquisition, but that is expensive in terms of time, storage, and 
cost.  Each canonical image this system receives provides an attention point and scale 
to be used to extract a fovea image of the object of interest.  Rather than extracting 
just a single fovea image from this attention point and scale, a family of fovea images 
are generated by varying the attention point and scale from the supplied points, as 
shown in Fig. 6.  This allows the system to learn some measure of positional and scale 
variation in the training set.   
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Figure 3.6 A top-level flow of the processing in the Space-Tessellation Tree during the 
training phase.  The steps after the vectorization are performed also at every internal 
node of the tree. 

 
Hierarchical Space Tessellation 

As we discussed earlier, the hierarchical space tessellation allows one to recursively 
decompose a large and complex problem into smaller and simpler problems.  Figure 
3.7 shows an example of the difference in the complexity of the class separation 
problem for the root node and an internal node of the tree. A child node contains 
fewer samples than its parent does, and the MDF vectors can therefore be optimized 
to the smaller set of samples in the child node. The finest tessellation level in a 
hierarchical space tessellation tree allows the linear features such as the MEFs and 
MDF to approximate any smooth decision regions to a desired accuracy using 
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piecewise hyper-planes, as shown in Fig. 6, as long as the number of training samples 
is sufficiently large. 
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(a) Root node 
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(b) Internal node 
 

Figure 3.7 An example showing the complexity of the class separation problem at two 
different levels of the tree.  Samples from the same classes are given for both the 
graphs.  This figure shows a more effective clustering in (b) than in (a) because the 
number of samples and classes in (b) is smaller than in (a). 
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Definition 1 Given n leaves, a Bounded Unbalanced Tree with Unbalance Bound 0 < 
�  < 1 (�  constant) is a tree such that for any node N containing n1 + n2 + … + nk 
leaves, where N has k children with ni leaves assigned to node i and n1 �  n2 �  … �  nk, 
n1 �  �  (n1 + n2 + … nk). 
 
Automatic Tree Construction 

Each level of the tree has an expected radius r(l) to characterize the size of the cells at 
level l. Note that r(l) is a decreasing positive function based on the level. Let d(X, A) 
be the distance measure between node N with center vector A and a sample vector X.  
The tree is built one level at a time.  The algorithm is summarized in Figure 3.9. 
 
Lemma 1 The number of levels in a Bounded Unbalanced Tree with n leaves is 
bounded above by  log (1/a) n, where a is the Unbalance Bound of the tree. 

 
Proof 1 Each node N of the tree is assigned with n1 + n2 + … + nk leaves, where ni is 
the number of leaves  assigned to the ith child of N.  Rank these nI’ s so that n1 �  n2 �  
… �  nk.  Because the tree is a Bounded Unbalanced Tree, we know that n1 �  a (n1 + 
n2 + … + nk), and this is true for all nodes N of the tree;  a is a constant. Each deeper 
level of the tree will reduce the number of leaves  by a factor of at least a.  The lth 
level down the tree will receive na� l leaves .  At tree height h, we have just a single 

sample by Algorithm 1.  So, na �h = 1, and a �h = (1/n), or (1/a) h = n. Then the height 

of the tree h = log(1/a)n = (log(n)/log(1/a)). 

Figure 3.8 Lemma 1. 

Algorithm 1 The Hierarchial Quasi-Voronoi Tessellation Algorithm 
 
Input:  Node N at level l – 1, list of samples X  to add. 
 
Output:  A tessellation of N  based on the new samples. 
 
1. Compute the projection matrices V  and W  for the MEF and MDF subspaces for 

this node. 

2. For each sample iX : 

(a) Project iX  to the MEF space to get iY . 

(b) Project iY  to the MDF space to get iZ . 

(c) If d( iZ , Cj) > r(l) for all Cj children of N, add iZ as the center vector for a 

new child of N. 

3. For each feature vector iZ , add iZ  to the child Cj with the nearest center vector. 

4.    For each child Cj of N, perform the space tessellation. 

Figure 3.9 The Hierarchial Quasi-Voronoi Tessellation Algorithm. 
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Recognition as Tree Retrieval 

The retrieval algorithm is given by Figure 3.10, which provides the top k matches for 
human examination. Given an unknown face image, the nearest neighbor in the  
Euclidean distance in image space S is typically not the best match because the class 
variation is not taken into account.  For the same reason, the nearest neighbor in the 
MEF space is not either, as shown in Figure 3.11.    

We do not want the STT to give the nearest neighbor in any single space and it will 
not either, since each internal node uses its own subspace.  
 

Algor ithm 2 The Image Retrieval Algorithm 
 
Input: Probe X, level l, and a list of at most constant k nodes which were explored at 
level l. 
 
Output: A list of nodes explored at level l+1. 
 
1.  For each node Ni in the list explored at level l: 

(a) If Ni is not a leaf node: 
i. Project X  to the MDF subspace of node Ni, producing Z . 
ii. Compute d(Cj, Z ) for all children j of Ni with center vectors Cj. 
iii. Transfer at most constant k of the children of Ni to the 

output list such that those transferred are the k nearest neighbors of 
Z . 

2. Truncate the output list to hold at most constant k nodes to explore at the next level. 
 
This algorithm is repeated for all levels of the Space-Tessellation tree until k leaves 
are found. 

Figure 3.10 The image retrieval algorithm. 

Distance Measure 

In the SHOSLIF tree, every node has its own different MEF and MDF spaces.  Given 
an input, we must compare its match with all the competitive nodes.  The Distance 
from Subspace (DFS) distance measure takes into account the distance from the 
projection space in addition to the distance of the projection to the node centers.  The 
DFS distance measure is given by 
 

22 ||||||||),( AMMXMMXVVXAXd ttt -+-=  

 
where ,VWM =  X  is the test probe, A  is the center vector, V is the projection 

matrix to the MEF space, and W  is the projection matrix to the MDF space.  Figure 
3.12 gives a geometric illustration. 
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Figure 3.11 (a) The binary tree built without class information taken into account, as 
would be built using the MEF space.  (b) The binary tree built optimized to separate 
classes, as would be built using the MDF space.  The MDF typically yields a smaller 
tree than the MEF space provides.  The MDF is effective if the samples cover all the 
within-class variations.  The samples of a class are denoted by a single type of 
character. 
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Figure 3.12 Distance from subspace description for 3D. 

5. Experimental Results 

In the following, we present some experimental results which provide quantitative 
examples for some design options.  
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Feature Spaces and the Tree 

We examined the effects of MEF and MDF flat subspaces, a single-space tree in 
which a tree is built in a single subspace, and the multi-subspace tree (SHOSLIF) as 
described above.  The training images come from a set of real-world objects in natural 
settings.  At least two training images from each of 36 object classes were provided; a 
disjoint set of test images were used in all of the tests.  The results of the studies are 
summarized in Table 3.1.  Top one means that the top one choice retrieved is correct.   
Top 15 means that the correct one is among the top 15 retrieved from the tree. 
 

  Flat Single-space 
tree 

SHOSLIF 
tree 

Top one 90% 86% N/A Image space 
Top 15 100% 90% N/A 
Top one 90% 76% 86% MEF space 
Top 15 100% 83% 90% 
Top one 90% 89% 97% MDF space 
Top 15 100% 100% 100% 

Table 3.1 Results of subspace comparison study. 

 
Face Recognition 

To test face recognition, a face database of individuals was organized; each individual 
had a pool of images which are divided into disjoint training and test data sets.  Each 
individual had at least two images for training with a change of expression.  The 
images of 38 individuals (182 images) came from the Michigan State University 
Pattern Recognition and Image Processing laboratory.  Images of individuals in this 
set were taken under uncontrolled conditions, over several days, and under different 
lighting conditions.  Another 303 classes (654 images) came from the FERET 
database.  All of these classes had at least two images of an individual taken under 
controlled lighting, with a change of expression;  24 of these classes had additional 
images taken of the subjects on a different day with very poor contrast.  Sixteen 
classes (144 images) came from the MIT Media lab under identical lighting 
conditions (ambient laboratory light).  Twenty-nine classes (174 images) came from 
the Weizmann Institute, and are images with three very controlled lighting conditions 
for each of two different expressions.  Table 2 shows a summary of the results 
obtained both by re-substituting the training samples as test probes and by using a 
disjoint set of images for testing. 

 
Handling Variations 

In the experiments further conducted, the training images include 1316 images from 
526 classes of human faces and other objects. We trained the system using training 
samples artificially generated from the original training samples to vary in (a) 30% of 
size, (b) positional shift of 20% of size and 20% of size; (c) 3D face orientation by 
about 45 degrees and testing with 22.5 degrees.  A total of 298 images from 298 
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classes, all disjoint from the training images, were used for test. The top 1 and top 10 
correct recognition rates were, respectively, (a) 93.3% and 98.9%, (b) 93.1% and 
96.6%, (c) 78.9% and 89.4%. 
 

No. of training images 1042 of 384 individuals 
No. of nodes in the tree 1761 

No. of explored paths 10 
Re-substitution: 

Top one 100.0% 
Disjoint test set: 

No. of test images 246 of 246 individuals 
Top one 95.5% 
Top 10 97.6% 

 

Table 3.2 Summary of experiment on a face database of 1042 images (384 
individuals).  The number of explored paths equals the number of top matches 
explored in the level-by-level tree retrieval. 

 
Timing 

Table 3.3 shows how the tree structure speeded up the retrieval process.  The test was 
done on a Sun SPARC-20.  A total of 2,850 training images were used in the learning.  
Three schemes are compared in the table.  The flat image space scheme uses a linear 
search for the nearest neighbor in the original image space S.  The flat MEF space 
scheme uses a linear search for the nearest neighbor in the MEF subspace S'' and the 
projection time for the input image is included.  The SHOSLIF tree scheme is a real-
time version using a binary tree of the SHOSLIF [54].  The speed-up of the tree is 
more drastic when n is larger. 
 

Method Flat image space Flat MEF space SHOSLIF tree 
Time 2.854 s 0.738 s 0.027 s 

Table 3.3 Average computer time per test probe. 

6. Conclusions 

Face recognition research has been very active and has made tremendous progress 
over the past 10 years.  Face recognition systems have a lot of immediate applications 
as long as the environment can be controlled appropriately.  

An important lesson that we can draw from the history of face recognition is as 
follows.  For very complex perception tasks, such as face recognition, it is not the 
most productive way to develop a system according to manually developed content-
level rules, rules that are directly related to the object to be perceived.  For face 
recognition, such rules include what facial features should be used, how face images 
may change if the lighting is changed, what facial changes one may see when one 
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smiles, which part of the face is more invariant, etc.  A general learning scheme, one 
that does not depend on the objects to be perceived can turn out to be very effective 
because it can adapt well to the objects without being impaired by the content-level 
rules. 

Although the current face recognition systems have achieved very good results for 
faces that are taken in a controlled environment, they perform poorly in less 
uncontrolled situations (see, e.g. FERET tests [34].  Humans know how to take 
environmental context into account but our existing systems do not3.  A fundamental 
methodology revolution is necessary for a breakthrough advance from the current 
state of the art. It becomes increasingly evident that breakthrough solutions to tough 
computer vision problems can probably be found by looking beyond the visual 
modality. 
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