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ABSTRACT
In this paper, we propose a technique that a�empts to control energy
consumption in distributed cyber-physical systems (CPS) in order
to improve the level of security of the system. �is is in contrast
to most existing methods, where the system is set to use a certain
level of authentication at design time, such as basic authentication,
certi�cate-based authentication, or no authentication at all. To
this end, we propose a notion of authenticatable task graph, which
encodes standard task dependencies and allows for authentication
tasks to be intermi�ently inserted into the computation task graph.
�e optimization objective here is to maximize the number of au-
thentication tasks as well as peer-authentication, while remaining
in the system energy bounds. We propose three o�ine optimiza-
tion techniques and one online algorithm, where the system can
dynamically manage the tradeo� between energy consumption and
the level of security in the presence of uncertainties imposed by
the physical environment. Our optimization algorithms are vali-
dated by a rich set of simulations as well as a real-world case study
on a group of unmanned aerial vehicles (UAVs) that are assigned
area search tasks and are required to perform peer-authentication
within their ba�ery limits.
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1 INTRODUCTION
Consider a �eet of autonomous unmanned aerial vehicles (UAVs)
that carry out a joint mission, such as search and rescue. �e �eet is
obviously constrained by energy limits and a successful completion
of the mission depends on rigorous path planning as well as accurate
on-the-�y reporting of observations by the individual UAVs. Now,
if one of the UAVs is compromised and makes false positive or
negative reports, it may either cause premature completion of the
mission or make it unnecessarily long, possibly beyond the current
energy limits of the �eet. As another scenario, consider a wireless
sensor network that is monitoring a large remote area to prevent
massive wild�res. A sensor that detects smoke sends a message
to the neighboring sensors and this message is propagated across
the network to inform a base station for proper action. If one of
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these sensors is hacked, false positives can unnecessarily drain
the network energy and false negatives can suppress an accurate
reporting.

�ese examples clearly show that security of distributed cyber-
physical systems (CPS) has to be an integral requirement in modern
network-connected deployments, especially when they are safety-
or mission-critical. Societies and public services are becoming
vitally dependent on proper operation of CPS, especially with the
rapid integration of the Internet of �ings (IoT) with homes and
public areas. Networks of mobile devices are also pervasive in
many environments, where they are easily accessible and, therefore,
exposed to greater threats. Moreover, ba�ery-powered CPS usually
impose constraints on energy consumption that could potentially
a�ect the level of security maintained while executing functional
tasks. Hence, distributed CPS should be designed to maximize the
level of con�dence in task results in the presence of cybera�acks,
while reducing energy consumption to extend ba�ery life.

Currently, most distributed CPS de�ne a pre-speci�ed level of
security that the system should provide. �e system is set to use a
certain level of authentication at a prede�ned frequency. Such deci-
sions do not account for di�erent physical environments the system
can be deployed into, di�erent time-and-space-varying risks, and
di�erent threat/vulnerability-levels that call for di�erent measures
for security. Moreover, most current systems treat security as a
non-functional property and a decorator for the main functional
behavior of the system, and do not account for how security deci-
sions could a�ect the control path that the distributed system takes.
We are only aware of the work in [7, 12] that a�empt to balance
the system security vs. quality of control and service.

In this paper, we tackle this problem by introducing a notion of
peer-authentication, where di�erent components in a distributed
CPS verify the output of each other to gain an acceptable global level
of con�dence. Obviously, providing more security (e.g., frequent au-
thentication or key exchange) results in resource consumption (e.g.,
energy and communication bandwidth) at higher rates. �us, one
has to reach a balance between their resource consumption and the
level of security guarantees. We propose a general-purpose model
that captures the interactions of the security vs. energy tradeo� in
distributed embedded systems and allows system designers to pa-
rameterize the tradeo�s in their system. In particular, we consider
a global task dependency graph partially executed by distributed
nodes. �en, we augment the task graph with authentication tasks.
�ese tasks can be intermi�ently and arbitrarily inserted into the
computation task graph. When execution units (e.g., CPU cores,
sensors, UAVs, etc) execute more authentication tasks, a higher se-
curity con�dence is gained and, in turn, more energy is consumed.
�us, our main objective is to determine when to schedule authen-
tication and which nodes should be involved such that we reach a
desired global termination state while operating under per-node
energy constraints.
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(a) No authentication.
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(b) Extreme authentication.
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(c) Optimal peer-
authentication.

Figure 1: �ree peer-authentication scenarios in a multi-
UAV network.

To be�er explain the idea of optimal peer-authentication, con-
sider again our multi-UAV search and rescue application. Let us
assume that searching each grid cell is a computation task and
UAVs in neighboring cells can verify observations of their peers.
Figure 1a shows a 5 × 5 grid area divided to four separate areas
and each UAV operates in one of the independent areas with no
peer-authentication. �e total number of cells traveled by the four
UAVs in this scenario is 25. On the contrary, in Fig. 1b, extreme
authentication is enforced by �ying two UAVs over each grid cell
at all times in two di�erent altitudes. �at is, one UAV always
veri�es the observations of the other one. �e total number of cells
traveled by the four UAVs in this scenario is 50. In Fig. 1c, if we
assume that all UAVs have equal energy and the global energy limit
is su�cient to explore 30 cells, then the optimal peer-authentication
strategy is that UAV 1 (red) and 2 (blue) cover cells 1 – 5 and 6 –
10, respectively, and can perform peer-authentication, as they �y
concurrently in neighboring cells. Likewise, UAV 3 (black) and 4
(green) cover cells 11 – 20 and 21 – 25, respectively, and can perform
peer-authentication. �en, UAV 2 returns to cell 6, while UAV 3
starts exploring cells 11 – 15 and can perform peer-authentication,
as they �y in close proximity.

In order to �nd optimal peer-authentication strategies in our
general-purpose model, we investigate four o�ine and online tech-
niques:

• First, we propose an o�ine optimization method that pro-
duces a schedule of computation tasks intermi�ent with
authentication tasks. �is method is based on transform-
ing our security vs. energy tradeo� optimization problem
into mixed integer linear programming (MILP). �is tech-
nique produces the optimal result, though is limited to
small problem sizes.

• Next, we introduce two scalable o�ine algorithms that �nd
sub-optimal solutions. �e �rst algorithm is a non-trivial
greedy technique, where execution units run and authen-
ticate the tasks with the least energy requirements. To

ensure that we complete all tasks in the graph, the algo-
rithm checks to see if there is su�cient energy to execute
all remaining computation tasks without authentication.
At the cuto� point, the algorithm will abandon authentica-
tion and execute all remaining computation tasks only. We
also propose a genetic algorithm that generates a random
population (i.e., sequence of task executions). �e popu-
lation is then evolved by mating, mutating, selecting its
individuals. Upon reaching the terminating condition, the
best individual in the population is selected as the �nal
solution to the problem.

• Since physical environments inherently bring uncertain-
ties in a CPS, o�ine solutions are o�en not able to react
properly to new energy and/or security conditions on the
ground. In our example, weather conditions may change
the rate of energy consumption, making the pre-planned
�ight and peer-authentication paths infeasible in reality.
�us, we propose an online algorithm that schedules tasks
dynamically according to current energy limits of execu-
tion units by using backtracking to the last feasible step
and resolving the optimization problem.

We have fully implemented our algorithms and report results of
simulation as well as experiments on a real network of UAVs. Our
simulations show that our genetic algorithm consistently outper-
forms the greedy algorithm in terms of executing more authentica-
tion tasks and be�er utilizing the remaining energy of execution
units, while the MILP-based technique clearly �nds the optimal
solutions. We also develop a proof of concept by deploying our
algorithms in a real network of UAVs that carry out a joint search
mission. Our experiments show that in reality, UAVs consume %12
more energy on average than what �ight paths obtained by an
o�ine algorithm. �is observation clearly motivates the idea of
our online algorithm to operate in real CPS. We also present the
results of experiments for our online algorithm in a scenario, where
UAVs consume more energy than predicted, and how the algorithm
successfully navigates them to complete their mission within their
real limits, while maintaining the best level of security.

Organization. �e rest of the paper is organized as follows. Pre-
liminary concepts are presented in Section 2. In Section 3, we
formally state our security vs. energy consumption tradeo� opti-
mization problem. In Section 4, we introduce the transformation
into MILP. Sections 5, 6, and 7 present our greedy, genetic, and
online algorithms, respectively. Section 8 presents the simulation
and experimental results. Related work is discussed in Section 9.
Finally, we make concluding remarks and discuss future work in
Section 10.

2 PRELIMINARY CONCEPTS
In this section, we present the preliminary concepts.

2.1 Task Graph
De�nition 1. A task graph is a directed acyclic graph (DAG) G =
(V ,E), where each vertex t ∈ V is a task, and each arc (t , t ′) in E
speci�es an order, where task t ′ depends on t (that is, task t must
be �nished before task t ′ can be executed. �

In a task graph G = (V ,E), we denote the set of predecessors
(respectively, successors) of a task t by Pt (respectively, St .) Formally,

Pt =
{
t ′ | (t ′, t ) ∈ E

}
St =

{
t ′ | (t , t ′) ∈ E

}
(1)
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(b) An authenticatable task graph.

Figure 2: A task graph and its corresponding authenticatable
task graph.

An entry point is a task with no incoming edges and a termina-
tion point is a task with no outgoing edges. For example, Fig. 2a
demonstrates a sample task graph of seven tasks, where t1 and t2
are entry points and t6 and t7 are termination points.

2.2 Authenticatable Task Graph
We now expand on De�nition 1 by augmenting task graphs with
means for authentication. We de�ne two equal-size sets of corre-
lated tasks:

• Computation tasks (denoted T = {t1, . . . , tk }) that repre-
sents the actual work to be done. �ese are the tasks in
De�nition 1 (i.e., T = V ).

• Authentication tasks (denoted A = {α1, . . . ,αk }) associated
with computational tasks. An authentication task option-
ally follows the actual work and authenticates the output
of a computational task.

De�nition 2. Let G = (V ,E) be a task graph as de�ned in De�-
nition 1. �e corresponding authenticatable task graph is a DAG
G = (V, E), where

V = T ∪ A

is the set of all tasks. �e directed edges in the graph are as follows:
• For each edge (vi ,vj ) ∈ E, we include an edge (ti , tj ) in E

to retain the dependency.
• �ere is an edge from a computation task to its correspond-

ing authentication task. �at is,

∀vi ∈ V : (ti ,αi ) ∈ E (2)

�

Figure 2b illustrates an authenticatable version of the task graph
in Figure 2a. As can be seen in the �gure, for every task t , there is a
corresponding authentication task α . �e dashed arrows represent
the edges from computation to their corresponding authentication
tasks.

2.3 Execution unit
Intuitively, an execution unit is an entity that is able to execute tasks
and is constrained by its energy capacity. For example, sensors or
unmanned aerial vehicles (UAVs) are able to perform certain tasks

within their energy limits and they consume some minimal energy
when they are idle.

De�nition 3. An execution unit u = 〈Au ,Bu ,Iu 〉 is a tuple of
three elements:

• �e a�nity set Au is a function that maps u to a set of
tasks that u is allowed to execute;

• Energy bound Bu is a non-negative real number indicating
the upper bound on the energy of u;

• Idle energy consumption rate Iu (t ) is a non-negative real
number indicating the amount of energy consumed every
second when the execution unit is idle, i.e. not executing
any task.

�

We denote the set of all execution units by U. An execution
unit consumes time and energy when executing a task from the
authenticatable task graph G. �ere is also cost associated with
transitioning from one task to another. For instance, for a CPU
execution unit, there could be a sequence of tasks that cause cache
misses if executed in a speci�c order, and that results in more
time and energy consumed by the CPU. In the case of UAVs, there
may be geographical separation between tasks and so the order of
tasks determines the �ight distance and consequently the required
amount of time and energy to execute the task.

2.4 Cost Functions
To determine the costs of an execution unit u ∈ U executing tasks
in an authenticatable task graph G, we de�ne the following cost
functions:

• Execution cost ξ : U × V → R2
≥0 is a function that maps

an execution unit u and a (computation or authentication)
taskv to a pair of real numbers (τ , ε ), where τ and ε are the
amount of time and energy consumed by the unit executing
a task.

• Transition cost T : U ×V2 → R2
≥0 is a function that maps

an execution unit u and a pair of tasksv,v ′ to a pair of real
numbers (τ , ε ), where τ and ε are the amount of time and
energy consumed by the unit transitioning from v to v ′.

2.5 Schedule
A schedule S is a function that determines which execution units
run a task and when they start executing it. It is de�ned as follows:

S : V → 2U × R≥0

�us, S maps a task in the set of vertices V in authenticatable
graph G to a set of execution units U and a start time s ∈ R≥0.

Note that the schedule allows assigning a task to multiple execu-
tion units and only one start time. �e purpose of this is to support
authentication tasks. An authentication task is performed by two or
more units concurrently. �is allows us to model communication as
part of the peer-authentication process such as key exchange. �at
is, peer-authentication should take place at the same time among
peers. It also allows us to model corroboration of a task output such
as partial replication of the computation or veri�cation of digests.
A computation task on the other hand can only be executed by one
execution unit. We enforce these constraints in the next subsection.

Finally, an assignment λSu is an ordered sequence of tasks ex-
ecuted by u as determined in schedule S. It is de�ned as λSu =
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(υ0,υ1, · · · ) such that
∀υ ∈ λSu : u ∈ S (υi ).U

∀υi ,υi+1 ∈ λ
S
u : S (υi ).s < S (υi+1).s

(3)

where υi ∈ V , and S (υ).U and S (υ).s denote the set of units and
start time mapped to υ.

3 PROBLEM STATEMENT
We now introduce the formal statement of the problem.

3.1 Problem Constraints
We now detail the constraints of our proposed problem. Our goal
is to design a schedule S subject to the following constraints.

Dependency. A schedule obeys the dependency encoded in G,
such that the following holds:

∀(v,v ′) ∈ E : S (v ′).s ≥ S (v ).s + ξ (S (v ).u,v ).τ (4)
�at is, for every pair of tasks v and v ′, where v ′ depends on v ,
the start time of v ′ is greater or equal to the termination time of
v . �e termination time of v is calculated as the start time of v
plus the execution time of v spent by its assigned execution unit as
determined by the schedule.

Transition time. A schedule assigning a sequence of tasks to an
execution unit must account for the transition time:
∀u ∈ U :∀(υi ,υi+1) ∈ λ

S
u :

S (υi+1).s ≥ S (υi ).s + ξ (u,υi ).τ + T (u,υi ,υi+1).τ (5)
A�nity. Every task is run by an execution unit allowed to run the
task as determined by its a�nity set Au :

∀v ∈ V : v ∈ AS (v ).U (6)
where AS (v ).u is the a�nity set of the execution unit assigned to
run v as determined by the schedule S.
Completion. All computation tasks must be executed exactly
once.

∀t ∈ T : |S (t ).U | = 1 (7)
Energy bound. Each execution unit should obey its energy bound.
�at is, for every execution unit, the total amount of energy con-
sumed while executing an assignment is less than or equal to its
bound. First, note that an execution unit can also be idle between
tasks. For an assignment λSu , let ι (λSu , i ) denote the idle time spent
before executing the ith task in the assignment:

ι (λSu , i ) = S (υi ).s −S (υi−1).s − ξ (u,υi−1).τ − T (u,υi−1,υi ).τ (8)
�us, the following constraint enforces that an execution unit obeys
its energy bound:

∀u :
|λSu |−1∑
i=0

ξ (u,υi ).ε + T (u,υi ,υi+1).ε + Iu (ι (λ
S
u , i + 1)) ≤ Bu

(9)
Peer authentication. As mentioned earlier, an authentication task
is performed by two or more units concurrently. First, we enforce
that two or more units participate in every authentication task as
follows:

∀α ∈ A : |S (t ).U | = 0 ∨ |S (t ).U | ≥ 2 (10)
�at is, if an authentication task is ever executed, it must be ex-
ecuted by at least two peers. Second, we enforce that one of the

execution units participating in authentication is the unit that per-
formed the respective computation task. �is allows us to model
authentication that depends on the task’s output, which is expected
when corroborating the output or reaching consensus:

∀αi ∈
{
α | |S (α ).U | , 0

}
: S (ti ).U ⊂ S (αi ).U (11)

�at is for all authentication tasks that were executed per the sched-
ule, the set of execution units that executed their respective compu-
tation tasks (which is only one unit as per Constraint 7) is a subset
of the authentication peers.

3.2 Optimization Objectives
More authentication tasks implies higher con�dence in task results.
Our optimization objective is two fold:

• Maximize authentications. Our �rst objective is to maxi-
mize the number of authentication tasks executed by any
execution unit. �at is:

max
����
{
α ��� |S (α ).U | , 0

}���� (12)

In this formula, every authentication task is counted once
regardless of how many peers participated in authentica-
tion.

• Maximize peers. A higher number of peers participating
in authentication also increases con�dence and resilience
to a�acks. �us, our second objective is to maximize the
average number of peers per authentication task:

max
∑A
α |S (α ).U |

����
{
α ��� |S (α ).U | , 0

}����

(13)

4 TRANSFORMATION TO MIXED INTEGER
PROGRAMMING (MILP)

As the �rst step to solve the optimization problem presented in Sec-
tion 3, we transform it into a mixed integer linear program (MILP).

4.1 Decision Variables
Let G = (V, E) be an authenticatable task graph, T be the cost
function, and U be the set of all execution units. �e following are
decision variables in our MILP instance:

• xui ∈ {0, 1} indicates whether an execution unit u ∈ U
executes task i , where i ∈ V .

• yi ∈ {0, 1} indicates whether multiple execution units exe-
cute authentication task i , where i ∈ A.

• xui j ∈ {0, 1} indicates whether an execution unit u ∈ U
transitions from task i to j, where i, j ∈ V .

• si ∈ R≥0 is the start time of task i , for i ∈ V . Note
that since there is only one start time for each task, if an
authentication task is executed by multiple units, it will be
executed concurrently.

• f u ∈ R≥0 indicates the time when execution unit u ∈ U
�nishes the last task in its assignment, for i ∈ V .

• lu ∈ R≥0 indicates the total amount of idle time spent by
execution unit u ∈ U when processing its assignment.

4.2 Constraints
�is subsection details the constraints of the MILP instance based
on the ones identi�ed in Section 3.1.
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A�nity. An execution unit can only execute tasks in its a�nity
set: ∑

i<Au

xui = 0 for all u ∈ U (14)

Completion. Every computation task in the graph must be exe-
cuted once: ∑

u ∈U
xui = 1 for all i ∈ T (15)

Dependency. First, we assume a dummy task ds that all execution
units run �rst. �ere is an edge from ds to each entry point task in
V :

∀v ∈ {v | |Pv | = 0} : (ds ,v ) ∈ E ′ ∧
∑
u ∈U
T (u,ds ,v ) = (0, 0)

where E ′ ⊃ E. �e dummy start task has a start time of sds = 0.
Similarly, there is a dummy �nalization task df that all tasks can
lead to:

∀v ∈ V : (v,df ) ∈ E ′ ∧
∑
u ∈U
T (u,v,df ) = (0, 0)

Dummy tasks have zero time, zero energy and zero assignments:

ξ (u,d ).τ = ξ (u,d ).ϵ = xud = 0 for all u ∈ U,d ∈ {ds ,df }

Now we constrain a task’s start time to enforce dependency:

sj ≥ si +
∑
u

xui × ξ (u, i ).τ for all (i, j ) ∈ E ′ (16)

Transition time. To constrain transition time, we �rst constrain
xui j :

xui j = xui = xuj for all i, j ∈ V

Next, we ensure that the start time of tasks accounts for the transi-
tion time from the previous task:

sj ≥ M (xui j − 1) + si + xui j×((ξ (u, i ).τ + T (u, i, j ).τ )

for all i, j ∈ V,u ∈ U (17)

where M is a large constant (larger than maximum possible start
time) to cancel the constraint if unit u does not execute i then j.

Energy bound. Every execution unit honors its energy bound. To
constrain energy consumption, we �rst add constraints to bound
the �nish time of execution units:

f u ≥ M (xui − 1) + si + ξ (u, i ).τ for all u ∈ U, i ∈ V (18)

�us, f u is greater than or equal to the �nish time of the last task
that execution unit u runs. Next, lu is the idle time spent by unit u:

lu = f u −
∑
i ∈V

xui × ξ (u, i ).τ −
∑

(i, j )∈V2
xui j × T (u, i, j ).τ

Finally, we constrain the energy consumption of execution unit u
as follows:∑
i ∈V

xui × ξ (u, i ).ϵ +
∑

(i, j )∈V2
xui j × T (u, i, j ).ϵ + lu × Iu ≤ Bu

for all u ∈ U

Peer Authentication. An authentication task must be executed
by two or more execution units.∑

u ∈U
xui ≤ 0 + yi M∑

u ∈U
xui ≥ 2 + (yi − 1)M

for all i ∈ A (19)

where M > |U|.

Authentication a�er computation. An authentication task must
follow its respective computation task in order to verify the output
of the computation. Essentially, we want to ensure that the arc
from a computation task to its respective authentication task in
the authenticatable graph is visited by a unit participating in the
authentication.∑

u ∈U
xui j ≥ yj for all (i, j ) ∈ E ∧ j ∈ A (20)

4.3 Objective Functions
As mentioned in Subsection 3.2, our problem requires optimiz-
ing multiple objectives. We use a hierarchical approach to model
multiple objective functions. First of all, our main objective is to
maximize the number of executed authentication tasks, regardless
of the number of units participating in authentication. Hence, our
�rst objective is as follows:

max
∑
i ∈A

yi (21)

Upon solving the MILP given Objective (21), we add a constraint
as follows: ∑

i ∈A
yi = M (22)

whereM is the solution of the MILP with Objective (21). Based on
the new constraint, we set the objective of the new MILP to the
following:

max
∑
u ∈U

∑
i ∈A

xui (23)

�us, the new MILP maximizes the number of participants in au-
thentication tasks given the number of executed authentication
tasks isM.

5 GREEDY ALGORITHM
In this section, we introduce our greedy algorithm. �e greedy
choice in the algorithm is running and authenticating the tasks
with the least energy requirements. To ensure that we complete all
tasks in the graph, the algorithm checks to see if there is available
energy to execute all remaining computation tasks without authen-
tication. At the cuto� point, the greedy algorithm will abandon
authentication and execute all remaining computation tasks only.

First, we introduce Algorithm 1 that checks whether there are
feasible assignments to execution units to complete all remaining
tasks. It takes as input an authenticatable task graph, a set of exe-
cution units, and a map of execution unit to current assignments
A : U → Λ (see Formula 3). Initially, the map of assignments is
empty. �e �rst step is to determine which tasks can be executed.
Only tasks that have not been executed before, and whose prece-
dents have completed can run. We can determine this via A. We
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Algorithm 1: GreedilyExplore
Input: G = (V, E), U, A
Output: True or False

1 T̄ ← set of available computation tasks in the given G
2 foreach u ∈ U do
3 �nished ← False
4 while �nished = False do
5 tu ← last task in A[u] else dummy start task
6 Eu [t ]← T (u, tu , t ).ϵ + ξ (u, t ).ϵ ∀t ∈ T̄
7 t = argmin(Eu )
8 if remaining energy of u ≥ Eu [t ] then
9 insert t into the end of A[u]

10 remove t from T̄ and G
11 put new available computation tasks into T̄
12 else
13 �nished ← True
14 end
15 end
16 end
17 if T̄ , ∅ then
18 return False
19 end
20 return True

refer to the set of executable tasks as T̄ . �e algorithm then de-
termines the cheapest task to execute for each execution unit and
appends it to its assignment. �e chosen task can potentially unlock
other tasks that were waiting for their precedents. �ese tasks can
now be added to T̄ . If at the end of the loop over all execution units
there are still unexecuted tasks, this indicates a failure to explore
the graph with the available energy.

Next, we introduce the Algorithm 2 for greedy authentication.
�e algorithm works as follows, where input M is the maximum
number peers:

(1) Pick the cheapest task to execute for each execution unit
(Line 10).

(2) Out of these tasks, choose the cheapest task to authenti-
cate by any two execution units (Line 15). Function Avail-
ableAuths() simply returns the respective authentication
tasks of the last computation tasks performed by all execu-
tion units (Line 14).

(3) Pick the cheapest peer to participate in the authentica-
tion. Check whether there are feasible assignment for the
remaining tasks using Algorithm 1 (Line 21). If there is
not enough energy, the algorithm aborts searching for an
authentication task.

(4) If there is enough energy, we commit the peer (Line 25)
and go back to step 3. If there are no more peers or we
have reached the maximum number of peers, we commit
the auth task (Line 28) and go back to step 2.

(5) If there are no more authentications that can be added, go
back to step 1.

6 GENETIC ALGORITHM
A genetic algorithm (GA) requires a solution to the problem to be
encoded by a string (a.k.a. chromosome, gene or individual), and a
set of chromosomes is referred to as a population. At initialization,
a population is generated by some random method. �roughout
the time, the population is evolved by mating, mutating, selecting
its individuals. Upon reaching the terminating condition, the best
individual in the population is selected as the �nal solution to the
problem.

Algorithm 2: GreedilyAuthenticate
Input: G = (V, E), U, M
Output: Set of assignments

1 A[u] = {depot}, for u ∈ U
2 remove depot from G
3 T̄ ← set of available computation tasks in G
4 while T̄ , ∅ do
5 ET̄ ← ∅
6 foreach u ∈ U do
7 tu ← last task in A[u]
8 ET̄ [u][t ]← T (u, tu , t ).ϵ + ξ (u, t ).ϵ , for t ∈ T̄
9 if remaining energy of u ≥ min(ET̄ [u]) then

10 insert argmin(ET̄ [u]) to the end of A[u]
11 end
12 end
13 auths← {}
14 while AvailableAuths(A) − auths , ∅ do
15 u, α ← min(AvailableAuths(A) − auths)
16 insert α to the end of A[u]
17 p ← {}
18 while |p | < M do
19 up ← argmin(u′ → T (u′, A[u′], α ).ϵ )
20 prepare A′ with α added to up and u
21 if GreedilyExplore(G, U, A′) = False then
22 noauth← True
23 break
24 else
25 insert α at end of A[up ]
26 end
27 end
28 if |p | ≥ 2 then
29 auths← auths ∪{α }
30 insert α at end of A[u]
31 end
32 end
33 end
34 return A

In this section, we present our proposed GA. �e challenge in
designing a GA to solve our problem is twofold: (1) authentication
tasks not only are optional but also require two or more execution
units to start executing concurrently, and (2) the problem has two
competing objectives which signi�cantly reduce the convergence
rate. To address these challenges, we �rst utilize a 3-part-string to
encode a solution and propose the corresponding mating, mutating
and selecting methods that handle each section separately.

6.1 Representation of Solution
Each chromosome consists of:

• �e selected authentication task (SAT) string contains |U|
substrings. Each substring denoted by SATu , for each u ∈
U, is a binary vector of length |A|, such that SATu (i ) = 1
indicates that execution unit u takes part in doing authen-
tication task ai .

• �e computation task assignment (CTA) string is a vector
of length |T |, such that CTA(i ) = j , where 0 ≤ i ≤ |T |, and
0 ≤ j ≤ |U |; i.e., computation task ti is assigned to unit uj .

• �e schedule string (SS) is a vector of length |V |, such
that SS(i ) = (t , st ), where 0 ≤ i ≤ |V|, t ∈ V , and st
is the start time of task t . Moreover, the vector is also
a topological sort [2] of the authenticaticable graph, i.e.,
a total ordering of tasks in the graph that satis�es the
precedence constraints.

A chromosome is represented by a tuple 〈SAT ,CTA, SS〉. Figure 3
illustrates a chromosome for the authenticatable task graph in
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SAT1 SAT2
SAT 1 0 0 1 0 1 0 1 0 0 1 0 1 0
CTA 1 2 1 2 1 1 2
SS t1 α1 t3 α3 t2 t4 α4 t5 α5 t6 α6 t7 α2 α7

Figure 3: A sample chromosome.

Fig. 2b and 2 execution units. Due to the space limit, we only show
tasks in SS and omit their start times. In this example, (1) only
authentication tasks α1,α4, and α6, are selected to be done by both
execution units; (2) computation tasks t2, t4, and t7 are assigned to
execution unit u2 while the others are assigned to u1; (3) and the
assignments for u1 and u2 are

λ1 = (t1, st1 ) (α1, sα1 ) (t3, st3 ) (α4, sα4 ) (t5, st5 ) (t6, st6 ) (α6, sα6 )

λ2 = (α1, sα1 ) (t2, st2 ) (t4, st4 ) (α4, sα4 ) (α6, sα6 ) (t7, st7 )

6.2 Generation of Initial Population
Each chromosome of the initial population is randomly generated
as follows:

• SAT. First, a random binary string of length |A| is gener-
ated for each execution unit u ∈ U. Recall, SATu (i ) = 1
means that execution unit u will do authentication task αi .
When �nishing the generation, only authentication tasks
done by 2 or more execution units will be retained. �us,
SAT satis�es Constraint (10).

• CTA. First, computation tasks are randomly assigned to ex-
ecution units wrt. their a�nity. A�er generation, we have
to check every authentication task selected if one of the
execution units partaking in doing it is one that performed
the respective computation. If there exists a violation, then
we randomly assign the computation task to one of the
execution units participating in the authentication task
wrt. their a�nity. �is enforcement makes the assignment
partially satisfy Constraint (11) which additionally requires
that an authentication task must be executed right a�er
its respective computation task. �us, CTA thoroughly
satis�es a�nity (6) and completion (7).

• SS. First, the authenticaticable graph is topologically sorted
to form a basic SS by utilizing a modi�cation of Kahn’s
algorithm [6] to enforce that an authentication task must
be done right a�er its corresponding computation task (i.e.,
Constraint 11.) A con�ict is a deadlock-like situation where
some execution units wait for one other to do authentica-
tion for computation tasks that they have just concurrently
completed. For example, unitu1 �nished task t1 and is wait-
ing form u2 to do authentication task α1 together, while
unit u2 concurrently �nish computation task t2 and is also
waiting foru1 to do authentication task α2 together. If such
situation happens, we will cancel the authentication of the
la�er computation task in the topological list as depicted.
A�er obtaining the basic SS , we calculate the start time of
each task.

Each newly generated chromosome is checked against those in
the population. Two chromosomes are said to be the same if they
have the same SAT , CTA, and sequence of tasks in SS. If a new
chromosome is identical to any in the population, it is discarded,
and the generation process is repeated. Otherwise, it will be put
into the population. �e rationale of obtaining only individual

chromosomes is to increase both the diversity and convergence
rate.

6.3 Crossover Operator
�e crossover operator �rst randomly pick 2 chromosomes from
the population and then handle their parts di�erently as follows:

• SAT. Recall that, an SAT consists of |U| binary substrings
of length |A|. �e crossover operator randomly generates
two cuto� points cs (start point) and ce (end point), such
that cs , ce ∈ [0, |A|] and cs < ce . �e points divide each
substring into three parts, and the middle part of each
substring of a SAT will be swapped with the respective
middle part of the other SAT . Note, all substrings of a SAT
are cut at the same points, so the new SATs generated by
the cross operator still satisfy the Constraint (10).

• CTA. Similar to the process handling SATs with two cuto�
points and post-processing to resolve con�icts.

• SS. Due to the updates in SAT andCTA, the SS is potentially
invalid so we reconstruct it as mentioned in Section 6.2.

6.4 Selection
New chromosomes are introduced by crossover and mutation op-
erators at every generation, and in order to maintain a �xed-size
population, some chromosomes must be removed before proceeding
to the next generation. To identify chromosomes to be eliminated,
each in the population is evaluated by:

• Feasibility, a Boolean value indicating if the chromosome
represents a feasible solution or not. An individual is a
feasible solution only if it satis�es the energy bound.

• CountSAT, an integer, whose absolute value is the number
of selected authentication tasks. CountSAT is a negative
number only if the chromosome represents an infeasible
solution.

• CountPeers, a non-negative integer indicating the total
number of peers participating in all authentication tasks.

In order words, each chromosome in the population is associated
with a tube 〈feasibility,CountSAT ,CountPeers〉, they are sorted in
descending order wrt. the value of their associated tubes, and only
those are on top will be selected to remain in the population and
proceed to the next generation.

7 ONLINE ALGORITHM
In the context of CPS, the physical environment is likely to vary
from the expectation set in the resource consumption parameters
of tasks and execution units. For instance, weather conditions can
a�ect the duration and energy consumption of a UAV task and
humidity can a�ect the ba�ery performance of a wireless sensor.
Such changes may result in a reduction of peer-authentication
tasks, or more critically, impact the feasibility of the solution (see
Constraint 7). We assume that a central entity controls execution
units. If an execution unit detects a change in the environment,
it informs the central controller which uses our proposed online
algorithm to mitigate the change. While a decentralized online
algorithm is an interesting problem, it is out of the scope of this
paper. We discuss it further in the future work section.

We should �rst recall that an optimization algorithm should
result in a schedule S that assigns a sequence λ to each execution
unit u given an authenticatable task graph G and a set of execution
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units U. Let So� denote an o�ine optimization algorithm and Λo�
denote the set of assignments returned by So�. Algorithm 3 assigns
a sequence λ̃ to each execution unit u given the authenticatable
graph G altered due to changes in the environment, which we refer
to as G̃, and a subset of the execution units U, which we refer to as
Ũ. Note that Ũ is not a strict subset of U. Our algorithm operates
in the following three stages.

7.1 Simulation
In the simulation phase (Line 7 of Algorithm 3, the algorithm simu-
lates assignments Λ′ on the altered graph G̃. Note that assignments
Λ′ do not include an assignment for an execution unit not in Ũ. �at
is, we do not simulate the execution of a unit that is excluded from
the set of units due to being compromised or unavailable. Below,
we list the scenarios the altered graph G̃ will impact the simulation
outcome and how simulation will handle these scenarios:

7.1.1 Resource Exhaustion. �e o�ine algorithm is assumed
to be theoretically correct, meaning that execution units should
�nish their assignments without running out of resources. If the
durations/resource consumptions of tasks or transitions increase in
the environment, a unit may run out of resources before �nishing its
assignment. �us, our algorithm will stop simulating an assignment
if the executing unit is out of resources.

7.1.2 Delayed Arrival to Peer Authentication. Peers participating
in authentication should execute the authentication task concur-
rently. If one of the peers is delayed due to longer than expected
computation or transition, the remaining peers are simulated to
wait until the delayed peer is ready to begin authentication. �is im-
plies idle resource consumption cost incurred by the waiting peers,
and may e�ect 7.1.1. Once simulation is complete, we identify the
set computation tasks that were not completed by any execution
unit in Ũ. If this is an empty set, our algorithm returns success
indicating that the current set of assignments Λ′ will result in a
feasible solution. Otherwise, we denote the set of incomplete tasks
as T ′, and proceed to the next step.

7.2 Backtracking
In this step, our objective is to identify authentication tasks to
eliminate from the assignments Λ′ to free up more resources for
executing the remaining computation tasks. We propose a simple
backtracking heuristic that works as follows:

(1) Identify the minimum amount of resources required to
execute the remaining tasks (Line 11). �is is simply the
sum of resource consumptions of all tasks in T ′. �is is a
lower bound on the actual resources required to execute
the remaining tasks which could be higher due to transition
costs. At this moment we do not know which transitions
will be taken and so we assume all transitions cost zero
resources.

(2) Backtrack from the last executed authentication task in
Λ′, adding up freed up resources across all authentication
units, until freed up resources is greater than or equal to
the minimum amount of resources required to execute the
remaining tasks (Line 14).

�e output of this step is a subset of authentication tasks (A′)
present in Λ′ and will be executed a�er current time t . �e cur-
rent time refers to the time the online algorithm has received a

Algorithm 3: Online algorithm
Input:

G = (V, E), /* an authenticatable graph */

Ũ /* set of functional execution unit */

Ã /* current assignments for units */
T ′ /* set of leftover tasks */

Output: Set of assignments
1 if T ′ = ∅ then
2 return Ã
3 end
4 state← Infeasible
5 G̃ ← G

6 while state = Infeasible do
7 T ′′ ← Simulate(G̃, Ũ, T ′, Ã)
8 if T ′′ , ∅ then
9 state← Feasible

10 else
11 requiredEnergy←

∑
t∈T ′′ max{ξ (u, t ).ϵ }

12 availableEnergy← 0
13 while availableEnergy < requiredEnergy do
14 α, u ←LastAuthTask(G̃, Ã)
15 G̃ ← G̃ − α
16 availableEnergy← availableEnergy +ξ (u, α ).ϵ
17 end
18 if availableEnergy = 0 then
19 break
20 end
21 Ã←GreedilyAuthenticate(G̃, Ũ)
22 end
23 end
24 if state = Infeasible then
25 return Infeasible
26 else
27 return Ã
28 end

noti�cation of a change in the environment and is reevaluating
the current plan. If there are no authentication tasks in A′, this
implies that there are no more authentication tasks to remove to
improve coverage of computation tasks, possibly because all other
authentication tasks have been executed already. In this case, we
terminate the online algorithm with a failure due to infeasibility.

7.3 Calibration
In this step, we modify assignments Λ′ to optimize for coverage of
computation tasks a�er the last authentication task inA′ is executed.
�is is simply calling the genetic algorithm on the modi�ed graph
to determine new assignments (Line 21).

8 EVALUATION
To rigorously analyze the techniques presented in the previous
section, we target the multi-UAV example discussed in the previous
sections. Figure 4 illustrates a sample authenticatable task graph
of a 2 × 3 grid. Each grid cell contains (1) a computation task (e.g.,
for scanning or detecting a certain type of object or anomaly), and
(2) an authentication task performed by two or more UAVs (For-
mula (10)), which veri�es the output of the computation task either
by corroborating the result or authenticating peers. �e gray circle
denotes the depot from which all UAVs must take o� and does not
require a corresponding authentication task. �e solid arrows repre-
sent transitions based on task dependencies. �at is, all UAVs must
take o� from the depot before �ying to any cell, and the cells can
be scanned in any order. �e dashed lines represent the transitions
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Figure 4: Authenticatable task graph of UAVs exploring a
2 × 3 grid map.

from computation tasks to the corresponding authentication task
(Equation (2)).

A UAV is an execution unit u that accomplished a sequence
of computation as well as authentication tasks. Moreover, the
assignment in λSu is identi�ed such that the problem constraints
identi�ed in Section 3.1 are satis�ed and the optimization objectives
in Section 3.2 are maximized. �is, in turn, means that by solving
our optimization problem, we will obtain a �ight path for each UAV
that maximizes the reliability of the output while staying within the
energy bounds of the UAV’s ba�eries. Observe that our proposed
model also allows encoding variability in the map as well as the
capability of UAVs.

8.1 Simulations
8.1.1 Analysis of O�line Algorithms. Figure 5 shows the results

of our simulations of the UAV system. We ran the MILP-based algo-
rithm for the 3 × 3 grid to serve as a reference for what an optimal
set of �ight paths can achieve. For larger grids, MILP does not scale
well. As expected, the MILP outperforms the genetic algorithm
(GA) and the greedy algorithm in terms of number of authenti-
cation tasks (see Fig. 5a). �e MILP also consumes more energy,
utilizing the ba�ery almost fully to maximize authentications.

Our simulations show that the GA consistently outperforms
the greedy algorithm. �e greedy algorithm always makes the
cheapest choice which may not be bene�cial in the long run. �is
is the heart of the problem that our work tackles: how security
decisions can non-immediately impact resource consumptions and
system objectives. Figure 5b shows that the GA utilizes the ba�ery
more e�ciently. Note that NA refers to an algorithm that does not
authenticate tasks at all. Figure 5d shows that there is a case where
the greedy algorithm uses more energy than the genetic algorithm.
�is does not translate into more authentications (Figure 5c) since
the greedy algorithm is making choices that incur more travel time
costs in the future.

Moreover, the genetic algorithm is more inclined to schedule
authentications at random points in time, further obscuring the
authentication process from an adversary. In the next section, we
discuss simulation details of the online algorithm which is based on
the genetic algorithm. Figure 6 demonstrates how authentication
tasks are randomly placed. �is is opposed to the greedy algorithm
that performs all authentications at the beginning.

8.1.2 Analysis of the Online Algorithm. In order to analyze our
online algorithm, we design the following scenarios. In the �rst
scenario, four UAVs explore a 5 × 5 grid. If the conditions during

the entire operation do not change, then the UAVs complete their
mission in 381s and accomplish 9 peer-authentications (see Fig.6).
�is solution is obtained by the o�ine genetic algorithm. Now, we
take the same �ight paths and inject a UAV crash at time 170s . �e
online algorithm realizes that the current �ight paths are not feasi-
ble (due to reduction in the current energy bound) and computes a
new schedule, which results in new �ight paths and authentication
tasks for the remaining three UAVs. �e new �ight paths results
in a total of 5 peer-authentications. In the third scenario, we inject
an additional UAV crash at time 185s . �e drop in the total energy
bound results in a situation where no further peer-authentication
can be achieved by the remaining to UAVs a�er the second crash.

8.2 Experiments with Real Multi-UAV Network
We now report the results of implementation and deployment of
our algorithms in a real network of UAVs. �e experimental plat-
form consists of a motion capture system (12 OptiTrack infrared
cameras) in 480 square feet lab space (see Fig. 7). We employed Intel
Aero drones and programmed the PX4 �ight controller. �e UAVs
communicate with the base station over a dedicated WiFi TCP/IP
possibly network. Our goal is to demonstrate that our online algo-
rithm can react e�ectively to uncertainties caused by the physical
environment.

Our experiment is on a 4 × 4 grid with two UAVs that are sup-
posed to cover all 16 cells of the grid, where one UAV �ies in a
higher altitude. �e genetic algorithm identi�es �ight paths with
16 computation tasks and 16 peer-authentications within the 16J
ba�ery energy bound of the UAVs. When the UAVs follow the �ight
paths prescribed by the genetic algorithm, they end up completing
only 11 computation and 11 authentication tasks due to reaching
their energy limit too quickly, resulting in a pre-mature completion
of the mission. �e reason for this is that the top UAV creates spiral
air �ow, causing the lower UAV to spend about 12% more energy
than predicted by the genetic algorithm.

Next, we ran our online algorithm initialized by the same �ight
paths as the genetic algorithm. �e online algorithm e�ectively
conducted appropriate re-planning and executed 16 computation
tasks (i.e., covering the entire grid) and 9 authentication tasks. �at
is, the online algorithm successfully managed the security-energy
tradeo� within the energy limits of the UAVs1.

9 RELATEDWORK
Security of CPS has been a topic of increasing importance in the
last several years. �e work in [1, 10] gives insight into the type
of a�acks that CPS will be speci�cally subject to. �e work in [5]
builds a taxonomy of cyber-physical security research, showing a
classi�cation of a�acks and controls for di�erent types of CPS.

Most of the controls discussed in the literature focus on adapting
state-of-the-art security techniques to �t within CPS constraints.
�e literature tackles several aspects of cyber security. �e work
in [8] covers di�erent time critical intrusion detection mechanisms
usable in a CPS se�ing. Other work focused on proposing security
aware alternatives to traditional CPS insecure communication [4].
Out of band authentication was introduced in the scope of med-
ical devices [9]. �e work in [3, 11] introduces hardware-based
cryptography solutions speci�cally designed for smart cars.

1�e video clip of this experiment can be found at h�p://www.cs.iastate.edu/∼borzoo/
iccps19.
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Figure 5: Simulation results for 3 × 3 and 4 × 4 grids.
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Figure 7: Experimental platform.

One approach relative to the work in this paper is scheduling
security tasks in CPS. �e work in [7] targets the problem of deter-
mining when to inject cryptographic checks without interfering
with control tasks. �e paper proposes an approach that tries to
maximize security checks while maintaining a prede�ned level of
control quality. Similarly, the work in [12] proposes a feedback
scheduling technique for maintaining network QoS in wireless
sensor networks. Both fall under so� real-time constraints, where
essentially security is traded o� with deadline adherence.

In our work, we tackle the tradeo�s between security and re-
source consumption. We propose a model that accounts for how se-
curity tasks can potentially change the control �ow of a distributed
system. Our proposed algorithms provide a mechanism of control-
ling the frequency of authentication in a dynamic environment
while maintaining resource bounds.

10 CONCLUSION AND FUTUREWORK
In this paper, we investigated the security-energy tradeo� issues
in distributed CPS. We proposed a general-purpose model called
authenticatable task graphs that capture the interactions of the
security vs. energy and allow system designers to parameterize
the tradeo�s in their system. �at is, authentication tasks can
be intermi�ently and arbitrarily inserted into the computation
task graph. We also introduced three di�erent o�ine techniques
that identify optimal and near-optimal schedules for execution

units to compute functional tasks as well as peer-authentication
tasks, where units verify the sanity of the output of each other
to provide resilience against cybera�acks. We also introduced
an online algorithm that reacts to situations, where the physical
environment invalidates some of the design, implementation, or
optimization assumptions. We reported results of simulations of all
of our algorithms as well as a proof of concept using a real network
of UAVs that carry our a joint search mission.

As for future work, an interesting and practical problem is to
design an online decentralized algorithm, where there is no cen-
tral controller and execution units make their scheduling decisions
through communicating with each other. A more complicated sce-
nario to investigate is where the authenticatable task graph is dy-
namic, i.e., tasks may join and leave during the execution. Another
important line of research is where execution units may become
Byzantine, i.e., they non-intentionally or maliciously misrepresent
their observation or peer-authentication results.
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