
Distribution Approximation:
An In-Place Developmental Algorithm for Sensory Cortices and

A Hypothesis

Juyang Weng, Nan Zhang and Raja Ganjikunta
Department of Computer Science and Engineering

Michigan State University
East Lansing, MI 48824 USA

CSE Technical Report MSU-CSE-04-40

September 21, 2004

Abstract

Orientation selective cells in V1 are well known, but the underlying computational principles that guide their
emergence (i.e., development) are still illusive. The result reported here is based on high-dimensional probability dis-
tribution using a network structure. We introduce a concept called lobe component. Each lobe component represents
a high concentration of probability density of the high-dimensional sensory inputs. A developmental algorithm for
sensory network has been designed and tested based on the concept of lobe components. Our simulation result of
network development revealed that many lobe component cells developed by the algorithm from natural images are
orientational selective cells similar to those found in V1. Therefore, we make a hypothesis that orientation selection
is only a natural consequence of cortical development but probability density estimation by neurons is a fundamen-
tal principle of cortical development. If this hypothesis is true, the principle of neuronal probability approximation
may have deep implications to the development and self-organization of other sensory cortices (e.g., auditory and
somatosensory cortices) and higher cortices.

The proposed developmental algorithm is not meant to be biologically verified but is biological plausible. It is
based on two well-known computational neural mechanisms, Hebbian learning and lateral inhibition. It is an in-place
developmental algorithm in which every cell is both a signal processor and the developer of the cortex. There is no
need for a separate network to deal with the development (and learning). The algorithm is purely incremental in the
sense that there is no need for extra storage for information other than that can be stored and incrementally computed
by the processing network itself.

To clarify technically, four types of algorithms have been considered with progressively more restrictive condi-
tions: batch (Type-1), block-incremental (Type-2), incremental (Type-3) and covariance-free incremental (Type-4).
The proposed Candid Covariance-free Incremental (CCI) Lobe Component Analysis (LCA) algorithm seems the first
Type-4 algorithm for independent component analysis (ICA). The preliminary simulation studies showed that it out-
performed, in convergence rate and computation time, some well-known state-of-the-art ICA algorithms in Type-3
through Type 1 for high-dimensional data streams. The proposed LCA algorithm also has a simple structure, with the
lowest possible space and time complexities.

1 Introduction

Several statistical analysis tools, such as the principal component analysis (PCA) [17, 6] and the Independent Com-
ponent Analysis (ICA) [5, 23, 14] have been widely used in signal processing. There has been much work in the
computer vision community in applying statistical tools directly to high-dimensional images (after zero-mean and
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contrast normalizations). Each image of r × c pixels is regarded as a d-dimensional vector, where d = rc. For exam-
ple, an (240 × 320) pixel image corresponds to a d = 240 × 320 = 76800 dimensional vector. The mapping from
every pixel to the vector representation is immaterial (e.g., row-wise), but it is known and fixed. For example, PCA
was used by Kirby & Sirovich [21] and Turk & Pentland [32], and the linear discriminant analysis (LDA) was used
by Etemad & Cellappa [8], Swets & Weng [31] Kriegman & coworkers [1] and many others to process image vectors.
This class of methods is called appearance-based methods in computer vision and is now a very popular approach.
PCA has also been used for visualization of subspaces of data distribution and many other applications (see [17] for a
PCA history and examples of applications). ICA has been used for blind source separation (BSS), noise removal and
other interesting applications (see [16] for a survey of ICA applications). In the proposed project, we will focus on a
new framework of ICA.

The original linear data model used in ICA is as follows. There is an unknown d-dimensional random signal source
s, whose components are mutually statistically independent. For every time instance t = 1, 2, ..., an unknown random
sample s(t) is generated from the signal source. There is an unknown d × d constant, full-rank, mixing matrix A,
which transforms each column vector s(t) into an observable vector x(t):

x(t) = As(t) =

d∑

i=1

aisi(t) (1)

where ai is the i-th column of A and si(t) is the i-th component of a(t). The goal of ICA is to estimate the matrix
A. However, A cannot be determined completely. s(t) is generally assumed to have zero mean and unit covariance
matrix, which implies that the matrix A can be determined up to a permutation of its columns and their signs.

For many other applications, it is not necessarily true that the signal source is driven by a linear combination
of independent components. For example, there is no guarantee that video images of natural environments contain
truly independent components. The natural scene observed by a camera is the projection of multiple dynamic objects,
which is much more complex than the pure linear model in Eq. (1). An image of d pixels is not generated by a linear
combination of d statistically independent signal sources. Therefore, it is not required that the pure linear model in
Eq. (1) to be exactly true. A filter matrix B is applied to the input vector x(t) to give the response y(t):

y(t) = B>x(t). (2)

B is called a demixing matrix. If x(t) is a linear combination of independent sources, an ICA algorithm computes
independent components. Otherwise, it computes B so that the components yi’s in y(t) = (y1, y2, ..., yd)

> are
mutually independent as much as possible.

The mutual information I(y) of a random vector y is defined as

I(y) = I(y1, y2, ..., yd) =
d∑

i=1

H(yi)−H(y1, y2, ..., yd), (3)

where H(y) denotes the entropy of y. The mutual information is always non-negative, and zero if and only if the
variables yi’s are statistically independent [29, 16]. Therefore, the mutual information is a very natural measure of
independence. However, due to its need to compute probability density, which is challenging for high-dimensional y,
direct use of mutual information as an objective function is not practical in many applications.

ICA research has become very active. There has been at least one regularly scheduled conference series (Int’l Conf.
on Independent Component Analysis and Blind Signal Separation) and several special issues (IEEE Proceedings, Oct.
1998; Signal Processing, vol. 73, 1999; IEICE Transactions, March 2003; Journal of Machine Learning Research,
Dec., 2003; Neurocomputing, vol. 49, 2002, etc.). Many alternative methods have been proposed, using the principles
of minimum mutual information, maximum likelihood, infomax, higher-order cumulants such as Kurtosis, etc. (see a
survey by Hyvarinen [13]).

In the following, we introduce four types of algorithm. Type-1: Batch. A batch algorithm collects observed data
as a batch and then calculates the results. A batch algorithm cannot deal with very long or open-ended data streams
and, therefore, cannot compute the results in real-time. Type-2: Block-incremental. A block-incremental algorithm is
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not allowed to store training data as a batch for computation. Instead, it can only store statistics, e.g., mean, covariance
matrix and other higher order statistics for incremental computation. The block enables it to compute these statistics
from the data in a temporal block (a small batch). A block-incremental algorithm can deal with open-ended data
streams but the result is delayed by a block size. Type-3: Incremental. An incremental (also called sequential or
adaptive) algorithm is a framewise incremental algorithm (block size is one time frame). By default, an incremental
algorithm has a block size of 1 unless the term “block” is stated. An incremental algorithm must update its statistic
estimates for one time frame at a time and, thus, it can process open-ended data streams with little delay. Type-4:
Covariance-free incremental. Such an algorithm is an incremental algorithm, but further it is not allowed to compute
the covariance matrix or other higher order statistics matrices. In summary, from Type 1 to Type 4, the conditions
under which an algorithm is run becomes progressively more restrictive. In general, one should not expect that an
algorithm of Type (i + 1) to converge faster than one of Type (i), i = 1, 2, 3.

The state-of-the-art batch algorithms include FastICA by Hyvarinen & Oja [15, 16], which is among the fastest
Type-1 ICA algorithms in terms of speed of convergence and its high capability to handle high-dimensional data. The
Extended Infomax algorithm by Sejnowski and coworkers [2, 24] is a well-known Type-2 ICA algorithm. The NPCA-
RLS algorithm by Karhunen [19] is a Type-3 ICA algorithm. We are not aware of any previously existing Type-4 ICA
algorithm.

A Type-4 algorithm has several major advantages: It can process open-ended streams, causing little delay, and does
not even store covariance matrix. The last property is especially important when the dimension d is large. Its potential
relationship with the “in-place” development of a neuron will be discussed in Section 3 Broader Impact. By in-place
development, we mean that an (artificial) neuron has to learn on its own while interacting with nearby neurons, to
develop into a feature detector. A neuron with d connections does not have d × d storage space at its disposal. In
other words, a Type-4 ICA algorithm for each ICA component is an in-place learner. We can expect that designing an
effective Type-4 ICA algorithm is not trivial.

2 New Concepts

Suppose a sequentially arriving series of vectors x(1), x(2), ..., where each input vector x(t), drawn from a high-
dimensional random space X , is spatially highly correlated. It is assumed that the temporal dependence of x(t) is
weak and not of interest. The basic need of our proposed research is to estimate the probability structure of X .

2.1 Lobe components

The normal (Gaussian) distribution has been used as a reference distribution with other types of probability distribu-
tion. The kurtosis, of a scalar random variable y, is defined as the fourth-order centered and rescaled cumulant,

kurt(y) =
E (y −Ey)

4

{E (y −Ey)
2}2
− 3

(see, e.g., Bickel & Doksum [3], p. 388). Kurtosis can be either positive or negative, but Gaussian has a zero kurto-
sis. Random variables that have a negative kurtosis are called sub-Gaussian (also called platykurtic) and those with
a positive kurtosis are called super-Gaussian (also called leptokurtic). A sub-Gaussian probability density function
(p.d.f.) is relatively flat. A super-Gaussian variable y typically has a high probability p(y) near mean and has heavy
tails (relatively large p(y) when |y| is large). Fig. 1 plots the p.d.f. of the three types of distribution with the same vari-
ance: uniform, Gaussian, and Laplacian. As shown in Fig. 1, a uniform distribution is sub-Gaussian and a Laplacian
distribution is super-Gaussian.

Given an arbitrary high-dimensional space X , the distribution of x ∈ X may not necessarily have independent
components. In other words, there exist no independent components v1, v2, ..., vd, so that their projection from x ∈
X : xi = x>vi, i = 1, 2, ..., d, are statistically independent so that their p.d.f. is factorizable:

p(x) = p1(x1)p2(x2) · · · pd(xd).

Fig. 2 illustrates three cases. The first two cases are factorizable. The third case, a more general case, is not factoriz-
able. In many high-dimensional applications (e.g., images and financial data streams), the p.d.f. is not factorizable.



4

-4 -3 -2 -1 0 1 2 3 4

Laplace, Kurtosis=3 

Normal, Kurtosis=0 

Uniform, Kurtosis=-6/5 

0.7

0.6

0.5

0.4

0.3

0.2

0.1

Figure 1: The probability density functions of super-Gaussian (Laplacian), Gaussian (normal), and sub-Gaussian (uniform) distri-
butions. All the distributions are normalized to unit variance.

2.2 Fine structure of high-dimensional density

High-dimensional density estimation is an important and yet very challenging problem which has been extensively
studied in mathematical statistics, computer science and engineering. Major methods for probability density estima-
tion include histograms, naive estimators, kernel estimators, nearest neighbor estimators, variable kernel methods,
orthogonal series estimators, maximum penalized likelihood estimators and general weight function estimators (see,
e.g., Silverman [30] for a survey). For high-dimensional data, kernel-based methods, e.g., EM algorithms for a finite
normal mixture (also called a mixture of Gaussians) [27], have been widely used.

These traditional methods are problematic when they are applied to practical high-dimensional data. The problems
include: (1) The lack of a method for high-dimensional density estimation that satisfies the three stringent operative re-
quirements: incremental, coveriance-free and undersample. By undersample, we mean that the incremental algorithm
must work even when the number of samples is smaller than the dimension d. (2) The lack of an effective method
to determine the model parameters (e.g., the means, covariances, and weights in the mixture-of-Gaussian models).
(3) The lack of a method that gives a correct convergence (a good approximation for high-dimensional data), not just
convergence to a local extremum (as with the EM method for mixture of Gaussians). (4) The lack of a method that is
not only optimal in terms of the objective function defined, but also in terms of the convergence speed in the sense of
statistical efficiency.

Approaches to estimating statistical distribution fall into two categories: global and local. A global approach uses
shape characteristics of the distribution described by global higher order statistics. A global statistic is an expectation
of the entire space of distribution, such as covariance matrix, kurtosis and other higher order cumulants (or moments).

A local approach estimates the distribution by decomposing the space of distribution into smaller regions, and each
region is estimated by relatively lower order statistics (which is sufficient for local data). The kernel-based methods
(e.g, the mixture-of-Gaussian methods) belong to the local approach. Techniques of global approaches can be used for
local approaches.

A major advantage of a local method is to decompose a complex global modeling problem into simpler local
ones so that lower order statistics are sufficient. Higher order moments are sensitive to noise and outliers and are
not effective for estimating a complex distribution. Local density approximation using lower-order statistics is more
effective.1 The challenges with a local approach include how to effectively decompose the global complex problem
into local simpler ones and how to integrate solutions to local problems into the solution to the original global complex
problem.

The proposed LCA uses a global-to-local (coarse-to-fine) estimation scheme. (1) First, we estimate the position:
the mean x̄ of the data (through incremental estimation of x̄) and then subtract x̄ out of the observation. Thus, the
transformed data has a zero mean. (2) Next, we estimate the scale: Incrementally estimate the covariance matrix of x,
and then whiten the zero mean observation so that it has a unit covariance matrix. (3) Estimate the lobe components

1To see this global versus local contrast more intuitively, consider the problem of shape approximation. The (global) Taylor expansion is not
practical for approximating a complex real-world shape due to its use of higher order derivatives. In contrast, low order splines are more effective.
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Factorizable into two independent uniform distributions (sub-Gaussians)

Factorizable into two independent Laplacian distributions (super-Gaussians)

Nonfactorizable distribution

Figure 2: Illustration of lobe components. The plus signs are random samples. 1st column: the original source signal.
2nd column: the observed mixed signals (after affine transform from the left). 3rd column: whitened signals. Lobe
components are marked by arrows.

from the zero-mean, unit covariance signals. Each lobe component represents a high concentration of p.d.f.. Without
whitening the data, the drastic scale difference in different data components can obscure the fine details of the lobe
components.

2.3 Global: Whitening the data

For step (2), we use PCA on a d-dimensional distribution (the proposed CCI LCA algorithm will compute PCA with
a slight modification), the unit principal component vectors v1, v2, ..., vd (eigenvectors of the covariance matrix of
x(t) ∈ X ) are found where vi is associated with the eigenvalue λi, with λ1 ≥ λ2 ≥ ... ≥ λd. The space X is divided
into two parts, the major space M :

M = span{v1, v2, ..., vk}
and the residual space R = span{vk+1, vk+2, ..., vd} so thatX = M⊕R where⊕ denotes the orthogonal sum. The di-
mension k of space M is chosen so that the ratio of the covariance in R over the original spaceX ,

∑d
i=k+1 λi/

∑d
i=1 λi

is a small percentage (e.g., 1%). From the result of PCA, the whitening matrix is:

W = [v1, v2, ..., vk]diag{λ−1/2
1 , λ

−1/2
2 , ..., λ

−1/2
k }.

The whitened observation is y = W>(x− x̄). In the following, we assume that y is whitened: it has a zero mean and
a unit covariance matrix.
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2.4 Local: Lobe components

The sample space of a white, zero-mean random vector y in k-dimensional space can be illustrated by a k-dimensional
hypersphere, as shown in Fig. 3. It is known that although the whitening process only normalizes the variance along
orthogonal principal directions, the whitened vector y has a unit variance in all the possible directions. That is the
meaning of the circle in Fig. 3, but the data can go out of the circle.

If the distribution of y is Gaussian, the samples will be equally dense in all directions. In general, the distribution
is not Gaussian and the probability density may concentrate along certain directions (although the global covariance
of projections along any given direction is unit). Each major cluster along a direction is called a lobe, illustrated in
Fig. 3 as a petal “lobe”. Each lobe may have its own fine structure (e.g., sublobes). The shape of a lobe can be of any
type, depending on the distribution, not necessarily like the petals in Fig. 3. If we assume that x and −x are equally
likely (e.g., a patch of skin will have the equal chance of feeling the onset and the offset of a press), the distribution
is then symmetric about the origin. (But this is not necessarily true in general and, consequently, nonsymmetric lobes
can be defined.)
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Figure 3: The sample space of a zero-mean white random vector y in 2-D space can be illustrated by a circle. Each
mark + indicates a random sample of y. The distribution is partitioned into c = 3 (symmetric) lobe regions Ri,
i = 1, 2, 3, where Ri is represented by the lobe component (vector) vi.

Given a limited resource — c vectors, LCA divides the sample space Y of y into c mutually nonoverlapping
regions, called lobe regions:

Y = R1 ∪ R2 ∪ ... ∪ Rc, (4)

where Ri ∩ Rj = φ, if i 6= j, as illustrated in Fig. 3. Each region is represented by a single unit feature vector vi,
called the lobe component.

The partition issue presented here is similar to Kohonen’s Self Organizing Maps (SOM) [22] or, more general,
vector quantization [11, 38, 9]. We do not use Euclidean distance as with SOM and quantization (we use the concept
of high-dimensional probability density of a whitened random vector space instead). Further, each region is infinite
(while most cells in SOM and vector quantization are bounded), since we will generate a response T (y) for any vector
in the whitened space which does not approximate y but represents it as a feature parameter vector (vector quantization
uses the code itself as a direct approximation of input y). The response is useful for visualization, decision-making,
prediction or regression.

Suppose we have computed c lobe components (column unit vectors) vi, i = 1, 2, ..., c. They are not necessarily
orthogonal and not necessarily linearly independent, depending on the distribution of the whitened space, the number
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c, etc. They span a lobe feature subspace
F = span{v1, v2, ..., vc}. (5)

Any vector y in M is represented by the inner product vector:

l = [v1, v2, ..., vc]
>y.

It is called the response from the lobe components, which can be used for visualization or further decision-making
using support vector machines [4, 26] or the Incremental Discriminant Regression developed by Weng & coworkers
[12, 34].

The discrete probability in the k-dimensional whitened space M can be estimated in the following way. Each
region Ri keeps the number of hits n(i), which records the number of times samples of y fall into region Ri. Then,
the continuous distribution of y can be estimated by a discrete probability distribution of c regions:

P{y ∈ Ri} =
n(i)

n
, i = 1, 2, ..., c.

The larger the number c, the more regions can be derived and, thus, the finer partition of the sample space Y .

2.5 Belongingness

The remaining major issue is how to compute the lobe regions. We need to determine what kind of vector vi is best to
represent a lobe region Ri (or for that matter, any subregion of M ).

If y belongs to a region Ri, y can be approximated by vi as y ≈ ŷ = (y · vi)vi (it minimizes the mean square
error E‖y − ŷ‖2 for a fixed unit vi). We determine the unit vector vi as the one that minimizes the following error of
approximation:

‖y − (y · vi)vi‖2 = y>y − (y · vi)
2,

after expansion using the fact that vi is a unit vector. The expected error of the above approximation over region Ri is

E‖y − (y · vi)vi‖2 = E[y>y − (y · vi)
2] = E[y>y − v>i yy>vi]

= E[y>y]− v>i E[yy>]vi = trace(Σy)− v>i Σyvi (6)

where Σy is the covariance matrix of y. We determine the unit vi to maximize the above approximation error. Since
trace(Σy) is constant, the unit vi that minimizes the above expression is the one that maximizes v>

i Σyvi. From the
standard theory of PCA (e.g., see [17]), we know that the solution vi is the unit eigenvector of Σy associated with the
largest eigenvalue λi,1:

λi,1vi = Σyvi.

In other words, vi is the first principal component of Σy, where expectation of Σy is over the region of approximation,
Ri or any other region. Relacing Σy by the sample covariance matrix, we have

λi,1vi ≈
1

n

n∑

t=1

y(t)y(t)>vi =
1

n

n∑

t=1

(y(t) · vi)y(t). (7)

We can see that the best lobe component vector can be estimated by the average of y(t) multiplied by the projection
(y(t) ·vi). This is an important batch estimation equation: It means that the candid version of vi is equal to the average
of xt = (y(t) · vi)y(t). By candid, we mean that we keep the covariance of the projections onto vi (which is λi,1)
with vi and, thus, the estimator for λi,1vi is computed instead of the unit vi alone. This scheme is needed for the
quasi-optimal efficiency to be discussed in Sec. 2.8.

If vi(n− 1) has already been estimated using n− 1 samples, we can use it to compute xt(n) defined as:

xt(n) =
y(t) · (vi(n− 1))

‖vi(n− 1)‖ y(t). (8)
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Then Eq. (7) states that the lobe component vector is estimated by the average:

λi,1vi ≈
1

n

n∑

t=1

xt(n). (9)

The larger the inner product y(t) · vi, the more applicable the input y(t) is to the region that the lobe component
vi represents. Thus, the inner product y(t) · vi is the “belongingness” of y(t) to the region represented by vi. For
symmetric region Ri, we use the absolute value of y(t) · vi as the belongingness.

This mechanism not only enables us to compute the best vi given a region, but also enables many lobe component
vectors to compete when data y(t) is sequentially received. The vector vi whose belongingness is the highest is the
“winner,” which best inhibits all other vectors. The winner uses the current input y(t) to update its vector, as in Eq. (7),
but all others do not.

2.6 Statistical efficiency

Suppose that there are two estimators Γ1 and Γ2, for vector parameter θ = (θ1, ..., θk), which are based on the
same set of observations S = {x1, x2, ..., xn}. If the expected square error of Γ1 is smaller than that of Γ2, i.e.,
E‖Γ1 − θ‖2 < E‖Γ2 − θ‖2, the estimator Γ1 is more statistically efficient than Γ2.

Statistical estimation theory reveals that for many distributions (e.g., Gaussian and exponential distributions), the
sample mean is the most efficient estimator of the population mean. This follows directly from Theorem 4.1, p.
429-430 of Lehmann [25], which states that under some regularity conditions satisfied by most distributions (such
as Gaussian and exponential distributions), the maximum likelihood estimator (MLE) θ̂ of the parameter vector θ is
asymptotically efficient, in the sense that its asymptotic covariance matrix is the Cramér-Rao information bound (the
lower bound) for all unbiased estimators, via convergence in probability to a normal distribution:

√
n(θ̂ − θ)

p→ N{0, I (θ)
−1} (10)

in which the Fisher information matrix I (θ) is the covariance matrix of the score vector
{

∂f(x,θ)
∂θ1

, ..., ∂f(x,θ)
∂θk

}
, and

f (x, θ) is the probability density of random vector x if the true parameter value is θ (see, e.g., Lehmann [25], p. 428).
The matrix I (θ)

−1 is called information bound since under some regularity constraints, any unbiased estimator θ̃ of
the parameter vector θ satisfies cov(̃θ − θ) ≥ I (θ)

−1
/n (see, e.g., Lehmann [25], p.428 or Weng et al. [33], pp.

203-204)2.
Since in many cases the MLE of the population mean is the sample mean, we estimate the mean θ of vector x

by the sample mean. Thus, we estimate an independent vector λ1vi by the sample mean in Eq. (9), where xt(n) is a
“random observation”.

Since we do not know the distribution of xt(n) and it is even dependent on the currently estimated vi (i.e., the
observations are from a nonstationary process), we use the amnesic mean technique below which gradually “forgets”
old “observations” (which use bad xt(n) when n is small) while keeping the estimator reasonably efficient.

2.7 Amnesic mean

The mean in Eq. (9) is a batch method. For incremental estimation, we use what is called an amnesic mean [37].

x̄(n) =
n− 1− µ(n)

n
x̄(n−1) +

1 + µ(n)

n
xn (11)

where µ(n) is the amnesic function depending on n. If µ ≡ 0, the above gives the straight incremental mean. The
way to compute a mean incrementally is not new but the way to use the amnesic function of n is new for computing a

2For two real symmetric matrices A and B of the same size, A ≥ B means that A − B is nonnegative definite, which implies, in particular,
that the diagonal elements are all nonnegative, which gives the lower bound for the variance of every element of the vector estimator of θ.
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mean incrementally.

µ(n) =






0 if n ≤ n1,
c(n− n1)/(n2 − n1) if n1 < n ≤ n2,
c + (n− n2)/r if n2 < n,

(12)

in which, e.g., c = 2, r = 10000. As can be seen above, µ(n) has three intervals. When n is small, straight incremental
average is computed. Then, µ(n) changes from 0 to 2 linearly in the second interval. Finally, n enters the third section
where µ(n) increases at a rate about 1/r, meaning the second weight (1 + µ(n))/n in Eq. (11) approaches a constant
1/r, to slowly trace the slowly changing distribution.

2.8 Efficiency of the amnesic mean

We consider whether the amnesic mean is an unbiased estimator. From the recursive definition of the amnesic mean
in Eq. (11), we can see that the amnesic mean x̄(n) is a weighted sum of the involved data xt:

x̄(n) =
n∑

t=1

wt(n)xt,

where wt(n) is the weight of data item xt which entered at time t ≤ n in the amnesic mean x̄(n). It can be proven
using induction on n that the weight wt(n) is given by the following expression:

wt(n) =
1 + µ(t)

t

n∏

j=t+1

j − 1− µ(j)

j
. (13)

Since all the multiplicative factors above are non-negative, we have wt(n) ≥ 0, t = 1, 2, ..., n. Using the induction on
n, it can be proven that all the weights wt(n) sum to one for any n ≥ 1:

n∑

t=1

wt(n) = 1. (14)

(When n = 1, we require that µ(1) = 0.) Suppose that the samples xt are independently and identically distributed
(i.i.d.) with the same distribution as a random variable x. Then, the amnesic mean is an unbiased estimator of Ex:

Ex̄(n) = E

n∑

t=1

wt(n)xt =

n∑

t=1

wt(n)Ext =

n∑

t=1

wt(n)Ex = Ex.

Let cov(x) denote the covariance matrix of x. The expected mean square error of the amnesic mean x̄(n) is

cov(x̄(n)) =

(
n∑

t=1

w2
t (n)

)
cov(x) = c(n)cov(x). (15)

where we defined the error efficient:

c(n) =
n∑

t=1

w2
t (n).

When µ(t) = 0 for all n, the error coefficient becomes c(n) = 1/n and Eq. (15) returns to the expected square error
of the regular sample mean:

cov(x̄(n)) =
1

n
cov(x). (16)

It is then expected that the amnesic mean for a stationary process will not have the same efficiency as the straight
sample mean for a stationary process. Fig. 4 shows the error coefficient c(n) for three different amnesic functions
µ(n) ≡ 2, µ(n) ≡ 1 and µ(n) ≡ 0. The smaller the error coefficient, the smaller the expected square error, but also
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Figure 4: The error coefficients c(n) for amnesic means with different amnesic functions µ(n).

less capability to adapt to a changing distribution. The three cases shown in Fig. 4 indicate that when n > 10, the
amnesic mean with µ(t) ≡ 1 increased about 50% (for the same n) from that for µ(t) ≡ 0 and with µ(t) ≡ 2 it
increased about 100%.

From Fig. 4 we can see that a constant positive µ(t) is not best when t is small. The multi-sectional amnesic
function µ(t) in Eq. (12) performs straight average for small t to reduce the error coefficient for earlier estimates, and
when t is very large, the amnesic function changes with t to track the slowly changing distribution. Therefore, the
multi-sectional amnesic function µ(t) is more suited for practical signals with unknown nonstationary statistics. It is
appropriate to note that the exactly optimality of the multisectional amnesic function is unlikely under an unknown
nonstationary process (not i.i.d.), unless an assumption of certain types of nonstationary process is imposed, which is
not, however, necessarily true in reality.

In summary, we should not expect that an estimator suited for an unknown nonstationary process to have the same
expected efficiency as ones for an i.i.d. stationary process. The distribution of signals received in many applications
is typically nonstationary and, therefore, an amnesic mean with a multisectional (dynamic) amnesic function is better
(see later Fig. 6).

2.9 Proposed CCI LCA Algorithm

The Candid Covariance-free Incremental LCA algorithm incrementally computes the lobe matrix

V (t) = [v
(t)
1 , v

(t)
2 , ..., v(t)

c ],

for lobes, from whitened samples y(1), y(2), ... of dimension k without computing the k × k covariance matrix. The
number c is the number of lobe components to be extracted (pre-determined limited resource). The length of vi is the
variance of projections of the vectors y(t) in the i-th region onto vi. The algorithm is as follows:

1. Initialize using observations: v
(c)
t = y(t) and n(t) = 1, for t = 1, 2, ..., c.

2. For t = c + 1, c + 2, ..., do

(a) Compute response for all lobe vectors: li = y(t) · v(t−1)
i /‖v(t−1)

i ‖, for all i with 1 ≤ i ≤ c.
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(b) Decide the winner: j = arg max1≤i≤c{|li|}.
(c) Update the winner using amnesic mean vj :

v
(t)
j = w1v

(t−1)
j + w2ljy(t)

where

w1 =
n(j)− 1− µ(n(j))

n(j)
, w2 =

1 + µ(n(j))

n(j)
,

and update the number of hits n(j) for the winner: n(j)← n(j) + 1.

(d) All other lobe components keep the same: For all 1 ≤ i ≤ c, i 6= j, v
(t)
i = v

(t−1)
i .

The algorithm is simple. It never computes any k × k matrix (covariance-free).
The above algorithm computes CCI PCA [37] if the step 2 is cut short to contain only steps (a) and (c). Step (c)

is modified so that for each vector vi, the residual from the previous vector v
(t)
i−1 is computed, and then the residual is

used as the input to the next vector v
(t−1)
i for updating. No winner-take-all is needed.

Therefore, the pre-whitening step can be computed by the same type (CCI) of algorithm. The difference in the
pre-whitening step is to use the residual so that the resulting vectors are orthogonal (a requirement of PCA).

After we computed the whitening matrix W and the lobe component matrix V , we have B> = V >W> and
l = B>(x− x̄) are projections onto lobe components, or response of lobe components.

2.10 Time and space complexities

Given each k-dimensional input y, the time complexity for updating c lobe components and computing all the re-
sponses from y is O(ck). Since LCA is meant to run in real-time, this low update complexity that is important. If
there are t input vectors, the total amount of computation is O(ckt).

Its space complexity is O(ck), for c neurons with k dimensional input y. It is not even a function of the number of
inputs t, due to the nature of incremental learning.

In fact, the above space and time complexities are the lowest possible ones: Since c vectors need to be computed
and each vector has k components, the space complexity cannot be lower than O(ck). Further, the time complexity
cannot be lower than O(ckt) because the responses l = (l1, l2, ..., lc) for each of t inputs need that many computations.

Suppose that each lobe component (vector) is considered as a “neuron” and the number of hits n(j) is its clock
of “maturity,” which determines the single weight w1 (w2 = 1 − w1) for its updating. The CCI LCA algorithm is
an in-place development algorithm, in the sense that the network does not need extra storage or an extra developer.
The winner-take-all mechanism is a computer simulation of the lateral inhibition mechanism in the biological neural
networks (see, e.g., Kandel et al. [18] p. 4623). The inhibition-winner updating rule is a computer simulation of the
Hebbian mechanism in the biological neural networks (see, e.g., Kandel et al [18] p.1262.).

2.11 LCA is ICA for super-Gaussians

Further, the components that have a super-Gaussian distribution correspond to lobe components we defined here. Each
linear combination of k super-Gaussian independent components correspond to symetric lobes, illustrated in Fig. 3.
Therefore, if components in s(t) are all super-Gaussian, finding lobe components by CCI LCA is equivalent to finding
independent components.

2.12 Convergence rate

Suppose that the distribution of k-dimensional random input y is stationary. In CCI LCA, the lobe component vector
vi converges to the eigenvalue scaled eigenvector λi,1hi,1 in the mean square sense and the speed of convergence is
estimated as

Ei‖v(t)
i − λi,1hi,1‖2 ≈

2

t
kσ
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where σ is the estimated average component-wise variance of observation xt = (y(t) · v(t−1)
i )y(t)/‖v(t−1)

i ‖. The
convergence is not to a local extremum. It is to the correct solution. The quasi-optimal convergence speed is due to
the use of statistical efficiency in the algorithm design. If the distribution of y changes slowly, the above error estimate
is still applicable.

The quasi-optimal statistical efficiency appears to drastically improve the capacity to deal with high-dimensional
data. We selected two state-of-the-art incremental ICA algorithms, the Type-2 Extended Bell-Sejnowski (ExtBS) [24]
and Type-3 (NPCA-LS) [28, 20] for performance comparison with our proposed Type-4 CCI LCA algorithm. The
choice of these two algorithms is due to their superior performance in the comparison results of [10]. We used the
downloaded code from the authors for the ExtBS algorithm.

The NPCA algorithm used was proposed in [28] with β = 0.998 and g as tanh. The ExtBS algorithm was run with
the following set of parameters: blocksize = 1, learning rate = 0.001, learning factor = 0.985, momentum constant =
0.1, number of iterations = 1, step = 5, and block size for kurtosis estimation is 1000. This version is called ExtBS1,
the number 1 indicating that the block size for updating was 1. Thus, ExtBS 1 is a partial sequential algorithm, se-
quential for independent component update but computation for kurtosis is block-incremental. We called it Type-2.5.

To investigate the capabilities to handle high-dimensional data, we synthetically generated random data with differ-
ent dimensions. The number n of samples used in each run is a function of the input dimension d (we used n = 1000d
samples). Each independent source has a Laplacian distribution. The mixing matrix was chosen randomly and was
non-degenerate. The error between the direction of the true and the estimated independent components is measured
as the angle between them in radians. The results were averaged over 50 runs. Figs. 5(a) and (b), showed that these
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Figure 5: Comparison of ICA results among (Type-3) NPCA, (Type-2.5) ExtBS1 and (Type-4) CCI LCA for super-Gaussian
sources. (a) Average error for different data dimension d. (b) Average time to run for different data dimension d. (c) Average error
for d = 25 as a function of the number of samples.

two better performing ICA algorithms had problems in converging when the dimension d increases beyond 5 and the
correct convergence failed when d = 25. The CCI LCA consistently gave considerably smaller error and took the least
CPU time among the three. To show more detail about the profile of decreasing error, we plot the errors in Fig. 5(c).
As indicated by the figure, both the Type-3 algorithm NPCA and Type-2.5 ExtBS1 did not converge for a moderate
dimension of d = 25 although ExtBS1 did fine when d = 2. The proposed Type-4 CCI LCA did well.

Next, we compared our CCI LCA algorithm with Type-2 Extended Bell-Sejnowski (or extended infomax) [24] with
block size 1000 and the Type-1 batch algorithm FastICA [15, 16]. Although this is not a fair comparison since a Type-
4 algorithm (like CCI LCA) should not be expected to out-perform a Type-1 or Type-2 algorithm. We compared them
anyway to understand the limit when CCI LCA is compared with two state-of-the-art Type-1 and Type-2 algorithms.

It is well known that ICA algorithms are “data grizzlies”. Typically, even for a low dimension simulation task (e.g.,
d = 2), ICA algorithms need thousands of samples to approach the independent components. Convergence in respect
to the number of samples used in training is a good evaluation of the efficiency of ICA algorithms.

For a higher dimension, we synthetically generated random observations from an i.i.d. Laplacian random vector
with dimension of 100. The results are shown in Fig. 6, where the x-axis marks the number of samples and the y-axis
indicates the average error in radians. In order to show more detailed aspects of CCI LCA, three variations have been
tested. “LCA with fixed m” (m stands for the amnesic function µ(n)) and “LCA with dynamic m” are original LCA
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Figure 6: Comparison among (Type-2) Extended Infomax, (Type-1) FastICA and three variants of the proposed Type-4 CCI LCA
algorithms.

methods with a fixed µ and varying µ(n) as defined in Eq. (12), respectively. “LCA eliminating cells” algorithm
dynamically eliminates cells whose hitting rate is smaller than 3/4 of the average hitting rate, since sometimes two
vectors share a single lobe (which is very rare and does not significantly affect the purpose of density estimation
by lobe components) but does affect our error measure. As shown in Fig. 6, all the three Type-4 LCA algorithms
converged very fast, faster than the Type-2 algorithm Extended infomax and even the Type-1 FastICA. The batch
Extended Infomax algorithm needs much more samples, therefore, it did not converge in these tests.

It was somewhat surprising that the proposed Type-4 CCI LCA algorithm, operating under the most restrictive
condition, out-performs the state-of-the-art Type-3, Type-2, and Type-1 algorithms by a remarkably wide margin. We
think this is mainly due to the new lobe component concept and the quasi-optimal property of the statistical efficiency.
The simple structure of the CCI LCA algorithm is also very attractive.

As one of our major applications, we also conducted our experiment on natural image patches. 500,000 of 16×16-
pixel image patches were randomly taken from thirteen natural images, available from http://www.cis.hut.fi/projects/ica/
imageica/. The CCI LCA algorithm was applied to the pre-whitened image patches k = 16× 16 = 256 to update the
lobe component matrix V . The matrix (B>)−1 was then computed. Each column of the matrix is shown in Fig. 7(a)
by a 16× 16 patch, as the features of the natural scenes. A total of 256 256-dimensional vectors are displayed in the
figure. They all look smooth and most of them are localized (only a small patch are none zero, or gray) as expected.
The entire process of took less than 46 minutes (i.e., 181 frames/second) on a Pentium III 700MHz PC with 512MB
memory compared to over 10 hours of learning time for the FastICA algorithm using 24% of the 500,000 samples
(disk thrashing is also a factor).

Fig. 7(b) shows how many times each lobe component was the top “winner”. Most components have roughly a
similar rate of hits, except relatively few leftmost (top) ones and rightmost (tailing) ones. Although it is not exactly
true that each lobe component is equally likely to be hit, nearly equal hits for the majority is a desirable property for
high-dimensional density estimation due to the following consideration:

Suppose that a random number z can take a discrete number of values z = zi, with P{z = zi} = pi, i = 1, 2, ..., c.
Given a fixed c, the discrete distribution that maximizes the entropy is a uniform distribution [29]: pi = 1/c, i =
1, 2, ..., c. In other words, the distribution of hits by lobe components has a nearly largest entropy.

3 Broader Impact

In neuroscience and machine perception, there is a growing interest in simulating the developmental process of feature
detectors in the early sensory pathways (in machines or in biological systems, see, e.g., Elman, Bates, Johnson,
Karmiloff-Smith, Parsi & Plunkett [7]; Weng, McClelland, Pentland, Sporns, Stockman, Sur & Thelen [35]; Weng
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Figure 7: Lobe components from natural images (not factorizable). (a) LCA derived features from natural images, ordered by the
number of hits in decreasing order. (b) The numbers of hits of the corresponding lobe components in (a).

& Stockman [36]). In such sensory pathways, there is a need for developing feature detectors for all areas (receptive
fields), across different positions and sizes, in the sensor array (e.g., camera CCD array or the retina). The total
number of such areas is so large (sampled in the x-y positions and in the size range) that it is impractical for each
feature detector of k connections to have extra storage space of k× k for its development. This raises the critical need
for Type-4 incremental ICA algorithms.

We will place the Type-4 algorithms developed in this proposed project on the web, freely available to everybody.
Due to its simple structure, lowest possible order of time and space complexities, quasi-optimal statistical efficiency,
and the Type-4 nature, we expect that this class of algorithms will be widely used.
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