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Abstract

Use of multiple paths between node pairs can enable an
overlay network to bypass Internet link failures. Selecting
high quality primary and backup paths is challenging, how-
ever. To maximize communication reliability, an overlay
multipath routing protocol must account for both the failure
probability of a single path and link sharing among mul-
tiple paths. We propose a practical solution that exploits
physical topology information and end-to-end path quality
measurement results to select high quality path pairs. Sim-
ulation results show the proposed approach is effective in
achieving higher multipath reliability in overlay networks
at reasonable communication cost.

1. Introduction

Although Internet measurements show there exist mul-
tiple disjoint paths between end-node pairs [17], current
Internet routing protocols do not fully exploit this poten-
tial [8]. Consequently, a number of overlay network ap-
proaches have been proposed recently, whereby end nodes
are used as relays to produce network paths that are more ef-
ficient, or more responsive, than those constructed by the In-
ternet protocols [1]. Indeed, an overlay application can use
multiple overlay paths simultaneously to improve perfor-
mance in metrics such as latency, reliability, and through-
put. An important problem in this context is to select a set
of paths, subject to cost constraints, on which the overall
network performance is optimized.

Given two paths, it is intuitive that their overall perfor-
mance (whether in terms of reliability, throughput, or packet
delay) is maximized when the paths are disjoint. In that
case, traffic on one path will not interfere with that on the
other path, and failure of one path is not necessarily corre-
lated with the failure of the other path. This observation has
been the basis for several multipath algorithms targeting the
physical network infrastructure [14]. In overlay networks,

however, paths that are disjoint in the overlay may actu-
ally share links in the underlying physical network. Hence,
in multipath selection for overlay networks, the quality of
one selected path depends on the set of other selected paths.
Quantifying the effect of path interaction makes the path
selection problem hard (usually NP-complete) due to the
combinatorial nature of such interactions.

Relatively few research efforts have addressed this prob-
lem. A notable exception is the work of Cui et al. [5], who
proposed an approximation algorithm to find a backup over-
lay path that minimizes the joint failure probability for a
given primary overlay path. The approach is centralized
and assumes the availability of double overlay link failure
probabilities. Although well suited to tightly coupled lower-
level overlays, this approach may not be directly applicable
to more distributed environments such as peer-to-peer sys-
tems, where the double overlay link failure probabilities are
likely unavailable.

In this paper, we propose TAROM (Topology-Aware
Reliable Overlay Multipath), a practical solution to the
above overlay multipath selection problem. Similar to
the approach in [5], TAROM adopts an active-path-first
(APF) [19] strategy, which finds a secondary overlay path
that minimizes the joint failure probability for a given pri-
mary overlay path. Although this strategy may not find the
optimal set of paths, due to the pre-determination of pri-
mary paths, previous studies show that APF-based heuris-
tics can attain near optimal solutions to many multipath
problems [5, 9].

TAROM exploits physical topology (path composition)
and inferred link quality information to calculate the joint
failure probability for any primary-secondary path pair.
While in the past physical topology information was not
generally available at end nodes, increasingly techniques
and tools such as traceroute, topology servers and network
tomography can be used to obtain such information. Indeed,
several recent studies of overlay networks assume the avail-
ability of topology information at end nodes [5, 7]. Like-
wise, TAROM uses physical topology information to calcu-



late joint failure probability. These results are fed to a mul-
tipath routing protocol that selects high quality secondary
paths for a specified primary path. Unlike the approach
in [5], TAROM is fully distributed. Simulation results show
TAROM can effectively improve multipath reliability at the
expense of reasonable communication overhead.

The remainder of the paper is organized as follows. In
Section 2, we discuss related work on overlay multipath
computation and resilient overlay networks. In Section 3,
we introduce an overlay multipath reliability model that is
used for the joint failure probability calculation. We de-
scribe the TAROM overlay multipath routing protocol in
Section 4. In Section 5, we describe our evaluation method-
ology and present numerical results. We make concluding
remarks in Section 6. Due to space limitations, many de-
tails of this study, as well as discussion of related work, are
omitted in this paper, but may be found in an accompanying
technical report [16].

2. Related Work

Many Internet applications use end node relays to by-
pass network path failures. The RON project [1] utilizes
path probing results to select alternative paths, demonstrat-
ing that one intermediate node is sufficient to bypass most
path failures. On the other hand, Tapestry exploits rout-
ing redundancy in its structured peer-to-peer overlay to se-
lect alternative paths [21]. Multipath routing is also used
in content distribution networks [4], global notification sys-
tems [10], and end system multicast protocols [3] to im-
prove reliability and performance. In these systems, each
node maintains a list of other nodes in the network. When
a path failure is detected, the node selects a peer from the
list and forwards its packets to that peer, which relays the
packets to the destination. Most of these systems do not
consider the path failure correlation during selection of the
backup paths. Consequently, the backup path may fail si-
multaneously with the primary path. Indeed, experimental
results show the performance of multipath routing, in terms
of conditional loss rate, is higher than expected [2] in real
Internet environments.

Recently, several works have addressed the issue of link
sharing among overlay paths [5, 6]. In [6], the authors
present a measurement-based analysis of the performance
of several multipath approaches in terms of path availabil-
ity or communication reliability. They demonstrate the lim-
itation of such approaches and highlight the need for topol-
ogy awareness in overlay multipath computation. In this
paper, we propose such a topology-aware approach that ex-
ploits physical topology information to achieve higher accu-
racy in calculation of joint failure probability. The proposed
TAROM approach is fundamentally different from the ap-
proach proposed in [5], which uses double overlay link fail-

ure probabilities to adjust the weight of overlay links af-
ter a primary path is determined. It then executes a short-
est path routing algorithm with the adjusted link weight to
find the secondary path that minimizes joint failure prob-
ability. Instead, TAROM exploits physical topology infor-
mation rather than double overlay link failure probabilities
to select the best secondary path. The advantage of such
a topology-aware approach is that, compared with double
overlay link failure probabilities, physical topology infor-
mation is independent of primary paths and easier to main-
tain. Therefore, we argue that TAROM is more suitable to
distributed systems.

3. Reliability Model

In this section we introduce an overlay multipath relia-
bility model that incorporates the network-layer topology.
The model assumes the failure probabilities of individual
links are independent. Thus, the joint reliability of a mul-
tipath plan can be calculated based on reliability theory if
the failure probability of each link is known. In Section 4,
we describe how to make information on topology and link
failure probabilities locally available.

We model a multipath routing plan for packet transmis-
sion between two end nodes as a set of overlay paths con-
necting this node pair. Figure 1 shows a multipath plan with
3 overlay paths, 5 overlay links, and 9 path segments. As
introduced in [15], a path segment is a subpath of a physical
path (i.e. network-level path) and comprises one or more
physical links. As shown in Figure 1, every overlay path
comprises one or more overlay links, while an overlay link
in turn comprises one or more path segments. For exam-
ple, overlay path��� comprises two overlay links�� and
��, which in turn comprise two path segments ��, ��,
and two path segments��,�� respectively. Note the path
segment �� is included in both overlay links �� and ��,
creating an overlap between these two overlay links.

We can define a multipath routing plan ���� 	� as a
union of multiple overlay paths between source node � and
destination node 	. Formally, ���� �� �

�
������ ��, where


���� 	� is the ��� overlay path. Each overlay path may
contain one or more intermediate overlay nodes, which di-
vide the overlay path into multiple overlay links. Formally,
����� �� �

�
� ���� , ���� � ��, where ���� is the �� overlay

link in overlay path
�, and�� is the set of all overlay links.
Since each overlay link in turn consists of one or multiple
path segments, the multipath routing plan can be modeled as
���� �� �

�
�

�
�

�
� ������, where ������ � � is a path seg-

ment in overlay link ���� , which in turn is in overlay path

�. While path segments are unique in an overlay link, and
overlay links are unique to an overlay path, it is possible
that different overlay links share a common path segment,
and different overlay paths share a common overlay link.
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Figure 1. A multipath plan, showing overlay
paths, overlay links, and path segments.

Given the above multipath model, we can calculate the
reliability of a multipath plan. We define the reliability
function ���� as the probability that no component in en-
tity � is failed, where � may be an overlay path(s), an over-
lay link(s), or a path segment(s). We also define the multi-
path reliability ���� as the probability that a packet from
source �will reach the destination 	 through any of the over-
lay paths in � . According to reliability theory, we can ex-
press ���� as the reliability of the union of overlay paths,
which can be calculated as the sum of the overlay path reli-
abilities minus the reliabilities that are counted twice. For-
mally,
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where � is the number of overlay paths in � . The above
formula can be computed as summations of products of path
segment reliabilities, due to the fact that the reliability of an
overlay path is the product of the reliabilities of its overlay
links, which are in turn the products of the reliabilities of
their path segments. Specifically,
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where ��������� is the reliability of path segment ������,
which is the 1’s complement of the segment loss rate. In
cases where overlay nodes perform path probing, the loss
rates of a certain number of paths (overlay links) are known

and the segment loss rate can be derived from the path loss
rate using network tomography techniques (we will show
later how to make a rough estimation using a simple random
sampling algorithm). To minimize the error in the compu-
tation, we should use the path loss rate instead of the de-
rived segment loss rate whenever possible. For example, in
the calculation of the term ���������������, if we know
� � ����, then we should instead calculate ���������.

The number of terms in the multipath reliability formula
is exponential in the number of overlay paths in � . In real
environments, however, using one or two backup paths is
often sufficient to ensure a reasonably high reliability. In
fact, the computation overhead is small for up to five or
six backup paths. Consequently, we can obtain the exact
value of reliability for most multipath plans if the link fail-
ure probability is known.

4. Topology-Aware Multipath Protocol

We assume the following about the overlay network: (1)
the overlay network topology has been established; (2) each
overlay node periodically probes its neighbors and records
the path qualities in terms of failure probability; and (3)
each node maintains a local routing table such that it can
identify a next-hop node for any destination node. We argue
that these assumptions are valid in most centralized over-
lay networks and structured peer-to-peer systems. However,
most unstructured peer-to-peer systems do not satisfy these
requirements, and hence TAROM is not intended for those
systems.

TAROM is invoked “on-demand” when a node needs to
establish a multipath connection. The application specifies
the destination, and the primary path from the source to the
destination is determined by the overlay routing system and
provided to TAROM as an input parameter. TAROM com-
bines traditional distributed multipath computation [9, 18]
with topology-aware overlay routing and overlay multipath
computation.

The basic operation of TAROM is depicted in Figure 2.
To establish a multipath connection, the source node sends
a path-establish request message to the destination node
along the primary path. This message collects path compo-
sition (if a topology information infrastructure is not avail-
able) and quality (in terms of failure probability) informa-
tion along the way. Upon reception, the destination node
broadcasts this information to its neighbors in path-explore
messages, each of which attempts to find its way to the
source. When a node receives such a message, it uses both
the received information and its local state to calculate the
joint quality (joint failure probability) of the primary path
and the partial path from itself to the destination, based on
the multipath reliability model introduced in Section 3. If
the joint quality-cost ratio is below a specified threshold,



then it ceases broadcasting and sends the information only
to a single next-hop node toward the source. Otherwise, it
forwards this information to all its neighbors. By adjusting
the value of the threshold, the application can control the
scope and overhead of this path-explore process. If a node
receives such information from two neighbors, it calculates
the joint quality for the two partial paths and forwards to
its neighbors the information of the primary and the better
partial path. The process terminates when the remaining
branches reach the source, providing it with a set of high-
quality secondary paths.
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Figure 2. Basic operation of TAROM.

Each TAROM node periodically probes its neighbors.
The probing results are used to derive the quality of overlay
links. In this study we approximate link failure probability
using packet loss rate. Depending on overlay systems, this
information may be already available at the overlay layer,
and thus the probing overhead may be reduced. In addition
to packet loss rate, each node also probes its neighbors using
traceroute-like techniques or connects to a topology server
to obtain physical path composition of overlay links. The
loss rate and path composition information is distributed
to neighbors in path-establish or path-explore request mes-
sages. The information accumulates in the message as it is
routed through overlay nodes. The maximum message size
depends on the length in hops of primary and partial paths.
In general, it is feasible to limit the size of a message in 1K
or fewer bytes.

The reliability model introduced in Section 3 requires the
availability of physical link (or path segment) failure prob-
abilities. Using end-to-end probing, however, TAROM can
obtain only overlay link failure probabilities. It is neces-
sary to infer physical link failure probability from overlay
link failure probability. The method TAROM uses for phys-
ical link failure probability inference is the random sam-
pling approach proposed in [11]. Although it is not the
most accurate method introduced in [11], it is computation-
ally efficient, offers reasonable performance, and leads to
better multipath routing performance than a topology un-
aware method. The basic idea is as follows. From the loss
probability of overlay paths, TAROM can obtain the loss

upper bound for each physical link. It then randomly se-
lects a link and assigns a loss value between 0 and its upper
bound. After the loss probability of the link is determined,
the residual losses of all related paths are adjusted and the
loss upper bounds for other links are recalculated and tight-
ened. TAROM iterates this step until all links have been
assigned loss rate values. It executes this procedure several
times and reports the average as the loss probability for in-
dividual links. Although the resulting loss probabilities may
exhibit some error, we are more interested in the ranking of
partial path qualities than in their exact loss probabilities.

5. Performance Evaluation

We study the overlay multipath routing problem on a
GT-ITM [20] transit-stub topology (10000 vertices, 23238
links, denoted as “ts10000”), and a real Internet ISP topol-
ogy provided by Rocketfuel [13] (9418 vertices, 11670
links, denoted as “rf9418”). The particular ISP is AT&T
(AS#7018). A shortest path algorithm is used for network-
layer routing. The link weights in the synthetic topology are
generated by the GT-ITM model. In the ISP topology, we
use the number of physical hops as link weights.

We use the LM1 model in [11] to set link loss rates.
Specifically, the loss rate of the “good” links is set between
0 and 1%, and the loss rate of the “bad” links is set between
5% to 10%. The parameter � , the fraction of the good links,
is set to 90% for backbone links and 50% for edge links.
Links are randomly assigned to be in either good or bad
states according to this parameter.

We randomly select vertices in the networks as overlay
nodes. The size of the overlay network � is set to 16, 32
or 64. We vary the overlay topology in three ways: as a
random regular graph where each node has ����� neigh-
bors (denoted as “random”), a distance-based cluster with
degree ����� (denoted as “cluster”), and a complete graph
(denoted as “clique”). In distance-based clusters, nodes
are connected to relatively close peers, simulating overlay
topologies in many practical systems [12]. For each size
and topology type we generate 10 different overlay topolo-
gies and report the average performance.

With regard to the operation of TAROM, we study three
cases:

1. TUA (Topology UnAware). No physical topology in-
formation is used. Joint path quality is calculated
purely on overlay link qualities, which may be corre-
lated due to link sharing.

2. TA-i (Topology Aware with Inferred link qualities).
Physical topology information is used. Physical
link qualities are inferred using the random sampling
method. Joint path quality calculations take into ac-
count the link sharing information as well as the in-
ferred physical link qualities.



3. TA-e (Topology Aware with Exact link qualities).
Physical topology information is used. We assume
there exists an oracle revealing the exact physical link
qualities. TA-e reflects the performance upper bound
of TAROM.

We compare the TAROM approach with a single relay
heuristic that randomly chooses a neighbor as a relay. We
denote this approach as SR. We evaluate the benefit and
cost of exploiting path quality and composition informa-
tion. Similar to [5], we use robustness improvement as the
metric for evaluating the quality of secondary paths. The
robust improvement � for a secondary path is defined as the
percentage of fatal failure probability reduction due to the
usage of the secondary path, or, � � ���

�
, where �� is

the single path failure probability of the primary path, and
�� is the double path failure probability of both the primary
and the secondary path. In our experiments we calculate the
robustness improvement for a random set of primary paths
and report the average values.

To measure the overhead of path composition and quality
information exchange, we introduce two metrics: the aver-
age number of messages processed at each node, and the
sum of the hops-bytes product for establishing a backup
path. The latter metric is introduced especially for the
sake of topology information. We denote these two met-
rics as ������� ������ and ������	� respectively. We
also introduce a parameter � for quality-cost tradeoff. We
use overlay hops as the cost for partial paths. This makes
TAROM similar to time-to-live constrained flooding. We
introduce another parameter  to indicate whether TAROM
uses/disseminates topology information or not.

First we compare the performance of the TAROM-based
approach with SR in terms of robustness improvement. Fig-
ure 3(a) shows the results for different topologies. The size
of the overlay network is set to 16. The plot shows the
TAROM approaches (TUA, TA-i, TA-e) all achieve signif-
icantly higher robustness improvement than the single re-
lay heuristic SR. Moreover, exploiting topology informa-
tion (TA-i, TA-e) can further improve performance. It is
noteworthy that the random sampling approach we adopt is
indeed effective for guiding path selection (TA-i). Although
it is not optimal, the performance improvement is consistent
and the approach is practical. In the random sampling pro-
cessing, we varied the iteration number from 10 to 500 (not
shown), and noticed minimal performance change when the
iteration number is above 100, and the performance in term
of robustness improvement will noticeably decrease if the
iteration number is below 50. So we set the iteration num-
ber to 100 in our experiments.

Figure 3(a) also shows how the topology affects the
robustness improvement. The improvement is lower in
distance-based clusters and in complete graphs than in pure
random graphs. This is probably due to the fact that the

random graphs are suboptimal in terms of communication
reliability since their paths usually comprise more hops than
in the other two topologies. Thus there is a larger space for
improvements.

Although the TAROM approaches can find good sec-
ondary paths, flooding-based path exploration is not com-
munication efficient. Figure 3(b) shows the message num-
ber is greatly reduced when we set the cost upper bound �
(hop limit) to 1 or 2. On the other hand, overlay topology
node degree also affects the message number. As shown in
the figure, the average message number on cliques is much
higher than in other topologies, since a node with more
neighbors will receive and process more messages.

Figure 3(c) shows that turning off the flag  can greatly
reduce linkbyte overhead. However, the number in the fig-
ure is the total number of bytes transmitted on all links. For
an individual link, the bandwidth consumption is only sev-
eral kilobytes if � is set to 2 and the network degree is not
too high. We consider this overhead to be acceptable.

These results imply that unconstrained flooding is too
expensive for practice. The figures show, however, that
limiting � to small numbers, as well as turning off  

(when topology information is already locally available)
can greatly reduce the overhead. A natural question is how
this reduction affects the robustness improvement. Fig-
ure 4(a) and Figure 4(b) show the robustness improvement
on overlay networks with 16 nodes and average degree 4.
Performance increases with the range of flooding. The per-
formance with 2-step broadcast (� � �) is close to that
of the unconstrained flooding approach. Therefore, a good
strategy is to limit cost upper bound � to 2 to reduce com-
munication costs. The results also show the flooding range
(the value of �) affects robustness improvement more than
does the overlay topology. Again the figures show the
TAROM approaches (TUA, TA-i, TA-e) exhibit better per-
formance on random graphs than on clustered graphs. TA-i
consistently produces higher robustness improvement than
TUA. The performance of TA-i is still significantly lower
than the upper bound (TA-e), which implies there is a large
space for performance improvement, probably through bet-
ter link weight inference algorithms.

The performance of the TAROM approaches dependents
on network topology, including size and node degree. Fig-
ure 4(c) shows TA-i and TA-e are very effective in complete
graphs, where there are more overlay links to exploit. Again
the performance with cost upper bound � � � is very close
to the unconstrained one. Figure 4(d) shows the relationship
between robustness improvement and node degree. We note
that the value of robustness improvement is higher when the
node degree assumes an intermediate value (10 instead of 5
or 31). Figure 4(e) shows the robustness improvement is
greater in larger networks, probably due to the fact that the
average overlay hop length is shorter, and thus link sharing
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is less frequent. For the same reason, topology information
is not very effective in larger networks, since the space for
improvement is small.

Figure 4(f) shows the cumulative distribution function of
robustness improvement on all paths in a 16-node network
on the “rf9418” topology. The performance improvement
of the TAROM approaches over SR is not limited to av-
erage robustness. Actually the number of paths that have
better robustness due to the establishment of backup paths
is also increased. For example, about 54% of the paths have
robustness improvement 0.1 or greater using SR, while the
percentage increases to 80% and 83% in TA-i and TA-e,
respectively. The figure also shows that limiting the cost
upper bound to 2 is sufficient to achieving near optimal ro-
bustness improvement.

6. Conclusions

In this paper we studied the multipath reliability prob-
lem in overlay networks. A challenging aspect of this prob-
lem is how to compute joint quality for inter-related paths.
We proposed TAROM, a topology-aware approach, to solve
this problem. We introduced a new overlay multipath reli-
ability model to calculate joint path failure probability, and
designed a multipath routing protocol that uses these results
to select high-quality secondary paths. Simulation results
show the proposed approach can improve multipath relia-
bility in overlay networks, even when communication over-
head is strictly limited.
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(d)robustness improvement and node degree

 Robustness Improvement on rf9418 for Random 
Graphs

0

0.05

0.1

0.15

0.2

0.25

0.3

0.35

0.4

0.45

16 32 64
Network Size

R
o

b
u

st
n

es
s 

Im
p

ro
ve

m
en

t

SR TUA,C=1
TA-i,C=1 TA-e,C=1
TUA,C=2 TA-i,C=2
TA-e,C=2

(e)robustness improvement and network size

Robustness Improvement Distribution on rf9418 for 
Randm Graphs with 16 Nodes

.00%

10.00%

20.00%

30.00%

40.00%

50.00%

60.00%

70.00%

80.00%

90.00%

100.00%

0 0.1 0.2 0.3 0.4 0.5 0.6 0.7

Robustness Improvement

C
D

F SR

TUA,C=1

TUA,C=2

TUA,C=unlimited

TA-i,C=unlimited

TA-e,C=unlimited

(f)robustness improvement distribution

Figure 4. The robustness improvement with various framework parameters and network configura-
tions. The network size is 16 unless otherwise specified.
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