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Abstract—We investigate the integration of evolutionary al-

gorithms and novelty search in order to improve the perfor-

mance and resilience of autonomous systems. We have devel-

oped two tools for this purpose: Evo-ROS and Enki. Evo-ROS

combines evolutionary search with physics-based simulations of

autonomous systems whose software infrastructure is based on

the Robot Operating System (ROS). Enki uses novelty search

to discover operational scenarios that lead to the most diverse

behavior in the target system. Combining these tools yields an

automated approach to explore the operational landscape of the

target system, identify regions of poor performance, and evolve

system parameters that better respond to adverse situations. In

this paper, we present results of a case study of the throttle

controller on AutoRally, a 1:5-scale autonomous vehicle designed

by researchers at Georgia Tech for the study of aggressive

autonomous driving. Preliminary experiments demonstrate the

ability of the proposed methods to identify and characterize

input speed signals that cause the existing controller to perform

poorly. The ability to identify these troublesome signals enables

development of a control system capable of handling a wider

range of conditions by autonomously switching among controller

modes that are optimized for different conditions.
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I. INTRODUCTION

Autonomous cyber-physical systems are required for tasks
where the burden of having a human operator is too high.
With the absence of human supervision, effort must be made
to mitigate sources of failure before the system is deployed or
to include a capability for the system to adapt to unexpected
conditions. This problem is particularly difficult due to the
many sources of uncertainty in natural environments. Here, we
describe autonomous systems as being resilient when they are
capable of mitigating a wide range of adverse conditions, and
this paper proposes an automated approach to assist software
developers with making design decisions that result in more
resilient autonomous systems.

Developing autonomous systems to meet software require-
ments at run time is challenging, because subsystems must
interact with uncertain conditions in both internal mechanisms
and the external environment. Techniques are needed to iden-
tify key scenarios that will have the most significant impact
on system performance at design time to help developers
form strategies that can mitigate potential sources of failure.
Existing techniques either optimize the system to perform on

a manual selection of scenarios, randomly generate scenarios,
or use some heuristic-driven approach to create scenarios.
Manual selection often requires expert knowledge for the
problem domain and can be subject to confirmation bias [1].
Random generation may not be useful for discovering “corner-
case” scenarios that cover small regions of the operational
landscape [2][3]. Finally, iterative heuristic-driven approaches
rely on objectives that may be difficult to define and can often
lead to sub-optimal solutions when the operational landscape
is not amenable to hill-climbing or gradient search [4].

This paper presents a two-phase evolution-based approach
to improve the resiliency of an autonomous system. The first
phase optimizes system settings for a given set of scenarios.
The second phase identifies sets of scenarios that produce both
extreme and diverse (i.e., mutually unique) system behavior.
Using these two phases in tandem, the proposed approach can
systematically improve autonomous systems with less reliance
on a priori expert knowledge of the problem domain and less
subject to bias that might mask harmful corner cases.

We have created two techniques to accomplish this task,
Evo-ROS [5] and Enki. Evo-ROS evolves a system’s config-
uration based on its performance under simulation. Enki per-
forms a novelty search [6][7] to discover simulation conditions
that lead to unique types of system behavior. Both techniques
are black box (i.e., agnostic to system details) and observe
the autonomous system in a given simulation environment.
Specifications for the system and simulation configurations
are supplied by the user so that the proposed framework is
generalizable. However, in this paper, we focus on a case study
with the AutoRally [8][9] autonomous vehicle (multiple views
displayed in Fig. 1) where we address the problem of tuning
its throttle controller to match target speeds.

Preliminary results from our experiments demonstrate that
the proposed approach can successfully evolve a more resilient
autonomous system, where we have been able to produce
settings for the throttle controller that exhibit less error in the
presence of adverse conditions. The remainder of the paper is
organized as follows. Section II elaborates on the background
and related work to this paper. Section III summarizes the
proposed framework. Section IV reviews experiments and
results from the AutoRally case study. Finally, Section V
provides a concluding discussion with ideas for future work.
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(a) Physical platform
(under construction)

(b) Simulated platform

Fig. 1: The AutoRally platform

II. BACKGROUND AND RELATED WORK

In this section, we briefly discuss background and related
work in search-based methods with evolutionary computation,
novelty search, evolutionary robotics, and adaptive controllers.

A. Search-based Methods with Evolutionary Computation
With Search-based Software Engineering (SBSE), various

search techniques have been proposed to solve typical software
engineering problems, such as finding an optimal system con-
figuration or automatically generating test suites [10][11][12].
Many search-based tools take advantage of Evolutionary Al-
gorithms (EAs) [13]. These tools require software engineers
to specify candidate solutions according to a phenotype,
where each instance of a solution is described as a phenome.
EAs then encode these phenome solutions into corresponding
genomes, following a specified genotype. Through an iterative
process, a population of one or more genomes is refined such
that when decoded into their corresponding phenomes, better
quality solutions are found. Genomes are manipulated through
evolutionary operations such as crossover and mutation, and
selected for preservation between generations by a fitness
heuristic. For SBSE, fitness is typically a metric based on
observable properties of the software system, such as code
coverage or execution time. Example techniques include Evo-
Suite [14] and SAPIENZ [15].

B. Novelty Search
In the context of EAs, Lehman and Stanley [6][7] have

championed the idea of abandoning fitness objectives in fa-
vor of maximizing population diversity with novelty search.
They argue that in many cases, a strictly objective-driven
search can lead to sub-optimal solutions, where the greatest
discoveries are often not the result of simply optimizing for
some preconceived objective. Due to the highly non-convex
nature of any interesting problem space, a greedy objective-
driven search can often be drawn to local optima, and in
cases where the global optimum is surrounded by drastically
inferior solutions, greedy algorithms have no means for finding
the best solution. As an alternative, novelty search aims to
optimize diversity, determined by comparing individuals with
their nearest neighbors, with respect to their phenotype. In
conjunction with an EA, an archive can be maintained to
record the most unique individuals from each generation to
produce a collection with widely differing phenomes.

Novelty search has previously been explored for system
analysis and testing. Ramirez et al. [16] developed Loki

to discover undesirable behaviors in Self-Adaptive Systems
(SAS). Loki monitors the state of a SAS over time and defines
the behavior of the SAS as a vector of utility values, where
utility is defined as a function of the SAS’s state given a set
of initial input conditions. Novelty search is used to discover
input conditions that lead to the most diverse set of utility
values, allowing for the discovery of potentially undesirable
behaviors. Enki is inspired by Loki’s approach. However, Loki
is more tightly integrated into the target SAS, whereas Enki
is completely standalone and applicable to a wider range of
systems, requiring only a user-supplied evaluation script for
the target system and specifications to define the range of
input conditions and types of system behavior to monitor.
Additionally, Enki allows more flexibility in the the way that
novelty is computed (i.e., user-specified distance metrics and
archiving methods).

C. Evolutionary Robotics
The field of evolutionary robotics (ER) [17] harnesses the

open-ended search capabilities of EAs by using genomes to
encode specifications of the robot’s control system or even
aspects of its morphology (external structure), allowing for
evolution to be leveraged in the process of designing more
resilient robots. Individuals in a population are evaluated
with respect to one or more tasks, with the best performing
individuals selected to pass their genes to the next generation.
Simulation is typically used to evaluate individuals, greatly
reducing the time to evolve solutions while avoiding possible
damage to physical robots. From an engineering perspective,
a major advantage of evolutionary search is the possible
discovery of solutions (as well as potential problems) that the
engineer might not otherwise have considered.

While it is common for EAs to be used at design time,
they have also been used at run time to help the system adapt
to unforeseen changes to either the robot’s environment or
even the robot itself. For example, Bongard et al. [18][19][20]
developed the Estimation-Exploration Algorithm (EEA) to
address the problem of recovering a robot’s functionality in
reaction to unanticipated damage or environmental changes.
The scope and aim of our research differs from EEA. EEA
aims to evolve a simulator to close the so-called “reality gap”
[21][22], whereas the proposed framework in this paper aims
to use novelty search to automatically discover limitations for
the evolved system configuration. Furthermore, an objective of
EEA is to adapt a robot’s controller to the current operational
conditions at run time, whereas the goal of this paper’s
framework is to produce, at design time, a system that is
more resilient to a broader range of operational conditions after
deployment rather than reactive to specific run-time conditions.

The work described in this paper extends the research
conducted by Clark et al. [23] on discovering execution mode
boundaries for adaptive controllers. Clark et al. described
a method for automatically enhancing and discovering the
boundaries of an adaptive controller for robotic fish. Their
work, they describe a mode discovery algorithm that evolves
a controller to a fixed set of scenarios and then generates new



scenarios to add to the set for another round of evolution.
Clark et al. considered two different scenario selection meth-
ods, but both approaches can be considered adaptive random
techniques, where scenarios are randomly generated from a
base scenario and selected based on different criteria. A major
difference between the methods we describe in this paper and
their work is that we use novelty search for generating new
scenarios, without any need for a pre-defined “base” scenario.

D. Controllers

Many components of cyber-physical systems are governed
by controllers [24]. Controllers are responsible for monitoring
and adjusting a system’s state to ensure the system behaves
correctly. More specifically, controllers monitor process vari-
ables and take corrective actions on control variables to
ensure the system’s output remains within expected limits.
This paper includes a case study involving a Proportional-
Integral-Derivative (PID) throttle controller. PID controllers
are given a reference signal as input as the target value for
a process variable, and an error signal is computed as the
difference between the target value and the actual value from
the process variable. In the case of a PID throttle controller, the
process variable is the actual speed of the vehicle, the reference
signal is the target speed, and the error is the difference
between the target speed and actual speed. PID controllers
attempt to minimize error by adjusting the control variable via
three control terms (P , I , and D). In order for the controller
to respond correctly, certain tuning constants associated with
each of these terms (KP , KI , and KD, respectively) must be
tuned for the application. Improper values for these constants
can lead to problems such as oscillation and overshoot.

III. FRAMEWORK

The proposed framework integrates two major components
to support the evolution of new system configurations and to
discover limitations in current system configurations. When
applied to the problem of making an AutoRally vehicle’s
throttle controller more resilient, this framework can evolve
new settings for the controller and discover scenarios1 that
identify limitations in the evolved settings. Fig. 2 illustrates
the data flow between these components, where data flow
is indicated by labeled arrows (a) through (f), processes are
depicted by ellipses, external entities are depicted by boxes,
and data stores are depicted by double lines. Each component
is described in the following subsections.

A. Evo-ROS

Evo-ROS applies evolutionary search to ROS-based plat-
forms [5]. ROS is widely used by the general robotics commu-
nity, and Evo-ROS has been developed to bridge the gap with
the narrower community of evolutionary robotics. Specifically,
Evo-ROS defines the interface between an external evolution-
ary algorithm and the simulation environment used by ROS.

1A scenario is defined as a specific set of parameter values that describe
the environment and internal conditions of a system.

Fig. 2: High-level data flow diagram of the Evo-ROS and Enki
framework

As shown in Fig. 3, Evo-ROS comprises three main mod-
ules: the transporter, the software manager, and the simulation
manager. The transporter is responsible for the interchange of
data between the external EA and the Evo-ROS instance (Fig.
2 flows (b) and (c)) The software manager is responsible for
spawning all required packages and modules for the evaluation
job. Lastly, the simulation manager is responsible for running
and monitoring the ROS platform’s required tasks, during
which it frequently logs the characteristics of the simulation.

Fig. 3: High-level workflow diagram of Evo-ROS

An important feature of ROS is that code from a simulated
system can be directly inserted into a physical robot. There-
fore, compared to many evolutionary robotics platforms, Evo-
ROS enables evolutionary search to be applied to state-of-the-
art robots and full-sized autonomous vehicles. To address the
execution time needed for multiple high-fidelity simulations,
Evo-ROS provides an interface to parallelize jobs across



multiple (physical or virtual) machines.

B. Enki
Enki is a technique for assessing the operation of a target

software system to discover operational conditions that lead
to unique, extreme, and possibly unexpected behavior. Enki
uses an evolution-based novelty search algorithm to manage
populations of individual scenarios. Each scenario is defined
by a genome that encodes its operational conditions (Fig.
2 flow (e)) and is associated with a phenome that encodes
the target system’s behavior when exposed to the scenario
(Fig. 2 flow (f)). Enki evolves this population for a number
of generations, using standard operations of evolution (i.e.,
recombination, mutation, and selection). However, unlike tra-
ditional evolutionary search methods, Enki does not guide
the population towards a single fitness objective. Instead, a
novelty archive is maintained across generations that ranks all
individual scenarios in the current population with a novelty
score and only archives the scenarios that exhibit the most
diverse behavior from the target system. The novelty score
for an individual scenario is determined by comparing its
phenome to its nearest neighbors in the archive and averaging
the distance. Thus, through evolution, Enki guides the search
for scenarios outward in the operational landscape in terms of
the type of behavior they produce from the target system. A
benefit of this approach versus traditional evolutionary search
is that the output is a set of individual scenarios that produce
unique results, which may be adverse or favorable for the
target system across a number of metrics, instead of producing
only scenarios that maximize a single objective metric.

Fig. 4 illustrates the diversifying effect of Enki’s novelty
search process on the archived collection of scenarios. Each
point corresponds to an individual scenario. Blue points cor-
respond to scenarios currently in the archive, and gray points
correspond to those that have been evaluated but not archived.
All points are projected onto a 2D plane with distances scaled
to match the relative distance between the scenarios’ phe-
nomes. In early generations, where the scenarios are closer to a
random selection, the archived scenarios produce very similar
behavior from the target system. As the search progresses, the
archive “pushes” outward, demonstrating that each archived
scenario is increasingly affecting the target system in different
ways (i.e., becoming more diverse).

2D Visualization of Phenotypic Distances in Enki’s Archive

(a) Generation 1 (b) Generation 5 (c) Generation 15

Fig. 4: A visualization of phenotypic distances between sce-
narios explored by Enki in Section IV-A. Blue points show
archived scenarios. Gray points show all other scenarios evalu-
ated. Archived scenarios increase in diversity over generations.

C. Simulation Environment
AutoRally [8] is an open-source platform designed and de-

veloped by researchers at the Georgia Institute of Technology
(Georgia Tech) as a test bed for various autonomous vehicle
sensing and control methods. AutoRally is derived from a 1:5
scale remote control truck (see Fig. 1) and has a top speed
of 27 m/s (60 mph). Software for controlling the system is
modular and highly customizable. An advantage for using
AutoRally for research purposes is that it is smaller and less
expensive than a full-sized autonomous vehicle and yet uses
much of the same control software and mechanical structures.

Simulation of AutoRally is managed by the Gazebo sim-
ulator, chosen for its support of complex environments and
sensors modeled after many commercially available devices
[25]. Furthermore, Georgia Tech provides an accurate simula-
tion model of the physical AutoRally platform within Gazebo
(see Fig. 1 (b)), closely matching all components and physics
characteristics. With the capabilities offered by Gazebo and an
accurate model of the vehicle, the reality gap between what is
observed in simulation and the behavior of a physical system
is expected to be minimal.

IV. EXPERIMENTS AND RESULTS

This section describes a set of experiments to evaluate the
proposed framework through a case study on the AutoRally
platform. The overall objective of this case study is to improve
the AutoRally throttle controller’s ability to handle a wider
range of reference speed signals. AutoRally uses a PID throttle
controller that is calibrated by adjusting four tuning constants,
KP , KI , KD and Imax. We designate a controller with the
default values for these tuning constants as C0. In these
experiments, we used Evo-ROS alone and Evo-ROS with Enki
to evolve two separate sets of values for these tuning constants,
which we have labeled C1 and C2, respectively. The values
associated with these settings are listed in Table I. Through
these experiments, we aim to answer the following research
questions:
RQ1.) Can Evo-ROS evolve tuning constants for the con-

troller (C1) that are more resilient than the default con-
tants (C0)?

RQ2.) Can Enki discover more challenging test speed signals
to identify weaknesses in the controller, when compared
to a random generation technique?

RQ3.) Can Evo-ROS use speed signals from Enki to evolve
even more resilient tuning constants for the controller
(C2) when compared to (C1)?

A. Evolving a New Controller
For this case study, we used Evo-ROS to evolve a controller

configuration (C1) with Evo-ROS that improves upon the
default configuration (C0); improvement is measured by the
reduction in controller error when exposing AutoRally to a sin-
gle reference signal (see Fig. 5 (a) and 5 (e)). Our configuration
settings for Evo-ROS are listed in Table II. Upon completion,
Evo-ROS was capable of reducing the mean-squared-error
(MSE) between the actual speed of the vehicle and reference



speed for the controller from 0.528 for C0 to 0.018 for C1.
However, further assessment is required to show that C1 also
exhibits improvement over a wider range of reference signals.
Fig. 5 compares the performance of C0 and C1 on three other
reference signals; notably, C1 was not evolved against these
signals. It can be seen in Fig. 5 (b), 5 (f), 5 (c), and 5 (g)
that C1 tracks acceleration in the reference signal better than
C0, but deceleration remains a challenge without the use of
brakes. When braking is allowed, C1 is able to track both the
acceleration and the deceleration better than C0 (Fig. 5 (d) and
5 (h), respectively).

TABLE I: PID controller settings.
KP KI KD Imax

C0 (Default) 0.200 0.000 0.001 0.150
C1 (EvoROS) 0.203 0.045 0.092 0.511
C2 (EvoROS + Enki) 0.679 0.658 0.772 0.445

B. Assessing the Controllers

To further assess the effectiveness of C0, we have automati-
cally generated 1, 250 test reference signals with Enki (Senki)
and an additional 1, 250 signals with a random generation
method (Srand). All signals were generated to cover a period
of 60 seconds with speeds capped at a maximum of 10 m/s.
The MSE was computed for the performance of C0 on each
reference signal.

The observed MSE distributions from both methods are
displayed in Fig. 6. Regions are shaded by interquartile ranges,
with green being the bottom quartile, blue being the middle
two quartiles, and red being the top quartile. Signals from
Srand showed an average MSE of 1.047 (Fig. 6 (b)) compared
to an average MSE of 2.430 from signals in Senki (Fig. 6 (a)).
We conclude that Enki is able to find more reference signals
that cause the system to perform poorly. The random gener-
ation method creates reference signals by uniformly selecting
values for each signal. When error-inducing reference signals
occupy a small region of the domain of all possible reference
signals, a uniform selection method is not likely to uncover
such challenging signals. Instead, a random generation method
will more likely result in a majority of reference signals that
exhibit similar errors. In contrast, Enki seeks out reference
signals that produce unique types of error, and therefore, Enki
can produce reference signals with a more uniform distribution
of MSE, which may then lead to sets of more diverse and
challenging reference signals. Because our goal is to evolve
a more resilient controller, we are interested in using Enki to
discover less common and more adverse reference signals.

To compare the effectiveness of C1 to C0 on a wider
range of possible reference signals, we used Enki to generate
reference signals for C0 and observed the error produced
for each reference signal. Again, all reference signals were
generated for 60 seconds and capped at 10 m/s. The error was
defined as the absolute difference between the actual speed
of the vehicle and the reference signal. After running Enki
with the settings listed in Table II, we generated 2, 489 signals
(S0), and Fig. 7 shows a comparison of the results from each
controller. We found that the average MSE for C0 was 2.672

(Fig. 7 (a)). When exposing C1 to the same test reference
signals, we found that the average MSE for C1 was 2.250 (Fig.
7 (b)). Each subplot shows a distribution of MSE observed
by Enki for each controller. Since the whole distribution can
be seen to skew left for C1 when compared to C0, C1 has
been observed to produce less error in general for the given
reference signals. Therefore, our assessment with Enki further
supports the claim that Evo-ROS did successfully evolve more
resilient controller settings for C1 than C0.

TABLE II: Configuration settings for Evo-ROS and Enki.
Evo-ROS Enki

Generation Count 25 50
Population Size 25 50
Selection Tournament

- Size: 2
Tournament
- Size: 3

Crossover Two-point
- Rate: 0.5

Single-point
- Rate: 1.0

Mutation Gaussian mutation
- Sigma: 1.0
- Rate: 0.2

Creep mutation
- Bound: ±0.2
- Rate: 0.25

Objective Minimize error
- Metric: MSE

Diversity error
- Metric: abs. diff.

Run-time ⇠12 hours ⇠5 hours

C. Further Enhancing the Controller

To explore whether the proposed framework can iteratively
improve the resiliency of the controller, a second set of
controller settings (C2) was evolved. C2 was created by Evo-
ROS in a process similar to C1 (see Section IV-A). However,
for C2, instead of only evolving the controller against the
reference signal shown in Fig. 5 (a) and 5 (e), the controller
was also evolved against the top 5 most unique reference
signals found by Enki when assessing C1. After deriving
the values for C2, we evaluated it against the signals in S0,
and the results are displayed in Fig. 7 (c). We found that C2

further reduced the average MSE to 2.148, with the overall
MSE distribution skewed slightly more left. The reduced error
exhibited by C2 shows that by assessing the controller with
Enki, we can find scenarios to further harden the controller to
a wider range of reference signals.

D. Threats to Validity

Since this paper’s framework relies on simulation, it is as-
sumed that the simulator is capable of accurately matching re-
ality. Any deviation in the simulator from the physical vehicle
and its environment will be reflected in the scenarios generated
by the framework. Our future work includes validating the
results with our physical AutoRally platform, currently under
construction. Additionally, for our experiments, we have only
considered reference signals with a maximum speed of 10 m/s,
and therefore, the comparative performance of the controllers
may not be valid when the speed is allowed to exceed 10 m/s.
Finally, the intent of this paper has been to assess the potential
value of the proposed framework as a proof-of-concept, but
since evolution-based techniques contain stochastic elements,
multiple trials will be required to determine the statistical
relevance of these results.



(a) (b) (c) (d)

(e) (f) (g) (h)

Fig. 5: Comparison of the default C0 PID controller (top row) settings with the evolved C1 PID controller (bottom row)
settings over a variety of different speed signals. Subplots (a) and (e) show the speed signal against which the controller was
evolved. Subplots (b), (c), (f), and (g) show performances against other random test signals, and subplots (d) and (h) show
performances on a test signal while braking is allowed.

MSE Observed from Enki and Random Signals on C0

(a) Distribution of MSE observed when using Senki

(b) Distribution of MSE observed when using Srand

Fig. 6: Error observed from C0 with signals from Senki and
Srand

V. CONCLUSIONS AND FUTURE WORK

We have demonstrated that the evolution-based techniques
in this paper are capable of discovering more resilient config-
urations for an autonomous system with limited input by the
user. In future work, we aim to introduce machine learning
techniques that take the output from Enki and learn to infer
execution mode boundaries for a given system configuration.
One objective will be to construct an adaptive system that can
switch between predetermined system configurations when the
current configuration is no longer applicable to the operational
context. Our goal is to apply this framework to a physical
system that can independently and effectively detect changing
adverse environmental conditions, such as sharp inclines or
slippery terrain, and safely transition into a better suited
system configuration or mode to navigate efficiently through
the adverse environment.

MSE Observed from Enki Signals on C0, C1, and C2

(a) Distribution of MSE observed from C0

(b) Distribution of MSE observed from C1

(c) Distribution of MSE observed from C2

Fig. 7: Error observed on controller settings when tested
against signals from S0
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