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Person Identification Using Multiple Cues 
Roberto Brunelli and Daniele Falavigna 

Abstract-This paper presents a person identification system 
based on acoustic and visual features. The system is organized as 
a set of non-homogeneous classifiers whose outputs are integrated 
after a normalization step. In particular, two classifiers based on 
acoustic features and three based on visual ones provide data for 
an integration module whose performance is evaluated. A novel 
technique for the integration of multiple classifiers at an hybrid 
rank/measurement level is introduced using HyperBF networks. 
Two different methods for the rejection of an unknown person 
are introduced. The performance of the integrated system is 
shown to be superior to that of the acoustic and visual subsys- 
tems. The resulting identification system can be used to log per- 
sonal access and, with minor modifications, as an identity verifi- 
cation system. 

Index Terms-Template matching, robust statistics, correla- 
tion, face recognition, speaker recognition, learning, classifica- 
tion. 

I. INTR00ucn0~ 

T HE identification of a person interacting With computers 
represents an important task for automatic systems in the 

area of information retrieval, automatic banking, control of 
access to security areas, buildings, and so on. The need for a 
reliable identification of interacting users is obvious. At the 
same time it is well known that the security of such systems is 
too often violated in every day life. The possibility of integrat- 
ing multiple identification cues, such as password, identifica- 
tion card, voice, face, fingerprints, and the like, will, in prin- 
ciple, enhance the security of a system to be used by a selected 
set of people. 

This paper describes in detail the theoretical foundations 
and design methodologies of a person recognition system that 
is part of MAIA, the integrated AI project under development 

. at IRST [ 11. 
Previous works about speaker recognition [2], [3] have pro- 

posed methods for classifying and combining acoustic features 
and for normalizing [4], [5] the various classifier scores. In 
particular, score normalization is a fundamental step when a 
system is required to confirm or reject the identity given by the 
user (user verification): In this case, in fact, the identity is ac- 
cepted or rejected according to a comparison with a preesti- 
mated threshold. Since the integration of voice and images in 
an identification system is a new concept, new methods for 
both classifier normalization and integration were investigated. 
Effective ways of rejecting an unknown person by considering 
score and rank information and for comparing images with 
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improved similarity measures are proposed. A simple method 
for adapting the acoustic models of the speakers to a real op- 
erating environment was also developed. 

The speaker and face recognition systems are decomposed 
into two and three single feature classifiers, respectively. The 
resulting five classifiers produce nonhomogeneous lists of 
scores that are combined using two different approaches. In 
the first approach, the scores are normalized through a robust 
estimate of the location and scale parameters of the corre- 
sponding distributions. The normalized scores are then com- 
bined using a weighted geometric average and the final identi- 
fication is accepted or rejected according to the output of a 
linear classifier, based on score and rank information derived 
from the available classifiers. Within the second approach, the 
problem of combining the normalized outputs of multiple 
classifiers and of accepting/rejecting the resulting identifica- 
tion is considered a learning task. A mapping from the scores 
and ranks of the classifiers into the interval (0, 1) is approxi- 
mated using a HyperBF network. A final threshold is then in- 
troduced based on cross-validation. System performance is 
evaluated and discussed for both strategies. Because of the 
novelty of the problem, standard databases for system training 
and test are not yet available. For this reason, the experiments 
reported in this paper are based on data collected at IRST. A 
system implementation operating in real-time is available and 
was tested on a variety of IRST researchers and visitors. The 
joint use of acoustic and visual features proved effective in 
increasing system performance and reliability. 

The system described here represents an improvement over 
a recently patented identification system based on voice and 
face recognition [6], [7]. The two systems differ in many ways: 
In the latter the speaker and face recognition systems are not 
further decomposed into classifiers, the score normalization 
does not rely on robust statistical techniques, and, finally, the 
rejection problem is not addressed. 

The next sections will introduce the speaker and face rec- 
ognition systems. The first approach to the integration of clas- 
sifiers and the linear accept/reject rule for the final system 
identification are then discussed. Finally, the novel 
rank/measurement level integration strategy using a HyperBF 
network is introduced with a detailed report on system per- 
formance. 

II. SPEAKER RECOGNITION 

The voice signal contains two types of information: individ- 
ual and phonetic. They have mutual effects and are difficult to 
separate; this represents one of the main problems in the de- 
velopment of automatic speaker and speech recognition sys- 
tems. The consequence is that speaker recognition systems 
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perform better on speech segments having specific phonetic 
contents while speech recognition systems provide higher ac- 
curacy when tuned on the voice of a particular speaker. Usu- 
ally the acoustic parameters for a speech/speaker recognizer 
are derived by applying a bank of band-pass filters to adjacent 
short time windows of the input signal. The energy outputs of 
the filters, for various frames, provide a good domain repre- 
sentation. Fig. 1 gives an example of such an analysis. The 
speech waveforms correspond to utterances of the Italian digit 
4 (/kwat:ro/) by two different speakers. The energy outputs of 
a 24 triangular band-pass filter bank are represented below the 
speech waveforms (darker regions correspond to higher energy 
values). 

Fig. I. Acoustic analysis of two utterances of the digit 4 (/kwat:ro/) by two 
different speakers. 

In the past years several methods and systems for speaker 
identification [8], [3] were proposed that perform more or less 
efficiently depending on the text the user is required to utter 
(in general, systems can be distinguished into feext dependent 
or texf independent), the length of the input utterance, the 
number of people in the reference database, and, finally, the 
time interval between test and training recordings. 

For security applications, it is desirable that the user utter a 
different sentence during each interaction. The content of the 
utterance can then be verified to ensure that the system is not 
cheated by prerecorded messages. For this work, a text inde- 
pendent speaker recognition system based on vector quantiza- 
tion (VQ) 191 was built. While it cannot yet verify the content 
of the utterance, it can be modified (using supervised cluster- 
ing or other techniques) to obtain this result. 

A block diagram of the system is depicted in Fig. 2. In the 
system, each reference speaker is represented by means of two 
sets of vectors (codebooks) that describe his/her acoustic char- 
acteristics. During identification, two sets of acoustic features 
(static and dynamic), derived from the short time spectral 
analysis of the input speech signal, are classified by evaluating 
their distances from the prototype vectors contained in the 
speaker codebook couples. In this way, two lists of scores are 
sent to the integration module. In the following, both the spec- 
tral analysis and vector quantization techniques will be described 
in more detail (see also [ 1 O] and a reference book such as [ 111). 

&&& -- 
Fig. 2. The speaker recognition system based on Vector Quantization. 

Since the power spectrum of the speech signal decreases as 
frequency increases a preemphasis filter that enhances the 
higher frequencies is applied to the sampled input signal. The 
transfer function of the filter is H(z) = l/( 1 - 0.95 z-l). 

The preemphasized signal, x(n), 1 $ n < N, is subdivided 
into frames y,(n), 1 5: t 5 T, having length L. Each frame is 
obtained by multiplying x(n) by a Hamming window &(/I): 

Y,(Jr)=++h,(n) l$tST=; 

h,(n) = 0.54 - 0.46 cos 

In the equation above, L represents the length, in samples, 
of the Hamming window and S is the analysis step (also ex- 
pressed in samples). For the system, L and S were chosen to 
correspond to 20 ms and 10 ms, respectively. 

The signal is multiplied by an Hamming window (raised 
cosine) to minimize the sidelobe effects on the spectrum of the 
resulting sequence yt(n). 

The acoustic analysis of each frame is performed as follows: 

1) the power spectrum of the sequence y,(n) is evaluated; 
2) a bank of Q = 24 triangular filters, spaced according to a 

logarithmic scale (Mel scale), is applied to the power 
spectrum and the energy outputs sty, 1 i 9 < Q, from each 
filter are evaluated; 

3) the Mrl Frequency Cepstrum Coefficients (MFCC) [ 121, 
0,, 1 I:: p < P=8, are computed, from the filter bank out- 
puts, according to the following equation: 

the MKCs are arranged into a vector, 0,, which is called 
static, since it refers to a single speech frame; 

4) to account for the transitional information contained in 
the speech signal a linear fit is applied to the components 
of seven adjacent MFCCs; the resulting regression coef- 
ficients are arranged into a vector that is called dynamic; 

5) a binary variable is finally evaluated that allows marking 
the frame as speech or background noise; this parameter 
is computed by means of the algorithm described in [ 131. 

The Mel scale is motivated by auditory analysis of sounds. The 
inverse Fourier transform of the log-spectrum (cepstrum) pro- 
vides parameters that improves performance at both speech 
and speaker recognition [ 1 I] , [ 121. Furthermore, the Euclid- 
ean distance between two cepstral vectors represents a good 
measure for comparing the corresponding speech spectra. The 
static and dynamic XD vectors related to windows marked as 
background noise are not considered during both system 
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training and testing. As previously said, VQ is used to design 
the static and dynamic codebooks of a given reference speaker, 
say the ith one. Starting from a set of training vectors (static or 
dynamic) 0, = (8il, . . . . 0iK], derived from a certain number of 
utterances, the objective is to find a new set 
% = {WI, ..., vM), with M 4 K, that represents well the 
acoustic characteristics of the given speaker. To do this a 
clustering algorithm, similar to that described in [IO], is ap- 
plied to the Oi set. The algorithm makes use of an iterative 
procedure that allows determination of codebook centroids, 
F, by minimizing their average distance, O(Oi, !?J, from the 
training vectors: 

The distance d(eik, ryi,) is defined as follows: 

4& slim) = C&k - WmJ' w'(eik - ylim) (5) 

In the equation above t denotes transpose and W is the co- 
variance matrix of the training vectors. The matrix W is esti- 
mated from the training data of all the speakers in the refer- 
ence database. This matrix was found to be approximately 
diagonal, so that only the diagonal elements are used to evalu- 
ate distances. 

In the recognition phase the distances, Dsi, DDi, between the 
static and dynamic vector sequences, derived from the input 
signal, and the corresponding speaker codebooks are evaluated 
and sent to the integration module. 

If o= 1 e, . . . , 6) is the static (or dynamic) input sequence 
and Yi is the ith static (or dynamic) codebook, then the total 
static (or dynamic) distance will be: 

llill (6) 

where 1 is the total number of speakers in the reference data- 
base. 

To train the system, 200 isolated utterances of the Italian 
digits (from 0 to 9) were collected for each reference user. The 
recordings were realized by means of a digital audio tape 
(DAT): The signal on the DAT tape, sampled at 48 kHz, was 
down sampled to 16 kHz, manually end-pointed, and stored on 
a computer disk. The speech training material was analyzed 
and clustered as previously described. As demonstrated in [9], 
system performance depends on both input utterance length 
and codebook size; preliminary experiments have suggested 
that the speaker, to be identified, should utter a string of at 
least seven digits in a continuous way and in whatever order. 
In the reported experiments the number of digits was kept 
equal to seven and the codebook size was set to M = 64 be- 
cause higher values did not improve recognition accuracy. 
Furthermore, if input signal duration is too short, the system 
requires the user to repeat the digit string. 

To evaluate integrated system performance (see Sec- 
tion 1V.A) the reference users interacted three times with the 
system during three different sessions. The test sessions were 
carried out in an office environment using an ARIEL board as 
acquisition channel. Furthermore the test phase was performed 

about five months after the training recordings. Due to both the 
different background noise and acquisition conditions between 
training and test, the codebooks must be adapted. Adaptation 
means designing a new codebook, starting from a given one, 
that better resembles the acoustic characteristics of both the 
operating environment and the acquisition channel. Adaptation 
should also take into account variations in time of the 
speaker’s voice (intraspeaker’variations). Adaptation requires 
the use of few utterances to modify the codebook as it is not 
necessary to design it from scratch (this would require at least 
30-40 seconds of speech). In our case, the adaptation vectors 
are derived from the digit strings uttered by the users during a 
single test session. The dynamic codebooks were not adapted 
since they represent temporal variations of the speech spectra 
and therefore they are less sensitive to both intraspeaker voice 
variability and acquisition channel variations. 

The adaptation process of the ith codebook, Ci can be sum- 
marized as follows: 

1) the mean vectors /J,i and Vi of the adaptation vectors and 
of the given codebook respectively are evaluated; 

2) the difference vector Ai = pi - Vi is evaluated; 
3) the vectors of Ci are shifted by a quantity equal to Ai ob- 

taining a new set C: = (Gil + Ad, . . . , CiM + Ai}; the set C: 
is placed in the region of the adaptation vectors; 

4) the adaptation vectors are clustered using the set C,! as 
initial estimate of the centroids; therefore a new set of 
centroids Oi = {Oil, . . . . OiM} and the corresponding cell 
occupancies Ni = {nil, . . . , niM] are evaluated; 

5) the adapted codebook { vi is obtained according to the 
following equation: 

lyim =cl:,+(l-e-~~~~)(Oim-C;J 1lmlM (7) 

In the equation above the parameter nim determines the 
fraction of deviation vector aj, = (uim -c,L) , that has to 
be summed to the initial centroid c,‘, . Equation 7 is a 
simple method to modify the centroids of a codebook ac- 
cording to the number of data available for their esti- 
mates. & can be zero when the utterance used for adap- 
tation does not contain sounds whose spectra are related 
to the mth centroid. 

For the system, a: was chosen equal to 0.1. The two shifts 
applied by the adaptation procedure can be interpreted as fol- 
lows: 

1) Ai, the major shift, accounts for environment and channel 
variations with respect to training; 

2) &,,, the minor shift, accounts for intraspeaker voice 
variations in time. 

III. FACE RECOGNITION 

Person identification through face recognition is the most 
familiar among the possible identification strategies. Several 
automatic or semiautomatic systems were realized since the 
early seventiewlbeit with varying degree of success. Differ- 
ent techniques were proposed, ranging from the geometrical 
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description of salient facial features to the expansion of a digit- 
ized image of the face on an appropriate basis of images (see 
[ 141 for references). The strategy used by the described system 
is essentially based on the comparison, at the pixel level, of 
selected regions of the face [ 141. A set of regions, respectively 
encompassing the eyes, nose, and mouth of the user to be 
identified are compared with the corresponding regions stored 
in the database for each reference user (see Fig. 3). The images 
should represent a frontal view of the user face without marked 
expressions. As will be clear from the detailed description, 
these constraints could be relaxed at the cost of storing a 
higher number of images per user in the database. The funda- 
mental steps of the face recognition process are the following: 

1) acquisition of a frontal view of the user face; 
2) geometrical normalization of the digitized image; 
3) intensity normalization of the image; 
4) comparison with the images stored in the database. 

Fig. 3. The highlighted regions represent the templates used for identification. 

The image of the user face is acquired with a CCD camera and 
digitized with a frame grabber. 

To compare the resulting image with those stored in the da- 
tabase, it is necessary to register the image: It has to be trans- 
lated, scaled, and rotated so that the coordinates of a set of 
reference points take corresponding standard values. As fron- 
tal views are considered, the centers of the pupils represent a 
natural set of control points that can be located with good ac- 
curacy. Eyes can be found through the following steps: 

1) locate the (approximate) symmetry axis of the face; 
2) locate the left/right eye by using an eye template for 

which the location of the pupil is known; if the confi- 
dence of the eye location is not sufficiently high, declare 
failure (the identification system will use only acoustic 
information); 

3) achieve translation, scale, and rotation invariance by fix- 
ing the origin of the coordinate system at the midpoint of 
the interocular segment and the interocular distance and 
the direction of the eye-to-eye axis at predefined values. 

Under the assumption that the user face is approximately verti- 
cal in the digitized image, a good estimate of the coordinate S 
of the symmetry axis is given by 

S = median{ Pdl I * Kv I)i} (8) 

where * represent convolution, I the image, Kv the convolution 
kernel [-1, 0, l]‘, Pv the vertical projection whose index i runs 
over the columns of the image. The face can then be split ver- 

tically into two, slightly overlapping parts containing the left 
and right eye, respectively. The illumination under which the 
image is taken can impair the template matching process used 
to locate the eye. To minimize this effect a filter, .7$‘1>, is 
applied to image I: 

N= ,“: 
{ 

if N’s1 
-p if JV’>l 

where 

(9) 

and KG(,) is a Gaussian kernel whose d is related to the ex- 
pected interocular distance 4,. The arithmetic operations act 
on the values of corresponding pixels. The process mapping I 
into Nreduces the influence of ambient lighting while keeping 
the necessary image details. This is mainly due to the removal 
of linear intensity gradients that are mapped to the constant 
value 1. Extensive experiments, using ray-tracing and texture- 
mapping techniques to generate synthetic images under a wide 
range of lighting directions have shown that the local contrast 
operator of (9) exhibits a lower illumination sensitivity than 
other operators such as the laplacian, the gradient magnitude 
or direction [ 151 and that there is an optimal value of the pa- 
rameter o(approximately equal to the iris radius). 

The same filter is applied to the eye templates. The template 
matching process is based on the algorithm of hierarchical 
correlation proposed by Burt [16]. Its final result is a map of 
correlation values: the center of gravity of the pixels with 
maximum value representing the location of the eye. Once the 
two eyes have been located, the confidence of the localization 
is expressed by a coefficient, C,, that measures the symmetry 
of the eye positions with respect to the symmetry axis, the 
horizontal alignment and the scale relative to that of the eye 
templates: 

c 
E 

= (Cl +C,) min(C,,C,) e-!$L+$ 
2 max(C,,C,) 

(11) 

where C, and C, represent the (maximum) correlation value for 
the left/right eye, s the interocular distance expressed as a 
multiple of the interocular distance of the eyes used as tem- 
plates, A0 represents the angle of the interocular axis with re- 
spect to the horizontal axis, while o, and c& represent toler- 
ances on the deviations from the prototype scale and orienta- 
tion. 

The first factor in the RHS of (11) is the average correlation 
value of the left and right eye: The higher it is the better the 
match with the eye templates. The second factor represents the 
symmetry of the correlation values and equals 1 when the two 
values are identical. The third and fourth factors allow weigh- 
ing the deviation from both the assumed scale and (horizontal) 
orientation of the interocular axis, respectively. The parame- 
ters of the Gaussians, 0, and o, were determined by the 
analysis of a set of interactions. 

If the value of C, is too low, the face recognition system 
declares failure and the identification proceeds using the 
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acoustic features alone. Otherwise, the image is translated, 
scaled and rotated to match the location of the pupils to that of 
the database images. In the reported experiments the interocu- 
lar distance was set equal to 28 pixels. Alternative techniques 
for locating eyes are reported in [17], [18]. Due to the geo- 
metrical standardization, the subimages containing the eyes, 
nose, and mouth are approximately characterized by the same 
coordinates in every image. These regions are extracted from 
the image of the user face and compared in turn to the corre- 
sponding regions extracted from the database entries, previ- 
ously filtered according to (9) and (10). Let us introduce a 
similarity measure C based on the computation of the Li norm 
of a vector l&i = Ci lxil and on the corresponding dis- 
tancedL, (KY) = 11.x - Y[\,, : 

(12) 

The Li distance of two vectors is mapped by C(.;) into the 
interval [0, 11, higher values representing smaller distances. 
This definition can be easily adapted to the comparison of im- 
ages. For the comparison to be useful when applied to real 
images, it is necessary to normalize the images so that they 
have the same average intensity p and standard deviation (or 
scale) (T. The latter is particularly sensitive to values far from 
the average p so that the scale of the image intensity distribu- 
tion can be better estimated by the following quantity: 

(13) 

where the image is considered as a one dimensional vector x. 
The matching of an image B to an image A can then be quanti- 
fied by the maximum value of C(A, B), obtained by sliding the 
smaller of the two images over the larger one. A major advan- 
tage of the image similarity computed according to (12) over 
the more common estimate given by the cross-correlation co- 
efficient [ 191, based on the b norm, is its reduced sensitivity 
to small amounts of unusually high differences between corre- 
sponding pixels. These differences are often due to noise or 
image specularities such as iris highlights. A detailed analysis 
of the similarity measure defined in (12) is given in [20]. An 
alternative technique for face identification is reported in 1211. 
Let us denote with { Ukm),,,=i,,,,,,~ the set of images available for 
the kth user. A comparison can now be made between a set of 
regions of the unknown image Nand the corresponding re- 
gions of the database images. The regions currently used by 
the system correspond to the eyes, nose and mouth. A list of 
similarity scores is obtained for each region ym of image Uk,,,: 

(14) 

where ‘RJJV) represents a region of Ncontaining Fa with a 
frame whose size is related to the interocular distance. The 
lists of matching scores corresponding to eyes, nose, and 
mouth are then available for further processing. The distribu- 
tion of the correlation values for corresponding features of the 
same person and of different people are reported in Fig. 4. 

Fig. 4. The distribution of the correlation values for corresponding 
the same person and of different people. 

features of 

Integration with the scores derived from the acoustic analy- 
sis can now be performed with a single or double step process. 
In the first case, the two acoustic and the three visual scores 
are combined simultaneously, while in the second the acoustic 
and visual scores are first combined separately and the final 
score is given by the integration of the outputs of the speaker 
and face recognition systems (see [7] for an example of the 
latter). The next section will introduce two single-step integra- 
tion strategies for classifiers working at the measurement level. 

IV. INTEORA~~N 

The use of multiple cues, such as face and voice, provides 
in a natural way the information necessary to build a reliable, 
high performance system. Specialized subsystems can identify 
(or verify) each of the previous cues and the resulting outputs 
can then be combined into a unique decision by some integra- 
tion process. The objective of this section is to describe and 
evaluate some integration strategies. The use of multiple cues 
for person recognition proved beneficial for both system per- 
formance and reliability.’ 

A simplified taxonomy of multiple classifier systems is re- 
ported in [22]. Broadly speaking, a classifier can output infor- 
mation at one of the following levels: 

The abstract level: the output is a subset of the possible 
identification labels,$without any qualifying information; 
The rank level: the output is a subset of the possible la- 
bels, sorted by decreasing confidence (which is not sup- 
plied); 
The meusurement level: the output is a subset of labels 
qualified by a confidence measure. 

The level at which the different classifiers of a composite 
system work clearly constrains the ways their responses can be 
merged. The first of the following sections will address the 
integration of the speaker/face recognition systems at the 
measurement level. The possibility of rejecting a user as un- 
known will then be discussed. Finally, a novel, hybrid level 
approach to the integration of a set of classifiers will be pre- 
sented. 

I. Two aspects of reliability are critical for a person identification system: 
The first is the ability of rejecting a user as unknown, the second is the pos- 
sibility of working with a reduced input, such as only the speech signal or the 
face image. 
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A. Measurement Level Integration 

The acoustic and visual identification systems already con- 
stitute a multiple classifier system. However, both the acoustic 
and visual classifiers can be further split into several subsys- 
tems, each one based on a single type of feature. In our system, 
five classifiers were considered (see Sections II and III) 
working on the static, dynamic acoustic features, and on the 
eyes, nose and mouth regions. 

A critical point in the design of an integration procedure at 
the measurement level is that of measurement normalization. 
In fact, the responses of the different classifiers usually have 
different scales (and possibly offsets), so that a sensible com- 
bination of the outputs can proceed only after the scores are 
properly normalized. As already detailed, the outputs of the 
identification systems are not homogeneous: the acoustic fea- 
tures provide distances while the visual ones provide correla- 
tion values. A first step towards the normalization of the scores 
is to reverse the sign of distances, thereby making them con- 
cordant with the correlation values: the higher the value, the 
more similar the input patterns. Inspection of the score distri- 
butions shows them to be markedly unimodal and roughly 
symmetrical. A simple way to normalize scores is to estimate 
their average values and standard deviations so that distribu- 
tions can be translated and resealed in order to have zero aver- 
age and unit variance. The values can then be forced into a 
standard interval, such as (0, l), by means of an hyperbolic 
tangent mapping. The normalization of the scores can rely on a 
fixed set of parameters, estimated from the score distributions 
of a certain number of interactions, or can be adaptive, estimat- 
ing the parameters from the score distribution of the current 
interaction. The latter strategy was chosen mainly because of 
its ability to cope with variations such as different speech ut- 
terance length without the need to re-estimate the normaliza- 
tion parameters. 

The estimation of the location and scale parameters of the 
distribution should make use of robust statistical techniques 
[23], [24]. The usual arithmetic average and standard deviation 
are not well suited to the task: they are highly sensitive to out- 
lier points and could give grossly erroneous estimates. Alter- 
native estimators exist that are sensitive to the main bulk of the 
scores (i.e. the central part of a unimodal symmetric distribu- 
tion) and are not easily misled by points in the extreme tails of 
the distribution. The median and the Median Absolute Devia- 
tion (MAD) are examples of such location and scale estimators 
and can be used to reliably normalize the distribution of the 
scores. However, the median and the MAD estimators have a 
low efficiency relative to the usual arithmetic average and 
standard deviation. A class of robust estimators with higher 
efficiency was introduced by Hampel under the name of tanh- 
estimators and is used in the current implementation of the 
system (see [23] for a detailed description). Therefore each list 
of scores (S,)i =I,.,.,/ from classifier j, being I the number of 
people in the reference database, can be transformed into a 
normalized list by the following mapping: 

where JL,~,,,, and r&d are the average and standard deviation 
estimates of the scores { SV}i =r, .,,, I as given by the Hampel es- 
timators. An example of distributions of the resulting normal- 
ized scores is reported in Fig. 5 for each of the five features 
used in the classification. 

Distributions of Normolired Scores 

0.48 0.50 0.52 
Normalized score 

Fig. 5. The density distribution of the normalized scores for each of the clas- 
sifiers: Sl, S2 represent the static and dynamic speech scores while Fl, F2, 
and F3 represent the eyes, nose, and mouth scores, respectively. 

In the following formulas, a subscript index i, indicates the 
mth entry within the set of scores sorted by decreasing value. 
The normalized scores can be integrated using a weighted 
geometric average: 

(16) 

where the weights Wj represent an estimate of the score disper- 
sion in the right tail of the corresponding distributions: 

wj = 
s,;j - 0.5 

- 1.0 
S~j - 0.5 

The main reason suggesting the use of geometric average for 
the integration of scores relies on probability: If we assume 
that the features are independent the probability that a feature 
vector corresponds to a given person can be computed by tak- 
ing the product of the probabilities of each single feature. The 
normalized scores could then be considered as equivalent to 
probabilities. Another way of looking at the geometric average 
is that of predicate conjunction using a continuous logic [25], 
[26]. The weights reflect the importance of the different fea- 
tures (or predicates). As defined in (17) each feature is given 
an importance proportional to the separation of the two best 
scores. If the classification provided by a single feature is am- 
biguous, it is given low weight. A major advantage of (16) is 
that it does not require a detailed knowledge of how each fea- 
ture is distributed (as would be necessary when using a Bayes 
approach). This eases the task of building a system that inte- 
grates many features. 

The main performance measure of the system is the per- 
centage of persons correctly recognized. Performance can be 
further qualified by the average value of the following ratio Rx: 

(18) 
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The ratio R, measures the separation of the correct match Si 
from the wrong ones. This ratio is invariant against the scale 
and location parameters of the integrated score distribution 
and can be used to compare different integration strategies 
(weighted/unweighted geometric average, adaptive/fixed nor- 
malization). The weighted geometric average of the scores 
adaptively normalized exhibits the best performance and sepa- 
ration among the various schemes on the available data. 

Experiments have been carried out using data acquired 
during three different test sessions. Of the 89 persons stored in 
the database, 87 have interacted with the system in one or 
more sessions. One of the three test sessions was used to adapt 
the acoustic and visual databases (in the last case the images of 
the session were simply added to those available); therefore, 
session one was used to adapt session two and session two to 
adapt session three. As the number of interactions for each 
adapted session is 82, the total number of test interactions was 
164. The recognition performance and the average value of Rx 
for the different separate features and for their integration are 
reported in Table I. 

TABLE I 
THERECOGNIT~ONPEWORMANCEANDAVERAGESEPARATIONRATIO R FOR 
EACHSINGLEFEATUREANDFORTHEIRINTEGRATION.DATAAREBASEDON 

164 REALINTERACTIONSANDADATABASEOF 89 USERS. 

Feature Recognition (%) R 

Voice 88 1.14 
Static I 77 1.08 

Dynamic 1 71 1.08 _ 
Face 91 1.56 
Eyes 80 1.25 
Nose 71 1.25 

Mouth ! 83 1.28 
ALL I 98 1.65 

can then be quantified through several measures. The decision 
about whether the confidence is sufficient to accept the system 
output can be based on one or several of them. In the proposed 
system, a linear classifier, based on absolute and relative 
scores, ranks and their dispersion, will be used to accept/reject 
the final result. The following issues will be discussed: 

1) degree of dependence of the features used; 
2) choice of the confidence measures to be used in the ac- 

cept/reject rule; 
3) training and test of the linear classifier used to implement 

the accept/reject rule. 

As a preliminary step, the independence of the features used 
in the identification process will be evaluated. It is known that 
the higher the degree of independence, the higher the informa- 
tion provided to the classifier. Let us consider a couple of 
features X and Y. Let ((Xi, yi)i = t,,,.,, represent the corresponding 
normalized scores. They can be considered as random samples 
from a population with a bivariate distribution function. Let Ai 
be the rank of Xi among x1, . . . . x1 when they are arranged in 
descending order, and Bi the rank of yi among yt, . . . . ye defined 
similarly to Ai. Spearman’s rank correlation [27] is defined by: 

where x and 8 are the average values of (Ai} and {B,}, re- 
spectively. An important characteristic of rank correlation is its 
non-parametric nature. To assess the independence of the fea- 
tures it is not necessary to know the bivariate distribution from 
which the (Xi, Yi) are drawn, since the distribution of their 
ranks is known, under the assumption of independence. It turns 
out that 

B. Rejection 

An important capability of a classifier is to reject input pat- 
terns that cannot be classified in any of the available classes 
with a sufficiently high degree of confidence. For a person 
verification system, the ability to reject an impostor is critical. 
The following paragraphs introduce a rejection strategy that 
takes into account the level of agreement of all the different 
classifiers in the identification of the best candidate. 

A simple measure of confidence is given by the integrated 
score itself: the higher the value, the higher the confidence of 
the identification. Another is given by the difference of the two 
best scores: It is a measure of how sound the ranking of the 
best candidate is. The use of independent features (or feature 
sets) also provides valuable information in the form of the 
rankings of the identification labels across the classifier out- 
puts: If the pattern does not belong to any of the known 
classes, its rank will vary significantly from classifier to clas- 
sifier. On the contrary, if the pattern belongs to one of the 
known classes, rank agreement will be consistently high. The 
average rank and the rank dispersion across the classifiers can 
then be used to quantify the agreement of the classifiers in the 
final identification. The confidence in the final identification 

(20) 

TABLE II 
THERANKCOWELATIONVALUEOFTHECOUPLESOFFEATURESTHE 

PARENTHESIZEI~VALUESREPRESENTTHESIGNIFICANCEOFTHECORRELATION. 
s1 ANDS2REPpESENTTHEDYNAMICANDSTATlCACOUSTICFEATURES 

RESPECWfELY;Fl,F2,~ REPRESENTTHEEYES,NOSEANDMOUTH 

is distributed approximately as a Student’s distribution with 
I- 2 degrees of freedom [27]. It is then possible to assess the 
dependence of the different features used by computing the 
rank correlation of each couple and by testing the correspond- 
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ing significance. Results for the features used in the system 
developed are given in Table II. 

The acoustic features are clearly correlated, as well as the 
nose and mouth features. The latter correlation is due to the 
overlapping of the nose and mouth regions, which was found 
to be necessary in order to use facial regions characterized by 
the same coordinates for the whole database. Acoustic and 
visual features are independent, as could be expected. 

Relative 5. 

fig. 6. Let us represent the match with the database entries by means of the 
integrated score, the standard deviation of the rankings across the different 
features and the normalized ratio of the first to second best integrated score. 
The resulting three dimensional points are plotted and marked with a 0 if 
they represent a correct match or with a x if the match is incorrect. Visual 
inspection of the resulting point distribution shows that the two classes of 
points can be separated well by using a plane. 

The feasibility of using a linear classifier was investigated 
by looking at the distribution of acceptable and non- 
acceptable2 best candidates in a 3D space whose coordinates 
are the integrated score, a normalized ratio of the first to sec- 
ond best score and the standard deviation of the rankings. As 
can be seen in Fig. 6 a linear classifier seems to be appropri- 
ate. The full vector d E ‘Rig used as input to the linear classi- 
fier is given by: 

1) the integrated score, Sr, of the best candidate; 
2) the normalized ratio of the first to the second best inte- 

grated score: 
s;, -0.5 

R=-. 
si, - 0.5 ) 

3) the minimum and maximum ranks of the first and second 
final best candidates (four entries); 

4) the rank standard deviation of the first and second final 
best candidates (two entries); 

5) the individual ranks of the first and second final best 
candidates (10 entries). 

To train the linear classifier the following procedure was used. 
A set of positive examples (pi} is derived from the data rela- 
tive to the persons correctly classified by the system. A set of 
negative examples [ ni) is given by the data relative to the best 
candidate when the system did not classify the user correctly. 
The set of negative examples can be augmented by the data of 
the best candidate when the correct entry is removed from the 

2. Unacceptable best candidates derive from two sources: misclassified us- 
ers from real interactions and best candidates from virtual interactions, char- 
acterized by the removal of the user entry from the data base. 

database, thereby simulating the interaction with a stranger. 
The linear discriminant function defined by the vector w can 
be found by minimizing the following error: 

(22) 
where a and p represent the weight to be attributed to false 
negatives and to false positives respectively and I = 18 is the 
dimensionality of the input vectors. When a = p = 1, E repre- 
sents the output error of a linear perceptron with a symmetric 
sigmoidal unit. 

Final acceptance or rejection of an identification, associated 
to a vector d, is done according to the simple rule: 

i Wjdj + w,+, > 0 accept (231 

widi + w,+, 2 0 reject 
i=l 

Note that the LHSs of (23) and (24) represent the signed dis- 
tance, in arbitrary units, of point d from the plane defined by w 
that divides the space into two semispaces. Points lying in the 
correct semispace contribute to E inversely to their distance 
from plane w. Points lying near the plane contribute with a or 
/3 while points lying in the wrong semispace and at great dis- 
tance from the discriminating plane contribute with 2a or 2/l. 
If the two classes of points are linearly separable it is possible 
to drive E to zero (see [28], [29]). A stochastic minimization 
algorithm [30], [31] was used to minimize E. 

When the system is required to work in a strict mode (no er- 
rors allowed, that is, no strangers accepted), /? >> a should be 
considered in the training phase. Note that a similar discrimi- 
nant function can be computed for each of the recognition sub- 
systems (i.e., face recognition and voice recognition), thereby 
enabling the system to reject an identification when it is not 
sufficiently certain even when not all of the identification cues 
are available. The training/test of the classifier followed a 
leave-one-out strategy to maximize the number of data avail- 
able in the training phase [32]. The classifier is trained by us- 
ing all but one of the available samples and tested on the ex- 
cluded one. The performance of the classifier can be evaluated 
by excluding in turn each of the available samples and averag- 
ing the classification error. 

In the reported experiments, the available examples were 
grouped per interacting user. The leave-one-out method was 
then applied to the resulting 87 sets (the number of users that 
interacted with the system) to guarantee the independence of 
the training and test sets. 

Each set was used in turn for testing, leaving the remaining 
86 for training. The results are reported in Table III. A complete 
operating characteristic curve for the integrated performance 
shown in Table IIl is reported in Fig. 7 where the stranger-accepted 
and familiar-rejected rates at different PJa ratios are plotted. 
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TABLE III 
ERRORRATESOFTHESUBSYSTEMSANDOFTHECOMPLETESYSTEMWHENA 

RE~EC~~NTHRESHOLDISINTRODUCED.DATAAREBASEDONTHESUBSETOF 
INTERACTIONSFORWHICHBOTHFACEANDSPEECHDATAWEREAVAUABLE 

(155OUTClF164) 

0.0 0.5 1.0 1.5 2.0 
B/U 

Fig. 7. System performance when false positives and false negatives are 
weighted djfferently. 

Similar experiments were run on the acoustic and visual 
features separately and are also reported in Table III. The re- 
sults show that the use of the complete set of features provides 
a relevant increase in reliable performance over the separate 
subsystems. 

C. Hybrid Level Integration 

’ In this sub-section, a hybrid rank/measurement level at 
which multiple classifiers can be combined will be introduced. 
The approach is to reconstruct a mapping from the sets of 
scores, and corresponding ranks, into the set {0, 11. The 
matching to each of the database entries, as described by a 
vector of five scores and the corresponding ranks should be 
mapped to 1, if it corresponds to the correct label, and to 0 
otherwise. The reconstruction of the mapping proceeds along 
the following steps: 

1) find a set of positive and negative examples; 
2) choose a parametric family of mappings; 
3) choose the set of parameters for which the corresponding 

mapping minimizes a suitable error measure over the 
training examples. 

Another way to look at the reconstruction of the mapping is 
to consider the problem as a learning task, where, given a set 
of acceptable and non acceptable inputs, the system should be 
able to appropriately classify unseen data. 

Let ( Cl} be the set of classifiers. Each of them associates to 
each person X some numerical data Xj that can be considered a 
vector. By comparison with the ith database entry, a normal- 
ized similarity score S, can be computed. Each score S, can be 
associated to its rank ru in the list of scores produced by clas- 
sifier C’. The output of each classifier can then be regarded as 
a list of couples { (Su, r~))i,~,...,~ where I represents the number 
of people in the reference database. A mapping is sought 4, 
such that: 

if i is the correct label for X 
otherwise (25) 

If, after mapping the list of scores, more than a label quali- 
fies, the system rejects the identification. It is possible to relax 
the definition of &,, by letting the value of the mapping span 
the whole interval [0, 11. In this way the measurement level 
character of the classification can be retained. The new map- 
ping L can be interpreted as a fuzzy predicate. The following 
focuses on the fuzzy variant, from which the original formula- 
tion can be obtained by introducing a threshold w: 

-cl, = wc(J4 - m l (26) 
where e(.) is the Heavyside unit-step function and xi = (Si,, ril, 
..., $5, li5) is a ten-dimensional vector containing the feature 
normalized matching scores and corresponding ranks. The 
goal is to approximate the characteristic function of the correct 
matching vectors as a sum of Gaussian bumps. Therefore the 
search for fZ is conducted within the following family of func- 
tions: 

(27) 

G(x) = I?' 

CT(x) = 
1 

1+ e4b-w 

Ix-t& =J(x-tp(x-ta) (30) 

;C-’ being a diagonal matrix with positive entries, x, t, E a’” 
and c, E R. The approximating function can be represented as 
a HyperBF network [33] whose topology is reported in Fig. 8. 
The sigmoidal mapping is required to ensure that the codomain 
be restricted to the interval (0, 1). The location t,, shape Z, and 
height c, of each bump are chosen by minimizing the follow- 
ing error measure: 

(31) 
iL \a /_I 

where ((Q, yu)] i is a set of examples (points at which the value 
of the mapping to be recovered is known). The first subscript i 
denotes the database entry from which xij is derived and the 
second subscript j represents the example. 
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Fig. 8. The function used to approximate the mapping from the score/rank 
domain into the interval (0, 1) can be represented as a HyperBF network. 

The required value of the mapping at xij is 1 when i is the 
correct label (class) for the jth example and 0 otherwise. The 
error measure E is minimized over the parameter space 
{(c,, t,)), Z by means of a stochastic algorithm with adaptive 
memory [31]. The number of free parameters involved in the 
minimization process dictates the use of a large set of exam- 
ples. As a limited number of real interactions was available, a 
leave-one-out strategy was used for training and testing the 
system as for the linear classifier previously described. From 
each of the available user-system interactions, a virtual inter- 
action was derived by removing from the database the entry of 
the interacting user, thereby simulating an interaction with a 
stranger. For each interaction j 

1) the vector corresponding to the correct database entry 
provides a positive example; 

2) the vectors of the first ten, incorrect, entries of the real 
interaction (as derived from sorting the integrated scores 
of Section 1V.A) and the vectors of the first ten entries of 
the virtual interaction provide the negative examples. 

The reason for using only the first ten incorrect entries is that 
the matching scores decay quickly with rank position in the 
final score list and additional examples would not provide 
more information. Data from different interactions of the same 
user were then grouped. The resulting set of examples was 
used to generate an equal number of different training/testing 
set pairs. Each set was used in turn for testing, leaving the re- 
maining ones for training. The problem of matching the num- 
ber of free parameters in the approximation function to the 
complexity of the problem was solved by testing the perform- 
ance of networks with increasing size. For each network size, a 
value for threshold w of (26) was computed to minimize the 
total error defined as the sum of the percentage of accepted 
strangers, misrecognized and rejected database persons. In 
Fig. 9, the total error is reported as a function of the network 
size. Note that the threshold is computed on the test set, so that 
it gives an optimistic estimate. To obtain a correct estimate of 
system performance, a cross-validation approach was used for 
the net giving the best (optimistic) total error estimate. Let 
[Q, w,] be the interval over which the total error assumes its 
minimum value (see Fig. 10 ). The threshold value can be cho- 
sen as: 

l Q favoring acceptance over rejection; 
l (4) + w/2; 
l o1 favoring rejection over acceptance. 

The resulting performance is reported in Table IV. Note that 

using 01 the system was able to reject all of the strangers, 
which is the ultimate~requirement for a reliable system, miss- 
ing only 3.5% of the known users. 

TABLE IV 
THEPERFORMANCEOFTHESYSTEMWHENUSINGAHYPERBFNETWORK 

WWH~~UNITSTOPERFORMSCOREINTBGRATION 

w Stranger Familiar Familiar misre- 
accepted rejected cog. (%) 

(%I (%I 
0.5 3.0 0.0 

(4l +woYYZ 0.5 3.0 0.0 
WI 0.0 3.5 0.0 

Total Error 

/ 1 
10 20 30 

Network units 

Fig. 9. The total error achieved by networks with different numbers of units. 
The total error is computed by summing the percentage of accepted strangers, 
misrecognized, and rejected database people. For each net size, a threshold 
was chosen to minimize the cumulative error. 

rror estimates 

0 00 
0.0 0.2 0.4 0.6 0.8 1.0 

Threshold 

Fig. 10. Error percentages as a function of the rejection threshold for a Gaus- 
sian-based expansion. 

V. CONCLUSIONS 

A system that combines acoustic and visual cues in order to 
identify a person has been described. The speaker recognition 
sub-system is based on vector quantization of the acoustic pa- 
rameter space and includes an adaptation phase of the code- 
books to the test environment. A different method to perform 
speaker recognition, which makes use of the Hidden Markov 
Model technique is under investigation. 

A face recognition subsystem also was described. It is based 
on the comparison of facial features at the pixel level using a 
similarity measure based on the Lr norm. 

The two subsystems provide a multiple classifier system. In 
the implementation described, five classifiers (two acoustic 
and three visual) were considered. The multiple classifier op- 
erates in two steps. In the first one, the input scores are nor- 
malized using robust estimators of location and scale. In the 
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second step, the scores are combined using a weighted geo- 
metric average. The weights are adaptive and depend on the 
score distributions. While normalization is fundamental to 
compensate for input variations (e.g., variations of illumina- 
tion, background noise conditions, utterance length and of 
speaker voices), weighting emphasizes the classification power 
of the most reliable classifiers. The, $vse of multiple cues, 
acoustic and visual, proved to be effqae in improving per- 
formance. The correct identification rate of the integrated sys- 
tem is 98% which represents a significant improvement with 
respect to the 88% and 91% rates provided by the speaker and 
face recognition systems respectively. Future use of the hidden 
Markov model technique is expected to improve performance 
of the VQ-based speaker recognizer. 

An important capability of the multiple classifier itself is the 
rejection of the input data when they can not be matched with 
sufficient confidence to any of the database entries. 

An accept/reject rule is introduced by means of a linear 
classifier based on measurement and rank information derived 
from the five recognition systems. A novel, alternative, ap- 
proach to the integration of multiple classifiers at the hybrid 
rank/measurement level is also presented. The problem of 
combining the outputs of a set of classifiers is considered as a 
learning task. A mapping from the scores of the classifiers and 
their ranks into the interval (0, 1) is approximated using a Hy- 
perBF network. A final rejection/acceptance threshold is then 
introduced using the cross-validation technique. System per- 
formance is evaluated on data acquired during real interactions 
of the users in the reference database. Performance of the two 
techniques is similar. 

The current implementation of the system is working on an 
HP 735 workstation with a Matrox Magic frame grabber. In 
order to optimize system throughput, it relies on a hierarchical 
match with the face database. 

The incoming picture, represented by a set of features is 
compared at low resolution with the complete database. For 
each person in the database, the most similar feature, among 
the set of available images, is chosen and the location of the 
best matching position stored. The search is then continued at 
the upper resolution level by limiting the search to the most 
promising candidates at the previous level. 

These candidates are selected by integrating their face 
scores according to the procedure described in Section 1V.A. 
All available data must be used to secure a reliable normaliza- 
tion of the scores. However, new scores at higher resolution 
are computed only for a selected subset of persons and this 
constitutes a problem for the integration procedure. In fact, 
scores from image comparisons at different levels would be 
mixed, similarity values deriving from lower resolutions being 
usually higher. To overcome this difficulty, the scores from the 
previous level are reduced (scaled) by the highest reduction 
factor obtained comparing the newly computed scores to the 
corresponding previous ones. 

The performance, measured on the data sets used for the r& 
ported experiments, does not decrease and the overall identifi- 
cation time (face and voice processing) is approximately five 
seconds. 

The same aooroach. usine codebooks of reduced size could 

be applied to the speaker identification system, thereby in- 
creasing system throughput. Adding a subject to the database 
is a simple task for both subsystems. This is due to the modu- 
larity of the databases, each subject being described independ- 
ently of the others. The integration strategy itself does not re- 
quire any update. The rejection and the combined identifica- 
tion/rejection procedures do require updating. However, the 
training of the linear perceptron and of the HyperBF network 
can be configured more as a refinement of a suboptimal solu- 
tion (available from the previous database) than as the compu- 
tation of a completely unknown set of optimal parameters. 
While the system, as presented, is mainly an identification 
system, a small modification transforms it into a verification 
system. For each person in the database it is possible to select 
a subset containing the most similar people (as determined by 
the identification system). When the user must be verified the 
identification system can be used using the appropriate subset, 
thereby limiting the computational effort, and verifying the 
identity of the user by means of the techniques reported in the 
paper. 

Future work will have the purpose of further improving the 
global efficiency of the system with the investigation of more 
accurate and reliable rejection methods. 
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