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1.1 Introduction

Recent years have witnessed an explosive growth in the amounts of data collected, stored,
and disseminated by various organizations. Examples include (1) the large volumes of point-
of-sale data amassed at the checkout counters of grocery stores, (2) the continuous streams
of satellite images produced by Earth-observing satellites, and (3) the avalanche of data
logged by network monitoring software. To illustrate how much the quantity of data has
grown over the years, Figure 1.1 shows an example of the number of Web pages indexed by
a popular Internet search engine since 1998.

In each of the domains described above, data is collected to satisfy the information needs
of the various organizations: Commercial enterprises analyze point-of-sale data to learn the
purchase behavior of their customers; Earth scientists use satellite image data to advance
their understanding of how the Earth system is changing in response to natural and human-
related factors; and system administrators employ network traffic data to detect potential
network problems, including those resulting from cyber-attacks.

One immediate difficulty encountered in these domains is how to extract useful informa-
tion from massive data sets. Indeed, getting information out of the data is like drinking from
a fire hose. The sheer size of the data simply overwhelms our ability to manually sift through
the data, hoping to find useful information. Fuelled by the need to rapidly analyze and sum-
marize the data, researchers have turned to data mining techniques [30, 29, 50, 22, 27]. In
a nutshell, data mining is the task of discovering interesting knowledge automatically from
large data repositories.

Interesting knowledge has different meanings to different people. From a business perspec-
tive, knowledge is interesting if it can be used by analysts or managers to make profitable
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FIGURE 1.1: Number of Web pages indexed by the Google c© search engine (Source: In-
ternet Archive, http:www.archive.org).

business decisions. For Earth Scientists, knowledge is interesting if it reveals previously
unknown information about the characteristics of the Earth system. For system adminis-
trators, knowledge is interesting if it indicates unauthorized or illegitimate use of system
resources.

Data mining is often considered to be an integral part of another process, called Knowl-
edge Discovery in Databases (or KDD). KDD refers to the overall process of turning raw
data into interesting knowledge and consists of a series of transformation steps, including
data preprocessing, data mining, and postprocessing. The objective of data preprocessing
is to convert data into the right format for subsequent analysis by selecting the appropriate
data segments and extracting attributes that are relevant to the data mining task (fea-
ture selection and construction). For many practical applications, more than half of the
knowledge discovery efforts are devoted to data preprocessing. Postprocessing includes all
additional operations performed to make the data mining results more accessible and easier
to interpret. For example, the results can be sorted or filtered according to various measures
to remove uninteresting patterns. In addition, visualization techniques can be applied to
help analysts explore data mining results.

1.1.1 Data Mining Tasks and Techniques

Data mining tasks are often divided into two major categories:

Predictive The goal of predictive tasks is to use the values of some variables to
predict the values of other variables. For example, in Web mining, e-tailers are
interested in predicting which online users will make a purchase at their Web
site. Other examples include biologists, who would like to predict the functions
of proteins, and stock market analysts, who would like to forecast the future
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prices of various stocks.

Descriptive The goal of descriptive tasks is to find human-interpretable patterns that
describe the underlying relationships in the data. For example, Earth Scientists
are interested in discovering the primary forcings influencing observed climate
patterns. In network intrusion detection, analysts want to know the kinds of
cyber-attacks being launched against their networks. In document analysis, it is
useful to find groups of documents, where the documents in each group share a
common topic.

Data mining tasks can be accomplished using a variety of data mining techniques, as
shown in Figure 1.2.

Tid  Refund  Marital 
Status 

Taxable 
Income  Cheat 

1  Yes  Single  125K  No 

2  No  Married  100K  No 

3  No  Single  70K  No 

4  Yes  Married  120K  No 

5  No  Divorced  95K  Yes 

6  No  Married  60K  No 

7  Yes  Divorced  220K  No 

8  No  Single  85K  Yes 

9  No  Married  75K  No 

10  No  Single  90K  Yes 

11  No  Married  60K  No 

12  Yes  Divorced  220K  No 

13  No  Single  85K  Yes 

14  No  Married  75K  No 

15  No  Single  90K  Yes 
10 
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FIGURE 1.2: Data mining techniques.

• Predictive modelling is used primarily for predictive data mining tasks. The
input data for predictive modelling consists of two distinct types of variables:
(1) explanatory variables, which define the essential properties of the data, and
(2) one or more target variables, whose values are to be predicted. For the Web
mining example given in the previous section, the input variables correspond
to the demographic features of online users, such as age, gender, and salary,
along with their browsing activities, e.g., what pages are accessed and for how
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long. There is one binary target variable, Buy, which has values, Yes or No,
indicating, respectively, whether the user will buy anything from the Web site or
not. Predictive modelling techniques can be further divided into two categories:
classification and regression. Classification techniques are used to predict the
values of discrete target variables, such as the Buy variable for online users at a
Web site. For example, they can be used to predict whether a customer will most
likely be lost to a competitor, i.e., customer churn or attrition, and to determine
the category of a star or galaxy for sky survey cataloging. Regression techniques
are used to predict the values of continuous target variables, e.g., they can be
applied to forecast the future price of a stock.

• Association rule mining seeks to produce a set of dependence rules that predict
the occurrence of a variable given the occurrences of other variables. For example,
association analysis can be used to identify products that are often purchased
together by sufficiently many customers, a task that is also known as market
basket analysis. Furthermore, given a database that records a sequence of events,
e.g., a sequence of successive purchases by customers, an important task is that of
finding dependence rules that capture the temporal connections of events. This
task is known as sequential pattern analysis.

• Cluster analysis finds groupings of data points so that data points that belong
to one cluster are more similar to each other than to data points belonging to a
different cluster, e.g., clustering can be used to perform market segmentation of
customers, document categorization, or land segmentation according to vegeta-
tion cover. While cluster analysis is often used to better understand or describe
the data, it is also useful for summarizing a large data set. In this case, the objects
belonging to a single cluster are replaced by a single representative object, and
further data analysis is then performed using this reduced set of representative
objects.

• Anomaly detection identifies data points that are significantly different than
the rest of the points in the data set. Thus, anomaly detection techniques have
been used to detect network intrusions and to predict fraudulent credit card
transactions. Some approaches to anomaly detection are statistically based, while
other are based on distance or graph-theoretic notions.

1.1.2 Challenges of Data Mining

There are several important challenges in applying data mining techniques to large data
sets:

Scalability Scalable techniques are needed to handle the massive size of some of
the datasets that are now being created. As an example, such datasets typically
require the use of efficient methods for storing, indexing, and retrieving data from
secondary or even tertiary storage systems. Furthermore, parallel or distributed
computing approaches are often necessary if the desired data mining task is to be
performed in a timely manner. While such techniques can dramatically increase
the size of the datasets that can be handled, they often require the design of new
algorithms and data structures.

Dimensionality In some application domains, the number of dimensions (or at-
tributes of a record) can be very large, which makes the data difficult to an-
alyze because of the ‘curse of dimensionality’ [9]. For example, in bioinformatics,
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the development of advanced microarray technologies allows us to analyze gene
expression data with thousands of attributes. The dimensionality of a data min-
ing problem may also increase substantially due to the temporal, spatial, and
sequential nature of the data.

Complex Data Traditional statistical methods often deal with simple data types such
as continuous and categorical attributes. However, in recent years, more compli-
cated types of structured and semi-structured data have become more important.
One example of such data is graph-based data representing the linkages of web
pages, social networks, or chemical structures. Another example is the free-form
text that is found on most web pages. Traditional data analysis techniques often
need to be modified to handle the complex nature of such data.

Data Quality Many data sets have one or more problems with data quality, e.g.,
some values may be erroneous or inexact, or there may be missing values. As
a result, even if a ‘perfect’ data mining algorithm is used to analyze the data,
the information discovered may still be incorrect. Hence, there is a need for
data mining techniques that can perform well when the data quality is less than
perfect.

Data Ownership and Distribution For a variety of reasons, e.g., privacy and own-
ership, some collections of data are distributed across a number of sites. In many
such cases, the data cannot be centralized, and thus, the choice is either dis-
tributed data mining or no data mining. Challenges involved in developing dis-
tributed data mining solutions include the need for efficient algorithms to cope
with the distributed and possibly, heterogeneous data sets, the need to minimize
the cost of communication, and the need to accommodate data security and data
ownership policies.

1.1.3 Data Mining and the Role of Data Structures and Algorithms

Research in data mining is motivated by a number of factors. In some cases, the goal is to
develop an approach with greater efficiency. For example, a current technique may work
well as long as all of the data can be held in main memory, but the size of data sets has
grown to the point where this is no longer possible. In other cases, the goal may be to
develop an approach that is more flexible. For instance, the nature of the data may be
continually changing, and it may be necessary to develop a model of the data that can also
change. As an example, network traffic varies in volume and kind, often over relatively
short time periods. In yet other cases, the task is to obtain a more accurate model of the
data, i.e., one that takes into account additional factors that are common in many real
world situations.

The development and success of new data mining techniques is heavily dependent on
the creation of the proper algorithms and data structures to address the needs such as
those just described: efficiency, flexibility, and more accurate models. (This is not to say
that system or applications issues are unimportant.) Sometimes, currently existing data
structures and algorithms can be directly applied, e.g., data access methods can be used to
efficiently organize and retrieve data. However, since currently existing data structures and
algorithms were typically not designed with data mining tasks in mind, it is frequently the
case that some modifications, enhancements, or completely new approaches are needed, i.e.,
new work in data structures and algorithms is needed. We would emphasize, though, that
sometimes it is the concepts and viewpoints associated with currently existing algorithms
and data structures that are the most useful. Thus, the realization that a problem can be
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formulated as a particular type of a graph or tree may quickly lead to a solution.

In the following sections, we provide some examples of how data structures play an
important role, both conceptually and practically, for classification, association analysis,
and clustering.

1.2 Classification

Classification [43, 21] is the task of assigning objects to their respective categories. For
example, stock analysts are interested in classifying the stocks of publicly-owned companies
as buy, hold, or sell, based on the financial outlook of these companies. Stocks classified
as buy are expected to have stronger future revenue growth than those classified as sell. In
addition to the practical uses of classification, it also helps us to understand the similarities
and differences between objects that belong to different categories.

The data set in a classification problem typically consists of a collection of records or data
objects. Each record, also known as an instance or example, is characterized by a tuple
(x, y), where x is the set of explanatory variables associated with the object and y is the
object’s class label. A record is said to be labeled if the value of y is known; otherwise,
the record is unlabeled. Each attribute xk ∈ x can be discrete or continuous. On the other
hand, the class label y must be a discrete variable whose value is chosen from a finite set
{y1, y2, · · · yc}. If y is a continuous variable, then this problem is known as regression.

The classification problem can be stated formally as follows:

Classification is the task of learning a function, f : x → y, that maps the
explanatory variables x of an object to one of the class labels for y.

f is known as the target function or classification model.

1.2.1 Nearest-neighbor classifiers

Typically, the classification framework presented involves a two-step process: (1) an in-
ductive step for constructing classification models from data, and (2) a deductive step for
applying the derived model to previously unseen instances. For decision tree induction and
rule-based learning systems, the models are constructed immediately after the training set
is provided. Such techniques are known as eager learners because they intend to learn the
model as soon as possible, once the training data is available.

An opposite strategy would be to delay the process of generalizing the training data until
it is needed to classify the unseen instances. One way to do this is to find all training
examples that are relatively similar to the attributes of the test instance. Such examples
are known as the nearest neighbors of the test instance. The test instance can then be
classified according to the class labels of its neighbors. This is the central idea behind the
nearest-neighbor classification scheme [21, 18, 17, 4], which is useful for classifying data sets
with continuous attributes. A nearest neighbor classifier represents each instance as a data
point embedded in a d-dimensional space, where d is the number of continuous attributes.
Given a test instance, we can compute its distance to the rest of the data objects (data
points) in the training set by using an appropriate distance or similarity measure, e.g., the
standard Euclidean distance measure.

The k-nearest neighbors of an instance z are defined as the data points having the k
smallest distances to z. Figure 1.3 illustrates an example of the 1-, 2- and 3-nearest neighbors
of an unknown instance, ×, located at the center of the circle. The instance can be assigned
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FIGURE 1.3: The 1-, 2- and 3-nearest neighbors of an instance.

to the class label of its nearest neighbors. If the nearest neighbors contain more than one
class label, then one takes a majority vote among the class labels of the nearest neighbors.

The nearest data point to the unknown instance shown in Figure 1.3(a) has a negative
class label. Thus, in a 1-nearest neighbor classification scheme, the unknown instance would
be assigned to a negative class. If we consider a larger number of nearest neighbors, such as
three, the list of nearest neighbors would contain training examples from 2 positive classes
and 1 negative class. Using the majority voting scheme, the instance would be classified as
a positive class. If the number of instances from both classes are the same, as in the case of
the 2-nearest neighbor classification scheme shown in Figure 1.3(b), we could choose either
one of the classes (or the default class) as the class label.

A summary of the k-nearest neighbor classification algorithm is given in Figure 1.4.
Given an unlabeled instance, we need to determine its distance or similarity to all the
training instances. This operation can be quite expensive and may require efficient indexing
techniques to reduce the amount of computation.

FIGURE 1.4: k−nearest neighbor classification algorithm.
(k: number of nearest neighbor, E: training instances, z: unlabeled instance)

1: Compute the distance or similarity of z to all the training instances
2: Let E′ ⊂ E be the set of k closest training instances to z
3: Return the predicted class label for z: class← V oting(E′).

While one can take a majority vote of the nearest neighbors to select the most likely class
label, this approach may not be desirable because it assumes that the influence of each
nearest neighbor is the same. An alternative approach is to weight the influence of each
nearest neighbor according to its distance, so that the influence is weaker if the distance is
too large.

1.2.2 Proximity Graphs for Enhancing Nearest Neighbor Classifiers

The nearest neighbor classification scheme, while simple, has a serious problem as currently
presented: It is necessary to store all of the data points, and to compute the distance
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between an object to be classified and all of these stored objects. If the set of original data
points is large, then this can be a significant computational burden. Hence, a considerable
amount of research has been conducted into strategies to alleviate this problem.

There are two general strategies for addressing the problem just discussed:

Condensing The idea is that we can often eliminate many of the data points with-
out affecting classification performance, or without affecting it very much. For
instance, if a data object is in the ‘middle’ of a group of other objects with the
same class, then its elimination will likely have no effect on the nearest neighbor
classifier.

Editing Often, the classification performance of a nearest neighbor classifier can be
enhanced by deleting certain data points. More specifically, if a given object is
compared to its nearest neighbors and most of them are of another class (i.e., if
the points that would be used to classify the given point are of another class),
then deleting the given object will often improve classifier performance.

While various approaches to condensing and editing points to improve the performance
of nearest neighbor classifiers have been proposed, there has been a considerable amount
of work that approaches this problem from the viewpoint of computational geometry, espe-
cially proximity graphs [49]. Proximity graphs include nearest neighbor graphs, minimum
spanning trees, relative neighborhood graphs, Gabriel graphs, and the Delaunay triangula-
tion [35]. We can only indicate briefly the usefulness of this approach, and refer the reader
to [49] for an in depth discussion.

First, we consider how Voronoi diagrams can be used to eliminate points that add nothing
to the classification. (The Voronoi diagram for a set of data points is the set of polygons
formed by partitioning all of points in the space into a set of convex regions such that every
point in a region is closer to the data point in the same region than to any other data point.
Figure 1.5 shows a Voronoi diagram for a number of two-dimensional points.) Specifically,
if all the Voronoi neighbors of a point, i.e., those points belonging to Voronoi regions that
touch the Voronoi region of the given point, have the same class as the given data point,
then discarding that point cannot affect the classification performance. The reason for this
is that the Voronoi regions of the neighboring points will expand to ‘occupy’ the space once
occupied by the the Voronoi region of the given point, and thus, classification behavior is
unchanged. More sophisticated approaches based on proximity graphs are possible [49].

For editing, i.e., discarding points to approve classification performance, proximity graphs
can also be useful. In particular, instead of eliminating data points whose k nearest neigh-
bors are of a different class, we build a proximity graph and eliminate those points where
a majority of the neighbors in the proximity graph are of a different class. Of course, the
results will depend on the type of proximity graph. The Gabriel graph has been found to be
the best, but for further discussion, we once again refer the reader to [49], and the extensive
list of references that it contains.

In summary, our goal in this section was to illustrate that—for one particular classification
scheme, nearest neighbor classification—the rich set of data structures and algorithms of
computational geometry, i.e., proximity graphs, have made a significant contribution, both
practically and theoretically.

1.3 Association Analysis

An important problem in data mining is the discovery of association patterns [1] present
in large databases. This problem was originally formulated in the context of market basket
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FIGURE 1.5: Voronoi diagram.

data, where the goal is to determine whether the occurrence of certain items in a transaction
can be used to infer the occurrence of other items. If such interesting relationships are
found, then they can be put to various profitable uses such as marketing promotions, shelf
management, inventory management, etc.

To formalize the problem, let T = {t1, t2, · · · , tN} be the set of all transactions and
I = {i1, i2, · · · , id} be the set of all items. Any subset of I is known as an itemset. The
support count of an itemset C is defined as the number of transactions in T that contain C,
i.e.,

σ(C) = |{t|t ∈ T, C ⊆ t}|.

An association rule is an implication of the form X −→ Y , where X and Y are itemsets
and X∩Y = ∅. The strength of an association rule is given by its support (s) and confidence
(c) measures. The support of the rule is defined as the fraction of transactions in T that
contain itemset X ∪ Y .

s(X −→ Y ) =
σ(X ∪ Y )

|T |
.

Confidence, on the other hand, provides an estimate of the conditional probability of finding
items of Y in transactions that contain X .

c(X −→ Y ) =
σ(X ∪ Y )

σ(X)

For example, consider the market basket transactions shown in Figure 1.6. The support
for the rule {Diaper, Milk} −→ {Beer} is σ(Diaper, Milk, Beer) / 5 = 2/5 = 40%, whereas
its confidence is σ(Diaper, Milk, Beer)/σ(Diaper, Milk) = 2/3 = 66%.

Support is useful because it reflects the significance of a rule. Rules that have very low
support are rarely observed, and thus, are more likely to occur by chance. Confidence
is useful because it reflects the reliability of the inference made by each rule. Given an
association rule X −→ Y , the higher the confidence, the more likely it is to find Y in trans-
actions that contain X . Thus, the goal of association analysis is to automatically discover
association rules having relatively high support and high confidence. More specifically, an
association rule is considered to be interesting only if its support is greater than or equal
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FIGURE 1.6: Market-basket transactions

TID Items
1 Bread, Coke, Milk
2 Beer, Bread
3 Beer, Coke, Diaper, Milk
4 Beer, Bread, Diaper, Milk
5 Coke, Diaper, Milk

to a minimum support threshold, minsup, and its confidence is greater than or equal to a
minimum confidence threshold, minconf .

The association analysis problem is far from trivial because of the exponential number
of ways in which items can be grouped together to form a rule. In addition, the rules
are constrained by two completely different conditions, stated in terms of the minsup and
minconf thresholds. A standard way for generating association rules is to divide the process
into two steps. The first step is to find all itemsets that satisfy the minimum support
threshold. Such itemsets are known as frequent itemsets in the data mining literature.
The second step is to generate high-confidence rules only from those itemsets found to be
frequent. The completeness of this two-step approach is guaranteed by the fact that any
association rule X −→ Y that satisfies the minsup requirement can always be generated
from a frequent itemset X ∪ Y .

Frequent itemset generation is the computationally most expensive step because there are
2d possible ways to enumerate all itemsets from I. Much research has therefore been devoted
to developing efficient algorithms for this task. A key feature of these algorithms lies in
their strategy for controlling the exponential complexity of enumerating candidate itemsets.
Briefly, the algorithms make use of the anti-monotone property of itemset support, which
states that all subsets of a frequent itemset must be frequent. Put another way, if a candidate
itemset is found to be infrequent, we can immediately prune the search space spanned by
supersets of this itemset. The Apriori algorithm, developed by Agrawal et al. [2], pioneered
the use of this property to systematically enumerate the candidate itemsets. During each
iteration k, it generates only those candidate itemsets of length k whose (k − 1)-subsets
are found to be frequent in the previous iteration. The support counts of these candidates
are then determined by scanning the transaction database. After counting their supports,
candidate k-itemsets that pass the minsup threshold are declared to be frequent.

Well-designed data structures are central to the efficient mining of association rules. The
Apriori algorithm, for example, employs a hash-tree structure to facilitate the support
counting of candidate itemsets. On the other hand, algorithms such as FP-growth [31] and
H-Miner [47] employ efficient data structures to provide a compact representation of the
transaction database. A brief description of the hash tree and FP-tree data structures is
presented next.

1.3.1 Hash Tree Structure

Apriori is a level-wise algorithm that generates frequent itemsets one level at a time, from
itemsets of size-1 up to the longest frequent itemsets. At each level, candidate itemsets
are generated by extending the frequent itemsets found at the previous level. Once the
candidate itemsets have been enumerated, the transaction database is scanned once to
determine their actual support counts. This generate-and-count procedure is repeated until
no new frequent itemsets are found.

Support counting of candidate itemsets is widely recognized as the key bottleneck of
frequent itemset generation. This is because one has to determine the candidate itemsets
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FIGURE 1.7: Hashing a transaction at the root node of a hash tree.

contained in each transaction of the database. A naive way for doing this is to simply
match each transaction against every candidate itemset. If the candidate is a subset of the
transaction, its support count is incremented. This approach can be prohibitively expensive
if the number of candidates and number of transactions are large.

In the Apriori algorithm, candidate itemsets are hashed into different buckets and stored
in a hash tree structure. During support counting, each transaction is also hashed into
its appropriate buckets. This way, instead of matching a transaction against all candidate
itemsets, the transaction is matched only to those candidates that belong to the same
bucket.

Figure 1.7 illustrates an example of a hash tree for storing candidate itemsets of size 3.
Each internal node of the hash tree contains a hash function that determines which branch
of the current node is to be followed next. The hash function used by the tree is also shown
in this figure. Specifically, items 1, 4 and 7 are hashed to the left child of the node; items
2, 5, 8 are hashed to the middle child; and items 3, 6, 9 are hashed to the right child.
Candidate itemsets are stored at the leaf nodes of the tree. The hash tree shown in Figure
1.7 contains 15 candidate itemsets, distributed across 9 leaf nodes.

We now illustrate how to enumerate candidate itemsets contained in a transaction. Con-
sider a transaction t that contains five items, {1, 2, 3, 5, 6}. There are 5C3 = 10 distinct
itemsets of size 3 contained in this transaction. Some of these itemsets may correspond
to the candidate 3-itemsets under investigation, in which case, their support counts are
incremented. Other subsets of t that do not correspond to any candidates can be ignored.

Figure 1.8 shows a systematic way for enumerating size-3 itemsets contained in the trans-
action t by specifying the items one-by-one. It is assumed that items in every 3-itemset are
stored in increasing lexicographic order. Because of the ordering constraint, all itemsets
of size-3 derived from t must begin with item 1, 2, or 3. No 3-itemset may begin with
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FIGURE 1.8: Enumerating subsets of three items from a transaction t.

item 5 or 6 because there are only two items in this transaction that are greater than or
equal to 5. This is illustrated by the level 1 structures depicted in Figure 1.8. For example,
the structure 1 2 3 5 6 represents an itemset that begins with 1, followed by two more
items chosen from the set {2, 3, 5, 6}.

After identifying the first item, the structures at level 2 denote the various ways to select
the second item. For example, the structure 1 2 3 5 6 corresponds to itemsets with prefix
(1 2), followed by either item 3, 5, or 6. Once the first two items have been chosen, the
structures at level 3 represent the complete set of 3-itemsets derived from transaction t. For
example, the three itemsets beginning with the prefix {1 2} are shown in the leftmost box
at level 3 of this figure.

The tree-like structure shown in Figure 1.8 is simply meant to demonstrate how subsets of
a transaction can be enumerated, i.e., by specifying the items in the 3-itemsets one-by-one,
from its left-most item to its right-most item. For support counting, we still have to match
each subset to its corresponding candidate. If there is a match, then the support count for
the corresponding candidate is incremented.

We now describe how a hash tree can be used to determine candidate itemsets contained
in the transaction t = {1, 2, 3, 5, 6}. To do this, the hash tree must be traversed in such
a way that all leaf nodes containing candidate itemsets that belong to t are visited. As
previously noted, all size-3 candidate itemsets contained in t must begin with item 1, 2, or
3. Therefore, at the root node of the hash tree, we must hash on items 1, 2, and 3 separately.
Item 1 is hashed to the left child of the root node; item 2 is hashed to the middle child of
the root node; and item 3 is hashed to the right child of the root node. Once we reach the
child of the root node, we need to hash on the second item of the level 2 structures given
in Figure 1.8. For example, after hashing on item 1 at the root node, we need to hash on
items 2, 3, and 5 at level 2. Hashing on items 2 or 5 will lead us to the middle child node
while hashing on item 3 will lead us to the right child node, as depicted in Figure 1.9. This
process of hashing on items that belong to the transaction continues until we reach the leaf
nodes of the hash tree. Once a leaf node is reached, all candidate itemsets stored at the leaf
are compared against the transaction. If a candidate belongs to the transaction, its support
count is incremented. In this example, 6 out of the 9 leaf nodes are visited and 11 out of
the 15 itemsets are matched against the transaction.
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FIGURE 1.9: Subset operation on the left most subtree of the root of a candidate hash
tree.

1.3.2 FP-Tree Structure

Recently, an interesting algorithm called FP-growth was proposed that takes a radically
different approach to discovering frequent itemsets. The algorithm does not subscribe to
the generate-and-count paradigm of Apriori. It encodes the database using a compact data
structure called an FP-tree and infers frequent itemsets directly from this structure.

First, the algorithm scans the database once to find the frequent singleton items. An order
is then imposed on the items based on decreasing support counts. Figure 1.10 illustrates
an example of how to construct an FP-tree from a transaction database that contains five
items, A, B, C, D, and E. Initially, the FP-tree contains only the root node, which is
represented by a null symbol. Next, each transaction is used to create a path from the root
node to some node in the FP-tree.

After reading the first transaction, {A, B}, a path is formed from the root node to its
child node, labeled as A, and subsequently, to another node labeled as B. Each node in the
tree contains the symbol of the item along with a count of the transactions that reach the
particular node. In this case, both nodes A and B would have a count equal to one. After
reading the second transaction {B,C,D} a new path extending from null → B → C → D

is created. Again, the nodes along this path have support counts equal to one. When the
third transaction is read, the algorithm will discover that this transaction shares a common
prefix A with the first transaction. As a result, the path null → A → C → D is merged to
the existing path null→ A→ B. The support count for node A is incremented to two, while
the newly-created nodes, C and D, each have a support count equal to one. This process is
repeated until all the transactions have been mapped into one of the paths in the FP-tree.
For example, the state of the FP-tree after reading the first ten transactions is shown at
the bottom of Figure 1.10.

By looking at the way the tree is constructed, we can see why an FP-tree provides a
compact representation of the database. If the database contains many transactions that
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TID Items
1 {A,B}
2 {B,C,D}
3 {A,C,D,E}
4 {A,D,E}
5 {A,B,C}
6 {A,B,C,D}
7 {B,C}
8 {A,B,C}
9 {A,B,D}
10 {B,C,E}
… …

Transaction
Database

After reading TID=1

null

A:1

B:1

After reading TID=2

null

A:1

B:1

B:1

C:1

D:1

After reading TID=3

null

A:2

B:1

B:1

C:1

D:1

C:1

D:1

After reading TID=10:

E:1

null

A:7 B:3

C:3

D:1

C:1

D:1

E:1

B:5

C:3

D:1

D:1

D:1

E:1
E:1

FIGURE 1.10: Construction of an FP-tree.

share common items, then the size of an FP-tree will be considerably smaller than the size
of the database. The best-case scenario would be that the database contains the same set
of items for all transactions. The resulting FP-tree would contain only a single branch of
nodes. The worst-case scenario would be that each transaction contains a unique set of
items. In this case, there is no sharing of transactions among the nodes and the size of the
FP-tree is the same as the size of the database.

During tree construction, the FP-tree structure also creates a linked-list access mechanism
for reaching every individual occurrence of each frequent item used to construct the tree.
In the above example, there are five such linked lists, one for each item, A, B, C, D, and E.

The algorithm used for generating frequent itemsets from an FP-tree is known as FP-
growth. Given the FP-tree shown in Figure 1.10, the algorithm divides the problem into
several subproblems, where each subproblem involves finding frequent itemsets having a
particular suffix. In this example, the algorithm initially looks for frequent itemsets that
end in E by following the linked list connecting the nodes for E. After all frequent itemsets
ending in E are found, the algorithm looks for frequent itemsets that end in D by following
the linked list for D, and so on.

How does FP-growth find all the frequent itemsets ending in E? Recall that an FP-tree
stores the support counts of every item along each path, and that these counts reflect the
number of transactions that are collapsed onto that particular path. In our example, there
are only three occurrences of the node E. By collecting the prefix paths of E, we can solve
the subproblem of finding frequent itemsets ending in E. The prefix paths of E consist of
all paths starting from the root node up to the parent nodes of E. These prefix paths can
form a new FP-tree to which the FP-growth algorithm can be recursively applied.

Before creating a new FP-tree from the prefix paths, the support counts of items along
each prefix path must be updated. This is because the initial prefix path may include
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several transactions that do not contain the item E. For this reason, the support count of
each item along the prefix path must be adjusted to have the same count as node E for
that particular path. After updating the counts along the prefix paths of E, some items
may no longer be frequent, and thus, must be removed from further consideration (as far as
our new subproblem is concerned). An FP-tree of the prefix paths is then constructed by
removing the infrequent items. This recursive process of breaking the problem into smaller
subproblems will continue until the subproblem involves only a single item. If the support
count of this item is greater than the minimum support threshold, then the label of this
item will be returned by the FP-growth algorithm. The returned label is appended as a
prefix to the frequent itemset ending in E.

1.4 Clustering

Cluster analysis [33, 39, 6, 7] groups data objects based on information found in the data
that describes the objects and their relationships. The goal is that the objects in a group
be similar (or related) to one another and different from (or unrelated to) the objects in
other groups. The greater the similarity (or homogeneity) within a group, and the greater
the difference between groups, the ‘better’ or more distinct the clustering.

1.4.1 Hierarchical and Partitional Clustering

The most commonly made distinction between clustering techniques is whether the resulting
clusters are nested or unnested or, in more traditional terminology, whether a set of clusters
is hierarchical or partitional. A partitional or unnested set of clusters is simply a division
of the set of data objects into non-overlapping subsets (clusters) such that each data object
is in exactly one subset, i.e., a partition of the data objects. The most common partitional
clustering algorithm is K-means, whose operation is described by the psuedo-code in Figure
1.11. (K is a user specified parameter, i.e., the number of clusters desired, and a centroid
is typically the mean or median of the points in a cluster.)

FIGURE 1.11: Basic K-means Algorithm.

1: Initialization: Select K points as the initial centroids.
2: repeat

3: Form K clusters by assigning all points to the closest centroid.
4: Recompute the centroid of each cluster.
5: until The centroids do not change

A hierarchical or nested clustering is a set of nested clusters organized as a hierarchical
tree, where the leaves of the tree are singleton clusters of individual data objects, and where
the cluster associated with each interior node of the tree is the union of the clusters asso-
ciated with its child nodes. Typically, hierarchical clustering proceeds in an agglomerative
manner, i.e., starting with each point as a cluster, we repeatedly merge the closest clusters,
until only one cluster remains. A wide variety of methods can be used to define the distance
between two clusters, but this distance is typically defined in terms of the distances between
pairs of points in different clusters. For instance, the distance between clusters may be the
minimum distance between any pair of points, the maximum distance, or the average dis-
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FIGURE 1.12: Basic Agglomerative Hierarchical Clustering Algorithm

1: Compute the pairwise distance matrix.
2: repeat

3: Merge the closest two clusters.
4: Update the distance matrix to reflect the distance between the new cluster and the

original clusters.
5: until Only one cluster remains
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FIGURE 1.13: A hierarchical clustering of six points.

tance. The algorithm for agglomerative clustering is described by the psuedo-code in Figure
1.12.

The tree that represents a hierarchical clustering is called a dendrogram, a term that comes
from biological taxonomy. Figure 1.13 shows six points and the hierarchical clustering that
is produced by the MIN clustering technique. This approach creates a hierarchical clustering
by starting with the individual points as clusters, and then successively merges pairs of
clusters with the minimum distance, i.e., that have the closest pair of points.

1.4.2 Nearest Neighbor Search and Multi-dimensional Access Methods

In both the K-means and agglomerative hierarchical clustering algorithms, the time required
is heavily dependent on the amount of time that it takes to find the the distance between sets
of points—step 3 in both algorithms. This is true of most other clustering schemes as well,
and thus, efficient implementations of clustering techniques often require considerations of
nearest-neighbor search and the related area of multi-dimensional access methods. In the
remainder of this section, we discuss these areas and their relevance to cluster analysis.

We begin by considering a general situation. Given a set of objects or data points,
including possibly complicated data such as images, text strings, DNA sequences, polygons,
etc., two issues are key to efficiently utilizing this data:

1. How can items be located efficiently? While a ‘representative’ feature vector
is commonly used to ‘index’ these objects, these data points will normally be very
sparse in the space, and thus, it is not feasible to use an array to store the data.
Also, many sets of data do not have any features that constitute a ‘key’ that would
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allow the data to be accessed using standard and efficient database techniques.

2. How can similarity queries be efficiently conducted? Many applications,
including clustering, require the nearest neighbor (or the k nearest neighbors) of a
point. For instance, the clustering techniques DBSCAN [24] and Chameleon [37]
will have a time complexity of O(n2) unless they can utilize data structures and
algorithms that allow the nearest neighbors of a point to be located efficiently.
As a non-clustering example of an application of similarity queries, a user may
want to find all the pictures similar to a particular photograph in a database of
photographs.

Techniques for nearest-neighbor search are often discussed in papers describing multi-
dimensional access methods or spatial access methods, although strictly speaking the topic
of multi-dimensional access methods is broader than nearest-neighbor search since it ad-
dresses all of the many different types of queries and operations that a user might want
to perform on multi-dimensional data. A large amount of work has been done in the area
of nearest neighbor search and multi-dimensional access methods. Examples of such work
include the kdb tree [48, 14], the R [28] tree, the R* tree [8], the SS-tree [34], the SR-tree
[38], the X-tree [11], the GNAT tree [13], the M-tree [16], the TV tree [41], the hB tree [42],
the “pyramid technique” [10], and the ‘hybrid’ tree [15]. A good survey of nearest-neighbor
search, albeit from the slightly more general perspective of multi-dimensional access meth-
ods is given by [26].

As indicated by the prevalence of the word ‘tree’ in the preceding references, a common
approach for nearest neighbor search is to create tree-based structures, such that the ‘close-
ness’ of the data increases as the tree is traversed from top to bottom. Thus, the nodes
towards the bottom of the tree and their children can often be regarded as representing
‘clusters’ of data that are relatively cohesive. In the reverse directions, we also view clus-
tering as being potentially useful for finding nearest neighbors. Indeed, one of the simplest
techniques for generating a nearest neighbor tree is to cluster the data into a set of clusters
and then, recursively break each cluster into subclusters until the subclusters consist of
individual points. The resulting cluster tree tree consists of the clusters generated along the
way. Regardless of how a nearest neighbor search tree is obtained, the general approach for
performing a k-nearest-neighbor query is given by the algorithm in Figure 1.14.

This seems fairly straightforward and, thus it seems as though nearest neighbor trees
should useful for clustering data, or conversely, that clustering would be a practical way to
find nearest neighbors based on the results of clustering. However, there are some problems.

Goal Mismatch One of the goals of many nearest-neighbor tree techniques is to serve
as efficient secondary storage based access methods for non-traditional databases,
e.g., spatial databases, multimedia databases, document databases, etc. Because
of requirements related to page size and efficient page utilization, ‘natural’ clus-
ters may be split across pages or nodes. Nonetheless, data is normally highly
‘clustered’ and this can be used for actual clustering as shown in [25], which uses
an R* tree to improve the efficiency of a clustering algorithm introduced in [46].

Problems with High-dimensional Data Because of the nature of nearest-neighbor
trees, the tree search involved is a branch-and-bound technique and needs to
search large parts of the tree, i.e., at any particular level, many children and
their descendants may need to be examined. To see this, consider a point and
all points that are within a given distance of it. This hyper-sphere (or hyper-
rectangle in the case of multi-dimensional range queries) may very well cut across
a number of nodes (clusters)—particularly if the point is on the edge of a cluster
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FIGURE 1.14: Basic Algorithm for a Nearest Neighbor Query

1: Add the children of the root node to a search queue
2: while the search queue is not empty do

3: Take a node off the search queue
4: if that node and its descendants are not ‘close enough’ to be considered for the search

then

5: Discard the subtree represented by this node
6: else

7: if the node is not a leaf node, i.e., a data point then

8: Add the children of this node to a search queue
9: else {if the node is a leaf node}

10: add the node to a list of possible solutions
11: end if

12: end if

13: end while

14: Sort the list of possible solutions by distance from the query point and return the
k-nearest neighbors

and/or the query distance being considered is greater than the distance between
clusters. More specifically, it is difficult for the algorithms that construct nearest
neighbor trees to avoid a significant amount of overlap in the volumes represented
by different nodes in the tree. In [11], it has been shown that the degree of over-
lap in a frequently used nearest neighbor tree, the R* tree, approaches 100% as
the dimensionality of the vectors exceeds 5. Even in two dimensions the overlap
was about 40%. Other nearest neighbor search techniques suffer from similar
problems.

Furthermore, in [12] it was demonstrated that the concept of “nearest neigh-
bor” is not meaningful in many situations, since the minimum and maximum
distances of a point to its neighbors tend to be very similar in high dimensional
space. Thus, unless there is significant clustering in the data and the query
ranges stay within individual clusters, the points returned by nearest neighbor
queries are not much closer to the query point than are the points that are not
returned. In this latter case, the nearest neighbor query is ‘unstable’, to use the
terminology of [12]. Recently, e.g., in [10], there has been some work on devel-
oping techniques that avoid this problem. Nonetheless, in some cases, a linear
scan can be more efficient at finding nearest neighbors than more sophisticated
techniques.

Outliers Typically, outliers are not discarded, i.e., all data points are stored. However,
if some of the data points do not fit into clusters particularly well, then the
presence of outliers can have deleterious effects on the lookups of other data
points.

To summarize, there is significant potential for developments in the areas of nearest
neighbor search and multidimensional access methods to make a contribution to cluster
analysis. The contribution to efficiency is obvious, but the notions of distance (or similarity)
are central to both areas, and thus, there is also the possibility of conceptual contributions
as well. However, currently, most clustering methods that utilize nearest neighbor search
or multidimensional access methods are interested only in the efficiency aspects [25, 5, 45].
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1.5 Conclusion

In this chapter we have provided some examples to indicate the role that data structures
play in data mining. For classification, we indicated how proximity graphs can play an
important role in understanding and improving the performance of nearest neighbor classi-
fiers. For association analysis, we showed how data structures are currently used to address
the exponential complexity of the problem. For clustering, we explored its connection to
nearest neighbor search and multi-dimensional access methods—a connection that has only
been modestly exploited.

Data mining is a rapidly evolving field, with new problems continually arising, and old
problems being looked at in the light of new developments. These developments pose new
challenges in the areas of data structures and algorithms. Some of the most promising areas
in current data mining research include multi-relational data mining [23, 20, 32], mining
streams of data [19], privacy preserving data mining [3], and mining data with complicated
structures or behaviors, e.g., graphs [32, 40] and link analysis [36, 44].
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